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Zusammenfassung

PILEPSIE ist eine der am weitesten verbreiteten chronischen neurologischen Erkrankun-
E gen, von der weltweit Millionen von Menschen aus allen Gesellschaftsschichten betrof-
fen sind. Epilepsie duflert sich bei den Betroffenen durch wiederkehrende Anfille mit einer
Reihe unterschiedlicher Symptome, in wechselnden Abstdnden und mit variabler Auspragung.
Der Goldstandard zur Diagnose und Beobachtung von Epilepsie ist die Video-Elektroenze-
phalografie. Dabei werden Epilepsiepatienten einige Tage lang iberwacht wiahrend Arzte mit
verschiedenen Mitteln Anfalle ausldsen, in der Hoffnung, gentigend Informationen fiir eine
prazise Diagnose und Behandlung zu erhalten. Dieses Verfahren ist jedoch im taglichen Leben
der Patienten und iiber langere Zeitraume hinweg nicht sinnvoll. Dariiber hinaus haben sich
die handschriftlichen Tagebiicher, die manche Patienten fithren, als unzuverlassig erwiesen,
da sie die Zahl der Anfille in der Regel stark unterbewerten. Es wird also eine Alternative fiir
die Ultra-Langzeit-Uberwachung benétigt, um die gédngigen Behandlungen zu verbessern und
die Entwicklung neuer Therapieoptionen zu erleichtern. Diese Dissertation untersucht das
Potenzial multimodaler, nicht-elektroenzephalografischer, von tragbaren Geraten aufgezeich-
neter Daten zur Anfallserkennung fiir automatische Anfallstagebiicher. Dartiber hinaus wird
eine mogliche Anwendung der Anfallserkennung als Teil eines automatischen Alarmsystems
untersucht.

Im Rahmen dieser Arbeit wurde ein neuer Datensatz von Biosignaldaten erstellt und ver-
wendet, aufgezeichnet in zwei européischen Epilepsiezentren im Rahmen eines europaischen
Forschungsprojekts. Mehr als 200 Epilepsiepatienten wurden in den beiden Einrichtungen
rekrutiert, und mehr als 300 epileptische Anfille unterschiedlicher Art wurden mit einem trag-
baren Gerat aufgezeichnet. Dabei wurde das Empatica E4 verwendet, ein fiir die Forschung
geeignetes, am Handgelenk getragenes Wearable das Biosignale der Bewegung, der elektri-
schen Hautleitfahigkeit und des Blutvolumenpulses erfasst. Diese Daten bildeten fiir mehrere
Studien, die sich mit der Bewertung von Methoden zur Erkennung von epileptischen Anfallen
befassten, die Grundlage zur Datenanalyse.

Die vorliegende Arbeit fasst mehrere Beitrdge des Autors zur Erkennung epileptischer mo-
torischer Anfille mit multimodalen nicht-elektroenzephalografischen Daten von Wearables
zusammen. Die enthaltenen Studien untersuchten insbesondere solche Anfalle mit Bewe-
gungsmanifestationen in den Gliedmafien und es wurde festgestellt, dass bestimmte Erken-
nungssysteme die auf maschinellem Lernen unter Verwendung physiologischer Biosignal-
daten basieren gut geeignet sind.
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Ein zentraler Teil dieser Arbeit befasst sich mit krampfartigen tonisch-klonischen An-
fallen, also schweren und gefdhrlichen Anfallen die in beiden Gehirnhalften beginnen oder
sich dorthin ausbreiten. Wahrend dieser Anfille ist das Bewusstsein des betroffenen Patien-
ten beeintrachtigt und es kommt zu hochamplitudigen, hochfrequenten Zuckungen der Glied-
maflen und am gesamten Korper. In einer der hier vorgestellten Studien wurde eine automa-
tische Erkennungsmethode auf Grundlage einer Kombination aus Beschleunigungsmessung
und elektrodermalen Aktivitatssignalen bewertet. Ein maschinelles Lernmodell wurde auf
Experten-markierten Daten trainiert und anhand einer dem Modell unbekannten Testgruppe
bewertet. Die Leistung des Modells ist mindestens gleichwertig mit dem Stand der Technik,
bei einer korrekten Erkennung von tiber 90 Prozent der Anfallsereignisse und einer Fehlalarm-
rate von weniger als 0,5 Prozent pro Tag. Die vorgeschlagene Methodik schneidet auflerdem
besser ab als das durchschnittliche monomodale Erkennungssystem aus vergleichbaren Stu-
dien. Auf konvulsive tonisch-klonische Anfille folgt in der Regel eine Phase der Bewegungs-
und Bewusstlosigkeit, wodurch das Risiko eines plotzlichen unerwarteten Todes bei Epilep-
sie erheblich erhoht ist. Eine weitere Studie untersucht die Brauchbarkeit von am Koérper
gemessenen Biosignaldaten, um diesen Zeitraum der Bewusstlosigkeit mithilfe einer heuris-
tischen Erkennung basierend auf Beschleunigungssignalen zu erkennen und einzuschétzen. In
Abhiangigkeit von einer vorherigen automatischen Erkennung des Anfalls war die Methode
in der Lage, alle Falle von Unbeweglichkeit im Datensatz korrekt zu klassifizieren.

Ein weiterer wesentlicher Teil dieser Arbeit befasst sich mit der Erkennung fokaler An-
falle anhand von Daten aus Wearables. Fokale Anfalle haben, iiber verschiedene Patienten
hinweg betrachtet, typischerweise sehr heterogene Symptome. Diese umfassen verschiedene
Arten von Korperbewegungen, Reaktionen des autonomen Nervensystems und psychologis-
che Veranderungen. In der hier einbezogenen Forschung wurden nur solche fokalen Anfalle
mit spezifischen Bewegungen der Gliedmaflen analysiert. Eine erste explorative Studie unter-
suchte die Auswirkungen der hohen Varianz fokaler motorischer Anfille auf relevante Biosig-
nale und die Anfallserkennung mit diesen. In einer weiteren Studie wurden dann individu-
alisierte und generische Modelle zur Erkennung fokaler motorischer Anfille auf der Grund-
lage der vom Wearable aufgezeichneten Biosignale untersucht. Die Studie ergab, dass die op-
tisch gemessenen Blutvolumenpulsdaten stark durch Bewegungsartefakte beeintrachtigt sind.
Dariiber hinaus schnitten generische Modelle deutlich schlechter ab als patientenspezifische
Modelle und wiesen hohe Fehlalarmraten auf. Daher sind fiir die Erkennung fokaler Anfille
maf3geschneiderte Erkennungsmodelle fiir einzelne Patienten, und zwar speziell fiir eine Un-
tergruppe von Epilepsiepatienten bei denen charakteristische Anfalle auftreten, wahrschein-
lich die robusteste Methode.

Diese Arbeit kommt zu dem Schluss, dass generische Anfallserkennungsmodelle zwar
fir hoch-konvulsive Anfille und unter Krankenhausbedingungen ausreichend sein kénnen,
dass sie aber derzeit nicht fir die Erkennung fokaler Anfalle mit weniger oder gar keinen
Bewegungen geeignet sind. Umgekehrt sind patientenspezifische Erkennungsmethoden fiir
nicht-konvulsive motorische Anfalle vielversprechend. Erkennungsmodelle, die sich im Laufe
der Zeit individualisieren, konnten letztendlich die beste Option fiir ambulante Anfallserken-
nung werden. In den hier einbezogenen Studien wurden insbesondere Erkennungssysteme
untersucht, die auf maschinellem Lernen unter Verwendung physiologischer Biosignaldaten
basieren. Die Ergebnisse zeigten, dass diese Systeme fiir die Erkennung von konvulsiven An-
fallen und solchen mit leichteren Bewegungen der Gliedmaflen geeignet sind.



Abstract

PILEPSY is one of the most prevalent chronic neurological disorders, affecting millions

worldwide throughout all societal groups. Epilepsy manifests in those affected as reoc-
curring seizures with a wide range of different symptoms at variable intervals and severity.
The current gold standard to diagnose and monitor epilepsy is video-electroencephalography.
Patients with epilepsy visit monitoring units for a few days, and clinicians provoke seizures
through various means, hoping to get enough information for precise diagnosis and treat-
ment. However, this procedure is not viable during the patients’ daily lives and over more
extended periods. Furthermore, the handwritten diaries that some patients keep have proven
unreliable, typically severely under-counting the number of seizures occurring. An alterna-
tive for ultra-long-term monitoring is needed to improve current treatments and facilitate the
development of new therapy options. This thesis investigates the potential of multimodal non-
electroencephalography data recorded from wearable devices as a tool for seizure detection
in the context of automated seizure diaries. It furthermore explores a potential application of
seizure detection in the context of an automatic alarm system.

The work featured in this thesis produces and employs a new data set of wearable biosig-
nal data, recorded at two European epilepsy centers in the context of a European collaborative
research project. Over 200 patients with epilepsy were recruited at the two epilepsy moni-
toring units, and over 300 epileptic seizures of varying types were recorded with a wearable
device. Here, the Empatica E4 is used, a research-grade wrist-worn wearable that captures
the biosignal modalities of accelerometry (movement), electrodermal activity (electrical skin
conductance), and blood volume pulse (optical pulse measurement via photoplethysmogra-
phy). This data set was the basis for several data analysis studies concerning the evaluation of
seizure detection methodologies.

This thesis compiles and provides a framework for several contributions of the author
concerning the detection of epileptic motor seizures with multimodal non-electroencepha-
lography data from wearables. Specifically, the included studies investigated those seizures
with movement manifestations in the limbs and found detection systems based on supervised
ensemble machine learning using physiological biosignal data to be viable.

One central part of this thesis is focused on convulsive tonic-clonic seizures, severe and
dangerous seizures that start in or progress to both hemispheres of the brain. During these
seizures, the awareness and consciousness of the affected patient are impaired, and high-am-
plitude, high-frequency jerks of the limbs and whole body occur. One of the studies presented
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here assessed an automatic detection methodology based on a combination of accelerometry
and electrodermal activity signals. A supervised ensemble machine learning model is trained
on expert-labeled data and evaluated on an out-of-sample test set. It performs at least on
par with state-of-the-art related work, correctly classifying more than 90 percent of seizure
events with false alarm rates of less than 0.5 per day. The suggested methodology performs
better than the average monomodal detection system in related work. Convulsive tonic-clonic
seizures are typically followed by a period of unconsciousness and immobility, significantly
increasing the risk of sudden unexpected death in epilepsy. A further study investigates the
utility of wearable biosignal data to detect and gauge this period based on a heuristic detection
using accelerometry signals. Contingent on a prior automatic detection of the seizure, the
methodology was able to classify all instances of immobility in the data set correctly.

Another essential segment of this thesis highlights the detection of focal seizures with
data from wearables. Focal seizures typically have very heterogeneous symptoms when re-
garded across patients. They include body movements of different kinds, responses of the
autonomic nervous system, and psychological indications. The research included here an-
alyzed only those focal seizures with specific movements of the limbs. An early exploratory
study investigated the impact of the high variance of focal motor seizures on biosignals and the
performance of seizure detection based on those signals. An additional study then considered
individualized and generic models for detecting focal motor seizures based on the biosignals
recorded by the wearable. The study found the optically measured blood volume pulse data to
be highly impacted by noise from motion artifacts. Furthermore, generic models performed
considerably worse than those specific to an individual patient, with high false alarm rates.
Thus, for focal seizure detection, custom-made detection models for individual patients are
likely to be the most robust methodology, and are specifically suitable for a subset of patients
with epilepsy who experience characteristic seizures.

This thesis concludes that while generic seizure detection models may be sufficient for
highly convulsive seizures and under in-hospital conditions, they are currently not feasible
for detecting focal seizures with fewer or no movements. Conversely, patient-specific detec-
tion methodologies are promising for non-convulsive motor seizures. Detection models that
individualize over time may eventually become the best option for ultra-long-term seizure de-
tection. Specifically, the included studies investigated detection systems based on supervised
ensemble machine learning using physiological biosignal data. Results showed them to be
feasible for detecting convulsive and less-convulsive seizures with manifestations including
movements of the limbs.
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2 CHAPIER 1. INTRODUCTION

PILEPSY is one of the most prevalent chronic neurological disorders, with a worldwide in-
E cidence of up to 100 per 100,000 people per year, affecting over 70 million people. Several
different types of epilepsy have been identified, manifesting in different symptoms, character-
istically in seizures of varying severity. Seizures are typically involuntary movements of the
whole body or parts of it, sometimes accompanied by a loss of consciousness. The current gold
standard in epilepsy diagnosis and seizure monitoring is in-hospital video-electroencephalog-
raphy. Patients with epilepsy are often diagnosed in epilepsy monitoring units over the course
of several days. However, while being accurate and widely used for the diagnosis of epilepsy
and the determination of treatment, this methodology is only feasible in relatively short-term
applications. Thus, seizure monitoring at home in an ultra-long-term context, that is, over a
period of multiple days or longer, is needed. Patients with epilepsy typically keep handwritten
diaries of their seizure events. However, these diaries have proven unreliable and incomplete,
especially when a loss of consciousness accompanies epileptic seizures. Wearable devices such
as smartwatches and fitness trackers, which are readily available to a broad audience, may fill
this gap in monitoring. They may automatically detect and log seizures of epilepsy patients in
their day-to-day environment and serve as an automatic alarm to potentially alert caregivers
in the event of a seizure.

This thesis aims to explore the feasibility of epileptic seizure detection using wearable
devices and biosignal sensors in the context of automated diaries. Furthermore, it investigates
a potential application of seizure detection in the context of an automatic alarm system. During
a six-year collaborative research project, an exhaustive set of biosignal data was collected
from patients with epilepsy. Further, several scientific research studies were conducted and
published. These studies primarily focused on evaluating seizure detection methodologies on
the collected data, including seizures with movement symptoms of varying severity. For this
purpose, multimodal non-electroencephalography biosignal data were collected with a wrist-
worn research-grade wearable device. The following chapter introduces the basics of epilepsy,
wearable data recording, and seizure detection and gives this thesis’s motivation and essential
contributions.
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1.1 Fundamentals of Epilepsy

« The history of epilepsy can be summarised as 4000 years of ignorance, supersti-
tion, and stigma followed by 100 years of knowledge, superstition, and stigma. »
— Rajendra Kale, 1997 [1]

Epilepsy and its symptoms have been part of medical texts since the beginning of recorded
history [2, 3]. Some of the earliest accounts of apparent epileptic seizures date as far back as
ca. 2000 B.c. [4], while epilepsy as a human condition is first described in some early Babylo-
nian medical records, ca. 1000 s.c. [3, 4]. The condition was generally regarded as a divine,
spiritual affliction until its first description as a medical disease in On the Sacred Disease, at-
tributed to Hippocrates, ca. 400 B.c. [4]. Nevertheless, misunderstanding and stigmatization
of the epileptic condition continued throughout the Middle Ages, and only modern scientific
medicine started to acknowledge its neurological origins. The first anticonvulsive medications
used in epilepsy were Bromide in 1857 and Phenobarbital in 1912 [5]. Since then, many differ-
ent anti-epileptic drugs and treatments have been developed and improved [6]. However, even
today, epilepsy remains a prevalent, albeit often treatable, neurological disorder, and patients
with epilepsy (PWEs) are still stigmatized and discriminated against [7].

1.1.1 What is Epilepsy?

Epilepsy is clinically defined as a disease generally identified if two unprovoked seizures oc-
cur more than one day apart or if there is a reasonably heightened risk of subsequent seizures
after an initial one [8]. The origin of an individual’s epilepsy can be genetic, acquired, or un-
known, and in many cases, is caused by a combination of these factors [9]. Various conditions
may cause acquired epilepsy, including strokes, tumors, brain trauma, and nervous system
infections [10].

The neurological mechanism of an epileptic seizure is described as the abnormal and un-
controlled firing of neurons in the brain, disrupting the regular and organized brain activity:.
The source of this anomalous activity, that is, the seizure, is called the focus, and the onset and
offset are the start and end times of the seizure. The focus of the seizure can be limited to one
specific location of the brain, or span large areas of both hemispheres of the brain, describing
focal seizures or generalized seizures, respectively (see also Section 1.1.2). The whole period
of the seizure between onset and offset is called the ictal' period, with a typical duration of
a few seconds to many minutes. The onset and offset of the seizure are thereby determined
by clinicians reviewing the electroencephalography (EEG) signal. The periods immediately
preceding and following the seizure are denoted pre-ictal and post-ictal, respectively. The pre-
ictal phase can include symptoms such as behavioral or cognitive changes [11] and changes
in heart rate (HR) [12]. In the post-ictal phase clinical symptoms of the seizure itself, such as
cognitive impairments, often remain beyond the EEG-offset of the seizure.

The time from one post-ictal to the next pre-ictal phase is called the inter-ictal period. Pre-
and post-ictal phases are not necessarily defined in length and can vary greatly, depending on
the relevant context. Specifically, while the end of the pre-ictal phase and the beginning of
the post-ictal phase are usually well-defined (as the beginning and end of the ictal phase), the
transitions between inter-ictal and pre- or post-ictal phases are often ambiguous. For example,

IFrom Latin ictus: blow, stroke
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inter-ictal pre-ictal ictal [ost-ictal inter-ictal

< Y_/
peri-ictal

e \

inter-ictal pre-ictal ictal [ost—ictal inter-ictal

Figure 1.1: Schematic overview of the typical seizure phases, showing two distinct seizures
(ictal), the periods before and after (pre- and post-ictal), and the periods in between seizures
(inter-ictal).

after some seizures neither the clinicians nor the patients themselves can accurately pinpoint
the end of all related symptoms. Nevertheless, the whole phase from the start of the pre-ictal to
the end of the post-ictal period is sometimes called peri-ictal [13]. Figure 1.1 gives a simplified
overview of the different seizure phases and their temporal relation to each other.

With a worldwide incidence of up to 100 new cases per 100,000 people per year and af-
fecting over 70 million people worldwide, epilepsy is one of the most prevalent neurological
disorders [14, 15]. At any given time, an estimated 4 to 10 per 1,000 people have epilepsy, that
is, are at risk of continuing seizures and needing treatment [16]. Epilepsy is more common
in men than in women, in children than in adults, and in low- and middle-income countries
than in high-income countries [17]. Furthermore, concerning the three differentiated epilepsy
origins, the estimated prevalence of epilepsy with unknown origin is highest, followed by
acquired epilepsy and epilepsy due to genetic disposition [15, 17].

While the overall risk of death from epilepsy is generally considered low, sudden unexpected
death in epilepsy (SUDEP) is still a serious and considerable outcome of epileptic seizures, espe-
cially of those that are severely convulsive [15]. SUDEP incidence varies in range by age and
gender, with estimates at around 1.2 per 1000 PWEs per year [18, 19]. Furthermore, increased
mortality rates are associated with risk factors such as alcohol misuse, missed anticonvulsant
drug prescriptions, injuries, or depression [20]. Overall, compared to the general populace,
the risk of premature death is up to three times higher for PWEs [16].

1.1.2 Epileptic Seizures

An epileptic seizure is an occurrence of symptoms due to abnormal neuronal activity in the
brain [21]. Epileptic seizures can manifest in various symptoms [22], which can change over
time in individual patients, especially children [23]. The expression of an epileptic seizure as
a group of symptoms is also called semiology'. As the management and treatment of epilepsy
can vary according to which type of symptoms occur, and some non-epileptic seizures exist,
a classification of seizures into a specific set of categories can be of utmost importance. Over
time there has been a miscellany of different seizure type classifications [24-26], with the latest
being the 2017 Operational classification of seizure types by the International League Against
Epilepsy (ILAE) [27]. However, terminology from older classifications is sometimes still in use.

'From Ancient Greek sémefon: sign; l6gos: explanation
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Onset Manifestation Awareness

Focal

Non-Motor

autonomic (e.g. tachycardia)
cognitive
aura (e.g. emotional / sensory)

Non-Motor

absence

Unknown

Non-Motor

behavior arrest

Figure 1.2: Schematic overview of different seizure types by onset, manifestation, and aware-
ness, according to the ILAE 2017 Classification of Seizure Types Expanded Version. See also
Fisher et al. [27], Figure 2.

Unless otherwise stated or referencing older publications, this thesis will use the 2017 ILAE
seizure type classification, illustrated in Figure 1.2.

The most widely and colloquially known seizure type is that of the generalized tonic-clonic
seizure (GTCS) [28]. As a generalized seizure, it onsets throughout the brain and progresses
from the tonic' phase, a brief tensing of skeletal muscles in the limbs and throughout the
body, to the clonic* phase with prolonged, violent, and rapid convulsions of the muscles [22].
GTCSs typically last no longer than 1 to 2 minutes, are accompanied by tachycardia® and
impaired awareness, and are often followed by a period of unconsciousness [22, 29]. Directly
related to GTCSs are focal to bilateral tonic-clonic seizures (FBTCSs), which have a focal onset
and typically progress to generalization during the tonic phase but are often indistinguishable

!From Ancient Greek ténos: tension
2From Ancient Greek klénos: confused motion, trembling
SHeart rate exceeding the normal resting baseline
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from GTCSs [30]. As such, GTCSs and FBTCSs are major risk factors concerning SUDEP [19].
While there are other types of generalized seizures like generalized absences, they are much
less frequent in the data sets included for this thesis and are not further detailed here.

Contrary to GTCSs and FBTCSs, focal seizures (FSs) have a localized onset in the brain and
do not progress over both hemispheres. FSs are less well-known to the public than GTCSs, and
their often less severe manifestations are also not as prevalent in the general media coverage
concerning epilepsy [28]. Nevertheless, they make up a considerable portion of seizures [15].
They are much more varied in their manifestations than GTCSs, as symptoms can depend
on the localization of the focus in the brain [31]. Seizure classifications generally subdivide
FSs by the awareness status of the patient and the occurrence of motor symptoms during
the seizure [27]. Older seizure classifications designated focal seizures without impairment of
awareness as simple partial seizures, and those where the consciousness is impacted as com-
plex partial seizures [25]. However, those notations are not used anymore in current literature
in favor of more verbose descriptions of the seizures [32]. Any combination of awareness,
motor, and non-motor manifestation can occur during the same seizure.

Among possible variants of FSs, those with tonic or clonic motor features, or both, are
closest to GTCSs concerning manifestation and thus also wearable monitoring. While the
patterns of movement during the ictal phase mimic those during a GTCS, these seizures are
much less violently convulsive than their generalized counterparts. Moreover, they are usually
not followed by a period of unconsciousness. Overall, possible motor manifestations in FSs
can include the following features, roughly ordered by perceived severity of movement:

Hyperkinetic: Intense, irregular, asymmetric, projecting, and violent movements of one or
more limbs. Vocalization and fear are common non-motor symptoms accompanying
hypermotor seizures [33].

Clonic: Regular and repeated alternation between tensing and relaxing muscles in one or
more limbs. In focal clonic seizures, the patient usually maintains consciousness at
seizure onset [22].

Tonic: Tensing of the muscles of one or more limbs. Tonic features are often a prelude to
more intense clonic movements [22].

Automatism: Regular or complex movements of a specific body part, which can include the
limbs or parts of the limbs, the head, the mouth, or the eyelids [22, 34].

Myoclonic: Very short single twitch of a body part, often repeated several times in quick
succession within just a few seconds. They are most frequently associated with juvenile
myoclonic epilepsy, a genetic syndrome emerging in adolescents [35].

Atonic: Complete, involuntary relaxation of muscles in a part of or the whole body. The
sudden loss of muscle control in atonic seizures substantially increases the risk of in-

jury [36].

A similar array of possible symptoms exists regarding non-motor manifestations of FSs.
The most common autonomic manifestation of epileptic seizures is tachycardia [29], which is
often defined as an increase in HR above a certain absolute threshold or relative to a baseline.
Various research has linked ictal and pre-ictal tachycardia to focal and generalized seizures [12,
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29, 37], often coinciding with motor symptoms [38, 39]. Overall, three main classes of non-
motor manifestations exist:

Autonomic: Changes in the autonomic nervous system. Cardiac modulations like tachycar-
dia and bradycardia are among the most investigated [40, 41], and others like electro-
dermal activity changes are also prevalent [42, 43].

Cognitive: Impaired awareness or other cognitive dysfunctions of the patient. These symp-
toms may not be tied to a single seizure but could be long-lasting or permanent impair-
ments of the patient’s cognitive abilities [44, 45].

Aura: The patient experiences certain feelings, not necessarily directly measurable by biosig-
nals. Among them are sensory auras (e.g., epigastric, olfactory, gustatory, auditory),
emotional auras (e.g., pleasure, excitement, fear, anxiety), or psychic auras (e.g., disor-
dered thoughts, déja vu, hallucinations) [46, 47].

Short-term impaired awareness is a common symptom of any type of seizure, independent
of other motor or non-motor manifestations. It can display as short-term memory loss, loss of
speech, or other impairment of cognitive abilities and understanding of simple concepts [48].
These symptoms may also last for a short while after electrographic seizure offset [49]. Many
seizures are left unclassified, especially in outpatient settings where the seizure was not wit-
nessed by another person or recorded by video. Moreover, even under monitored conditions,
some seizures cannot be associated with a defined seizure type category [27].

1.1.3 Diagnosis, Monitoring, Management, and Treatment

Diagnosis and Monitoring
Epilepsy can be diagnosed in a clinical ambulatory setting by anamnesis, whereby a patient
visits a neurologist and describes potential past seizures, genetic disposition, or other relevant
circumstances that may lead to a diagnosis of epilepsy. Another common way to diagnose
epilepsy and epileptic seizures, sometimes reinforcing findings concluded from anamnesis, is
through differential diagnosis in an epilepsy monitoring unit (EMU), usually part of a hos-
pital or medical center for neurological healthcare. The clinical gold standard for epilepsy
monitoring in an EMU is video-electroencephalography (VEEG). The stay in an EMU typically
ranges between two days and two weeks in duration, depending on the purpose of the visit
and individual needs, although research has shown that the diagnostic yield in EMUs drops
significantly after five days [50]. In a VEEG monitoring unit, clinical technicians attach a stan-
dard array of EEG electrodes to the patient’s scalp, most often in a 10-20 pattern [51, 52], and
a video camera is pointed towards the patient’s hospital bed, continuously recording during
the monitoring phase. Depending on local practices and individual needs, the patients may be
allowed to leave the hospital room for a short duration, removing themselves from the vEEG
system. The EEG and video data are monitored around the clock by technicians or clinicians,
and the patients have access to an alarm bell that can notify staff of an impending, ongoing,
or passed seizure.

Nevertheless, epileptic seizures themselves are very infrequent and take up relatively little
time of an epilepsy patient’s lifetime. For example, one estimate from an ultra-long-term study
puts the time spent having a seizure at only 0.05 % [53, 54]. Long-term monitoring of epilepsy
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and (semi-)automatic detection of epileptic activity with EEG is possible, however, it often
requires the patient to wear high-density EEG electrode arrays [55, 56], or have electrodes
implanted [57, 58]. An additional practice of monitoring seizures, especially in an outpatient
context, is keeping a seizure diary of manually recorded occurrences of seizures in the patient’s
daily life. Systematic and long-term documentation of seizures is essential for therapeutic
decision-making and clinical and pharmacological studies [59, 60]. As the primary aim of
epilepsy treatment is for the patient to become seizure-free, correctly gauging the number of
seizure occurrences is paramount to assessing the efficiency of a given treatment.

Management and Treatment

In modern medicine, there are several options to manage and treat epilepsy. Anti-epileptic
drugs (AEDs) can potentially suppress seizures in two out of three PWEs, but they rarely
change the long-term prognosis, which is most affected by epilepsy surgery [14]. In this pro-
cess, VEEG monitoring units are essential for effectively treating PWEs. Differential diagnosis
and pre-surgical evaluation are the most common reasons to visit an EMU. Patients selected
for a surgical intervention based on their diagnosis undergo pre-surgical evaluation. To bet-
ter understand their seizures in general and gain knowledge about the localization of seizure
onsets to discover potential targets for resection, clinicians provoke seizures in a controlled
environment through different means, such as reduction of AEDs, sleep deprivation, or stim-
ulation with light pulses [61]. During seizures, the patients are cared for by specialized staff
who monitor the seizure manifestation and progression and test for symptoms like muscle
tensing or cognitive impairments. This information may help to identify the seizure type and
onset localization.

Resective epilepsy surgery is only relevant for patients who are AED-refractory, that is,
who are not responding to AEDs, and for whom clinicians were able to define a focal seizure
onset zone. The aim of the surgery is to potentially reduce or eliminate the recurrence of
seizures [62]. During surgery, brain tissue is removed at the location of typical seizure onset
while carefully weighing a positive outcome for the patient against minimizing the risk of
further neurological damage. On average, between 25 % and 50 % of patients who underwent
epilepsy surgery become free of seizures without needing AEDs, but this result can be delayed
up to 5 years after surgery [62, 63].

A different method of managing and treating epilepsy and epileptic seizures is neurostim-
ulation [64]. Clinicians usually administer this therapy to patients who are AED-refractory
and for whom surgery is not an option. Generally, there are three types of neurostimulation
frequently employed in epilepsy patients.

Vagus nerve stimulation (VNS) is the oldest type of stimulation and uses an extra-cranial
methodology to stimulate the vagus nerve on a pre-programmed regular schedule. While
VNS can significantly reduce seizure frequency in up to half of the treated population, it has
common side effects like hoarseness and speech modulation, especially during stimulation
phases [64, 65].

Conversely, deep brain stimulation (DBS) is an intracranial stimulation technique that tar-
gets a specific brain region to apply regular pulses of electricity, suppressing the propagation
or even onset of epileptic seizures. DBS is a promising intervention method for drug-resistant
epilepsy patients, but further research and studies must investigate if it significantly improves
outcomes [64, 66, 67].
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Responsive neurostimulation (RNS) does not stimulate on a set schedule but uses seizure
detection methods to decide when to send electrical pulses to the brain [68]. As such, efficient
and precise implementations of both detection and stimulation are necessary for RNS therapy
to be successful, but the benefit of significantly reduced periods of stimulation compared to
other regularly stimulating systems advocates for this neurostimulation method [69].
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1.2 Fundamentals of Wearable Biosignal Recording

« Miniaturization of components has enabled systems that are wearable and nearly
invisible, so that individuals can move about and interact freely, supported by their
personal information domain. »

— Steve Mann, 1997 [70]

A wearable device, or wearable, is a self-sufficient electronic device that can be worn on
the human body in some form. In this thesis wearables are battery-powered devices which
can record at least one sensor modality that represents one of the wearer’s biosignals. While
wearable technology in a broader sense has existed for some hundred years, wearable elec-
tronic computing devices only emerged in the 1970s and 1980s [71]. Since then, wearables
have made giant leaps in the reduction of size and the increase of functionality. While the
first systems included backpacks containing sizeable electrical equipment, the invention and
rise of mobile phones and smartphones have considerably boosted the development of small,
consumer-grade wearables like smartwatches. Nowadays, wearables can record many differ-
ent kinds of biosignals from the human body by way of a varied array of different kinds of
recording principles and sensors. Signals may, for example, represent brain, muscle, cardiac,
electrodermal, or thermal activity, as well as the motion of different body parts (Figure 1.3).

Electroencephalography (EEG) captures changes in the brain’s electrical activity by elec-
trodes placed on the scalp. Likewise, surface-electromyography (EMG) records muscle activity
via electrodes placed above the muscle to capture the electric potentials induced by its activity.
A common technique to record cardiac activity is electrocardiography (ECG) which, like EEG
and EMG, also requires electrodes to be placed on the skin. Although some notable exceptions
exist [72-74], the need for electrodes to measure these electrical signals is an important factor
in why wearable systems rarely measure them, especially in a long-term context. Electrodes
are challenging to apply correctly by oneself, they can be very obtrusive and stigmatizing,
and typically only last for a few days until they need to be reapplied, producing additional
cost during long-term and ultra-long-term recordings. Furthermore, they are often recorded
at high sample rates of at least 250 Hz, producing large amounts of data that need to be stored
and transferred. While some studies presented in this thesis also included devices with elec-
trodes and wires to record biosignals, the research presented here excludes them for the above
reasons.

Consumer-grade wearables and similar devices, however, most often record signals with-
out the use of electrodes and wires. Thereby, sensors frequently target different aspects of
the autonomic nervous system (ANS), with biosignal modalities such as electrodermal activ-
ity (EDA), photoplethysmography (PPG)!, and skin temperature (TMP). Moreover, modalities
such as accelerometry (ACC) and gyroscopy measure the motion of body parts. Section 2.2
goes into further detail regarding these biosignal modalities. A notable difference between
electrographic and wearable biosignal modalities is the variety of the sample rates at which
the devices typically record the signals. While brain activity changes occur in milliseconds,
changes in the autonomic nervous system happen over seconds to minutes. Thus, sample
rates of wearable biosignal recordings, specifically those made with consumer-grade non-
electrographic wearables like smartwatches, usually do not exceed frequencies of 100 Hz.

'From Ancient Greek phdos: light; pléthusmos: increasing, enlargement; grdpho: to write
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Figure 1.3: Overview of biosignal modalities typically recorded with different types of wear-
ables. Devices with electrodes and wires record EEG, ECG, and EMG (green). Wearables such
as a wristwatch record ACC, EDA, PPG, and TMP (blue). Smartphones commonly also record
ACC, among other modalities.

In this thesis, the data analyses concerning the design and evaluation of seizure detection
methodologies make use of the biosignal modalities ACC, EDA, and blood volume pulse (BVP)
as a product of PPG. These modalities were recorded by the wrist-worn wearable (Empatica
E4, see Section 3.2.1) employed in the data collection studies relevant to this thesis. While the
device also recorded the TMP modality, these data were not included in the analyses presented
here, as the effects of thermoregulation in epilepsy are not yet well understood and the quality
of the sensor data is questionable (see Section 2.2.4). Furthermore, a different device worn by
a small subset of study participants also recorded the electrographic modalities, which were
not included here for the above-mentioned disadvantages devices measuring these modalities
have.

ACC captures any movement the wearer of the device makes with the body part the wear-
able is attached to, usually the left or right arm in the case of this wrist-worn device, although it
can be worn on the ankles as well. The output of the sensor is a three-dimensional vector com-
prising the accelerations in any direction of a Cartesian coordinate system, including earth’s
gravitational acceleration. Although ACC sensors are most often also included in modern
smartphones, these data were not used in the analyses presented here as the study partici-
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pants were unlikely to carry their phones with them while visiting the epilepsy monitoring
unit and being constrained to a hospital bed.

EDA data represent changes in the electrical conductance of the skin at the sensor location.
While sweat gland activity is the primary origin of these changes, EDA is a general surrogate
of ANS activity, and symptoms like piloerection' may also have an effect on the EDA signal.
As such, changes in the signal are typically slow and occur below a frequency of 1 Hz. Nev-
ertheless, the sensor relies on constant contact to the skin and will only record zero-values as
soon as contact is lost.

BVP is a signal produced by filtering and further processing the raw output of a PPG sensor.
It is representative of the volume of arterial blood in the tissue where the sensor is located.
A robust estimation of the heart rate from this signal is possible for periods of good data
quality. However, the BVP signal is highly susceptible to artifacts from motion and external
light sources. Thus, in this thesis, the signal was only considered for the analysis of less-severe
focal seizures as the signal quality was insufficient during convulsive seizures.

For a more detailed description of these three biosignal modalities captured by the Empat-
ica E4 wearable and their application in further research, see Section 2.1.

!Colloquialism: “goose bumps”
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1.3 Fundamentals of Seizure Detection

« Until recently, recorded seizures have been inspected only if the time of their oc-
currence was reported [...]. Any unreported seizures were not examined because
of the long time required to search the many hours of tape for only a few minutes
of relevant data. In order to detect [...] seizures which might go unreported, an
electronic circuit was designed to detect and report all electrographic seizure pat-
terns. »

— Thomas L. Babb et al., 1974 [75]

The automatic detection of seizures without the need for manual human labor has been
a relevant problem since the beginnings of electrographic epilepsy examinations. Early re-
search focused on analog electrical circuits and systems to detect seizures directly from elec-
troencephalography signals [75], or simple digital computers implementing basic detection
algorithms [76]. At the same time, machine learning methodologies developed and advanced,
making use of the steadily rising computational capabilities of digital computers. Nowadays,
modern seizure detection methodologies can draw on a vast library of different machine learn-
ing techniques.

1.3.1 Types of Machine Learning

Machine learning is a field of research concerned with designing methodologies and algo-
rithms capable of inferring specific information from unspecific data. The constructs imple-
menting this inference are called models, and the methodologies that govern these models are
generally described by three different principles:

Supervised Learning: The input to the machine learning model is labeled data, that is, each
data sample is given a specific description in relation to the problem at hand. For ex-
ample, in seizure detection the simplest categorization would be a binary labeling of
whether data samples are concurrent with a seizure or not. This data labeling is often
gained from a gold standard knowledge source, for example, marked by epilepsy clini-
cians reviewing the video-electroencephalography data recorded at the epilepsy moni-
toring unit. The labeled data are used to “train” the machine learning model. The general
goal is to be able to use this trained model to automatically derive labels for new, unla-
beled data [77].

Unsupervised Learning: Data are not labeled by some external mechanism, such that ma-
chine learning methodologies are tasked with automatically finding structures or pat-
terns in the data. A common type of unsupervised modeling are clustering algorithms,
which find data samples that are similar to each other by some metric. Optimally, these
clusters or patterns can then be linked to certain aspects of the problem at hand, and
thereby classify the data. Semi-supervised learning is a hybrid type wherein only a small
subset of data is labeled by hand, increasing the performance of the classification at the
expense of some human overhead. With respect to seizure detection, an unsupervised
detection model might detect anomalies where some data periods are substantially dif-
ferent from others, corresponding to times when a seizure occurred [78-80].
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Reinforcement Learning: The machine learning algorithm gets direct feedback from the
space it operates in with regard to its performance, being either rewarded or penalized.
The algorithm can adjust its functionality in accordance, with the goal of maximizing
rewards over time. Feedback can be given automatically by some outcome metric, or pro-
vided manually by a user. This often requires many cycles of the classification-reward
mechanic and may be constrained by time and space requirements in a real-world appli-
cation. A possible application of reinforcement learning in the field of epileptic seizure
detection may implement a pre-trained supervised detection model which is further ca-
pable of receiving feedback from the patient whenever a seizure was detected, saying
it was either a true seizure or a false detection, thus improving its performance over
time [81, 82].

In the data analysis included here, only supervised machine learning is considered. While
other methodologies would certainly be viable as well, the goal of the work that formed the ba-
sis of this thesis was to use simple supervised models that are easily reproducible, can achieve
good performance on small data sets, and can be applied to data in real time.

1.3.2 Supervised Machine Learning Models

In supervised learning, algorithms trained with labeled data must generalize to previously
unseen data. This poses a trade-off between bias and variance concerning the ability of a
model to predict the correct output for some arbitrary input data. A model with a high bias,
for example, would not properly represent the structure of the data because it makes certain
incorrect assumptions about the complexity of the data, or lack thereof. It would be under-
fitted and thus miss some events, regarding them as unimportant because they do not fit into
the structure of the model. Conversely, a high variance would cause a model to map to training
data too well and regard noise as relevant information. It would be over-fitted and drastically
change its output even with only minor changes in the training data. One of the goals of
supervised machine learning models is to find a balance between these two aspects. Other
factors are the amount, imbalance, dimensionality, and heterogeneity of training data [77, 83].

There are a multitude of different types of supervised machine learning models, and each
type is further divided into different subtypes and implementations. Furthermore, there are
some meta-methodologies concerned with improving predictive performance by creating en-
sembles of individual models. A detailed description of each of the supervised machine learn-
ing methodologies is beyond the scope of this introduction, but the following will give a brief
overview of some major types of algorithms. See relevant introductory literature for more
in-depth descriptions of these machine learning techniques [77, 84-86].

Decision Trees: A decision tree is a machine learning model that consists of several chained
binary decisions that can be arranged in a tree-like structure. Each decision node splits
according to a logic applied to an input variable, and each leaf node represents a possible
outcome. In its absolute simplest form, a decision tree has only one node with two leafs,
and the output is determined by the value of a single input variable [87].

Support Vector Machines: This type of methodology maps input data into a higher-dimen-
sional space such that the distances between data points of differing output classes are
maximized. The trained mapping is then applied to the unlabeled test data and the
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prediction is made corresponding to the side of the decision gap the mapped sample
falls on [88].

Nearest Neighbor: This algorithm compares data samples by some distance metric and se-
lects a class according to the training samples nearest to the input sample. Like most
supervised classifiers, it relies on sensible feature engineering and parameter tuning
to achieve good performances. Dimensionality reduction is another preprocessing step
that is often necessary for this type of learning, as high-dimensional data tend to require
exponentially more training data to produce a robust classifier [89].

Naive Bayes: While the previous algorithms are deterministic in nature, Bayesian networks
are probabilistic learners. Naive Bayes classifiers, a simple form of Bayesian networks,
assume that the input variables are strongly independent and uses maximum likelihood
estimation to infer the probabilities of a data sample to be of a certain class. They are
theoretically not applicable if the independence assumption does not hold, although they
have been used effectively regardless of that limitation [90].

Artificial Neural Networks: Based in principle on biological neural networks, these mod-
els are a collection of artificial neurons and connections, or more abstractly nodes and
edges. This network propagates a high-dimensional input to a low-dimensional output,
through a series of weighted functions. They typically implement back-propagation to
gradually adjust weights over multiple cycles, representing the learning ability of the
network. These models require a large amount of raw input data and are difficult to
interpret in detail [91, 92].

In addition to these individual types of supervised machine learning, techniques to compile
and employ multiple instances of these classifiers in a collection have been developed. While
there are a few different methodologies of creating these ensembles of learners, the two most
prominent and widely used are briefly described here:

Bagging: Bootstrap aggregation, also called bagging, is a method of independently training
multiple individual classifiers with randomly sampled data from the training data set in
parallel. During testing, new data are then given to all of these sub-learners and a major-
ity vote decides on the output classification of the whole ensemble. This methodology
may mitigate over-fitting that would occur if only a single instance of the individual
learner was used, and thus will typically outperform them. It does however not help
with under-fitting as a high bias in each individual model still results in a high output
bias. The method of aggregating specifically decision tree models in this way is called
random forest [93, 94].

Gradient Boosting: Contrary to bagging, gradient boosting trains multiple specifically weak
learners that are only slightly better than chance, and does so iteratively and not in par-
allel. The output of the whole ensemble is described as a weighted sum of the individual
learners’ outputs. For each new learner that gets added to the ensemble the training
samples are also weighted proportional to their error in the previous iteration by some
loss function, such that new learners target training samples with worse performance.
In each iteration multiple potential new learners are trained, and the one with the least
amount of total weighted error is chosen to be added to the ensemble [95, 96].
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In the main analysis work compiled in this thesis gradient boosted decision trees (GBT)
models are employed as the classification model to implement the binary detection of epileptic
seizures.

1.3.3 Seizure Detection Pipeline

Aside from the classification model itself, supervised seizure detection requires a number of
different data analysis steps, which can be integrated into a complete seizure detection pipeline
from raw input data to classification labels [84, 97, 98]. Figure 1.4a gives an overview of how
this pipeline was designed and implemented in the work presented here. Raw data are first
prepared through various different preprocessing steps before features are extracted in the
next step. The feature vectors are then used to optimize and train the model, and other, previ-
ously unseen test data are then processed by the same pipeline to be classified by the created
model. Lastly, the model performance is evaluated by comparing the classifications to the true
labels. The following describes the sequence of analysis steps in more detail:

Data Preparation: Raw sensor data typically require some form of preprocessing before it
can be used for further analysis. The amount and type of processing steps involved
depend on the format and quality of the raw data and the purpose of the analysis. They
can range from trivial operations like de-duplication or sorting, over data quality checks
and synchronization of time stamps, to modifying processes like signal filtering.

Feature Extraction: Preprocessed sensor data can potentially be used directly, as is for in-
stance done in artificial neural network models. In typical supervised learning applica-
tions, however, it is usually further processed into a number of different features, that is,
calculated values representing different aspects and properties of the raw data. These
features are most often calculated from sections of data instead of single samples, and
thus data are first segmented before features are extracted. These data “windows” have
a certain defined length and interval, both counted in number of samples, which can
potentially result in overlap. The types of features themselves are highly dependent on
the modality of the data and the purpose of the data analysis. Features are typically
grouped as time domain and frequency domain features, according to the nature of the
calculation with respect to the time series data.

Selection of Training and Test Data: Training data for seizure detection models are typi-
cally selected from the peri-ictal data of a number of seizures of a specific type, either
from a single study participant or multiple different ones. In order to properly evalu-
ate a trained detection model, the test data given to the final model for classification
and evaluation need to be completely separate from the data the model was trained
with. Accordingly, the data set is split into training and test data sets before creating
the model, such that the trained model has never seen any of the data in the test set.
In seizure detection, this is optimally done by selecting the test data from a different
patient cohort than the training data, or at least selecting it from other patients in the
same cohort, in the case of generic model evaluation. For individualized models, the
test data would comprise the complete rest of the data for a particular participant, that
was not selected for the training process, whereby the training data would comprise a
specific set of seizures’ peri-ictal data.
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Model Creation and Optimization: The process of creating a detection model with the
GBT algorithm includes a parameter optimization step before training the final model
with data. Figure 1.4b illustrates a more detailed overview of the parameter optimization
process as it was implemented in the seizure detection pipeline employed here. Param-
eter optimization is carried out as follows:

1. For each model parameter that is to be optimized, a range of potential values is
selected;

2. For each unique combination of parameter values, a k-fold cross-validation is per-
formed with the input training data, split into training and validation sets and with
the folds corresponding to, for example, the number of unique participants (leave-
one-participant-out) or the number of seizures (leave-one-seizure-out);

3. The parameter combination that achieves the best mean performance with respect
to the cross-validation is chosen for the final model;

4. The final model is trained with the whole training set.

Classification and Performance Evaluation: The test data are processed by the model re-
sulting in a series of binary classifications for each of the feature vectors in the test set,
either detecting an event or not. To evaluate these results, they are compared to the
corresponding ground truth labels, and certain scoring metrics are calculated indicating
the performance of the model on this out-of-sample test data. In seizure detection this
is typically done by deriving ground truth and detection events from the sample-wise
labels and checking for overlaps between those events, such that an overlap between
a ground truth and prediction event would constitute a true positive, a predicted event
without a corresponding event in the ground truth would count as a false positive, and a
false negative in the reverse case. From these direct confusion matrix scores, other met-
rics like the sensitivity and false alarm rate are derived. These metrics can then be used
to compare the performances of different methodologies, even across studies, although
discrepancies between studies in terms of study cohorts, the size of the data sets, and
data pre- and postprocessing need to be kept in mind.
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1.4 Motivation

« Why do we need wearable devices in epilepsy? Seizure diaries derived from
seizures reported by patients and caregivers are unreliable, yet they constitute
the input for therapeutic decisions in clinical practice and for the outcomes in
drug trials. An objective quantification of seizure burden could improve clinical
decision-making and the quality of the drug trials. »

— Sandor Beniczky et al., 2020 [99]

Broadly, the goals and use cases of automatic seizure detection are twofold: Providing
an alarm system or generating a seizure diary. In this thesis, the feasibility of automatically
generating a seizure diary by way of seizure detection with wearable data is investigated.
Nevertheless, patients who suffer from seizures that could be dangerous or life-threatening,
that is, being at risk of sudden unexpected death in epilepsy, need seizure alarms. Especially
during the night or if the patient is alone, an alarm could automatically notify caregivers or
emergency services to provide help. As such, the performance requirements for seizure alarm
systems are high, necessitating short latencies from seizure onset to alarm. Some research
on automated seizure alarm systems has used wearable systems, and some products on the
market already offer this functionality, albeit only under specific conditions and for convulsive
seizures.

Furthermore, while several studies have employed at-home video-electroencephalography
systems similar to those used in epilepsy monitoring units [56, 100, 101], several fundamental
challenges currently limit their feasibility and thus their adoption in general clinical practice.
They are limited to a few days of recording time, are impractical to set up, present considerable
overhead concerning integration with in-hospital services, and pose regulatory challenges to
overcome [100].

This thesis investigates seizure detection in automated seizure diaries for ultra-long-term
epilepsy monitoring with wearables. The primary methodology for monitoring epilepsy and
seizures in an ambulatory setting in clinical use is record-keeping in manual seizure diaries
(Section 1.1.3). Manual seizure diaries, however, are highly unreliable [54, 102] (Figure 1.5). Es-
timates show that patients typically self-report less than 50 % of seizures, especially concern-
ing seizures occurring during sleep [59, 102]. Wearable devices could fill this gap in ultra-long-
term epilepsy monitoring, providing relevant biosignals that enable the automated detection
of epileptic seizures.

To explore the feasibility of automated seizure diaries, biosignal data from wearable de-
vices were collected from patients with epilepsy and several evaluations of methodologies
were done in the context of this thesis. The relevant data collection studies and investiga-
tions were conducted within the scope of the European Union collaborative research project
Remote Assessment of Disease and Relapse - Central Nervous System'. Within this major un-
dertaking, numerous research groups developed new ways of monitoring major depressive
disorder, multiple sclerosis, and epilepsy with the help of wearable devices.

radar-cns.org
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1.5 Key Contributions and Outline

This thesis provides a framework for several published articles on seizure detection with wear-
able devices. It focuses on detecting motor-onset seizures using multimodal data from a wrist-
worn, smartwatch-like wearable. After this introduction, the thesis comprises four parts. The
second chapter explores relevant research in epilepsy monitoring with wearables. The subse-
quent three chapters highlight five publications with substantial contributions to this subject:

Methods and Study Design: This chapter describes the data collection study procedures.
Bruno and Bottcher et al. (2021) [103] compiled multiple studies with wearable devices
in epilepsy monitoring conducted by an international group of epilepsy researchers. In
particular, this part emphasizes the procedures of the in-patient study at the epilepsy
monitoring units of the University Medical Center Freiburg and the King’s College Hos-
pital London, which provided the data set used in most of the other work presented in
this thesis.

Detection of Major Convulsive Seizures: The detection of convulsive seizures, such as
generalized tonic-clonic seizures and focal to bilateral tonic-clonic seizures, is the first
step to a functioning seizure detection system, as they are generally considered the most
straightforward to detect among the different seizure types, particularly with data from
non-EEG wearable devices. Bottcher et al. (2021) [104] describe, implement, and eval-
uate a seizure detection pipeline for the supervised classification of these convulsive
seizures. Bruno and Béttcher et al. (2020) [105] outline a possible application of tonic-
clonic seizure detection, which explores the feasibility of detecting post-ictal immobil-
ity and unconsciousness, a major sudden unexpected death in epilepsy risk factor, by
wearable biosignal data.

Detection of Focal Onset Seizures: While detecting major convulsive seizures was possible
with robust performances, focal seizures with less convulsive motor onsets often mani-
fest in more moderate or arbitrary ways. Bottcher et al. (2019) [106] explore the hetero-
geneous manifestations of focal motor seizures. Furthermore, Béttcher et al. (2022) [107]
modify the existing seizure detection pipeline and evaluate it on focal motor seizures,
highlighting differences between individually trained models and inter-participant de-
tectors.

Finally, the last chapter concludes with a brief discussion of the presented research and
an outlook of possible paths to further advance the field, both in general seizure detection
research in controlled in-patient conditions and concerning ambulatory contexts. For each of
the five major publications included in this thesis, a more detailed listing of own contributions
is given at the start of the corresponding section.
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EIZURE DETECTION with wearables has been a research topic for over 10 years now, and as

wearable technology develops with its increased use in society and popular culture, it is
becoming more and more relevant for epilepsy as well. After the previous chapter introduced
the general topic of this thesis and important fundamentals, this chapter dives deeper into the
state-of-the-art of some related fields of research.

Monitoring epilepsy patients is a necessary clinical tool not only to diagnose and treat
individuals, but also to develop new avenues of treatment (Section 2.1). While some possibil-
ities exist to monitor patients at home with video or video-electroencephalography systems,
they are typically short-term, cumbersome, and intrusive. Wearables on the other hand are
much less burdensome, but still lack in seizure detection performance. Further, patients’ and
caregivers’ needs should be taken into account when developing wearable seizure monitoring
technologies.

The cornerstone of wearable monitoring are biosignal sensors, technology that has existed
and has been developed for much longer than wearable epilepsy monitoring itself (Section 2.2).
A multitude of different biosignal modalities are available in modern sensor systems, each
with their own opportunities and pitfalls. Here, relevant sensor technology in the context of
epilepsy monitoring is introduced and discussed.

Seizure detection with wearables, while still a relatively new field of research, has already
undergone meaningful development since its inception (Section 2.3). Especially with regard
to convulsive motor seizures, detection is already at a stage allowing for first prospective am-
bulatory clinical trials, a major step towards widespread adoption of the technology in clinical
routine. However, the detection of other less severe or non-motor seizures is still in its infancy,
and new promising methodologies are being developed every year [108-110].

Seizure prediction and forecasting is a related yet different field of research, aiming to
predict seizures before they occur, or at least give estimates of seizure likelihood for some
timeframe (Section 2.4). Even further removed, but in some key ways still comparable, is the
monitoring of other conditions similar to epilepsy. Among these are neurological disorders
such as multiple sclerosis and Parkinson’s disease, but also other types of seizures that are not
epileptic in nature (Section 2.5).
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2.1 Epilepsy Monitoring with Wearables
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Figure 2.1: Illustration of yearly publication frequency in the years 2000 to 2021 of related
work including the search terms “epilepsy”, “wearable”, and both.

In this section the advancements and state-of-the-art in epilepsy monitoring are highlighted.
Wearable devices and their applications have gone through extensive development and re-
search in the past, especially in the last 10-20 years. Not only has their size decreased and
computing power increased substantially, but the sensor technology integrated into the de-
vices has improved as well [111, 112]. In the same way, usage of wearable devices in epilepsy
research has picked up substantially in the past 10 years. Figure 2.1 shows this development
over the past 20 years on the basis of publication frequency, as indexed on PubMed. Wear-
ables in healthcare monitoring have the potential to provide real-time, continuous, and ultra-
long-term biosignal data on a multitude of aspects of the human body [111]. A wide-spread
adoption of wearable devices in public healthcare systems, however, is still hindered by factors
such as security and privacy [112], integration into electronic health records [113], and engi-
neering challenges like power supply and communication abilities [111, 114]. Yet, wearables
are featured in a large variety of state-of-the-art healthcare research, from classic use cases
like cardiology [115], over sophisticated microfluidic sensing platforms [111], to applications
in psychophysiology [116].

2.1.1 Monitoring of Patients with Epilepsy

In the diagnosis and treatment of epilepsy, short- and long-term monitoring in the in-patient
as well as the out-patient setting are essential [102]. Not only is monitoring necessary to
separate epilepsy from non-epileptic syndromes like psychogenic non-epileptic seizures [117],
but also to improve the management of already diagnosed epilepsy [118]. Another important
indication for admission to a monitoring unit is presurgical evaluation, that is, determining if
a patient is a candidate for a resective brain surgery [61]. However, the informational yield
of in-hospital video-electroencephalography (VEEG) monitoring is reduced significantly after
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only a few days [50], such that monitoring outside the hospital environment in an ambulatory
setting is necessary.

VEEG monitoring at home has been used in several studies to varying but generally posi-
tive results [56, 100]. While hospital conditions ensure good quality recordings and the highest
chances of capturing seizure events, at-home monitoring is overall more accepted by patients
and incurs less cost [56], making it more suitable as a first step in managing an individual’s
epilepsy. Nevertheless, ambulatory vVEEG monitoring is limited to the patient’s home, requir-
ing wearable devices for continuous monitoring, for example, while travelling [100].

Implantable sub-scalp electroencephalography (EEG) devices are in development, poten-
tially providing robust recordings of ultra-long-term ambulatory EEG [119]. Adoption of these
devices may substantially change the landscape of ambulatory epilepsy monitoring. Further-
more, smartphones can serve as an ad hoc solution to provide video monitoring of seizures
outside of dedicated video monitoring units [120]. Data from ambulatory epilepsy monitor-
ing with wearable devices may also contribute to advances in seizure forecasting and pre-
diction [60]. Multiple studies have investigated the feasibility of wearable non-EEG devices
for epilepsy monitoring and seizure detection out of the hospital, but assessment without an
established gold standard is still problematic [110, 121-123].

2.1.2 Experiences and Needs of Patients

While wearable devices are much less intrusive and burdensome than vEEG systems, there are
still a variety of aspects to consider when it comes to their acceptability and adoption among
patients with epilepsy [124]. A need to balance costs and benefits arises for patients with re-
spect to wearing devices, with potential costs being higher stigma and increased anxiety, and
perceived benefits being improved safety and feedback on their condition [125]. Additionally,
patients are now in charge of facilitating effective data recordings, and devices and systems
need to account for the large heterogeneity in technology management skills of patients [126].
Other important factors to consider are visibility, wear comfort, removability, technical sup-
port, and knowledge or at least perception of the effectiveness of the wearable [72]. In one
study the perceived performance of the wearable device, that is, the number of missed seizures
or false alarms, was even the main reason for participants to stop using the device, with the
least important factor being the design of the device [127]. However, wearables that utilize
electrodes, cables, patches, and similar parts can substantially change the self-awareness of
patients with epilepsy and can lead to higher perceived stigma, with the devices further high-
lighting their condition [128]. The monetary cost of a wearable device is also a potential barrier
and should not be disregarded when considering the impact on patients [129].

These experiences and views of patients result in a number of requirements for wearable
devices. Fundamentally, the clinician’s need for a robust seizure detection device translates
to patients’ and caregivers’ needs for improved safety, independence, and management of the
epilepsy [130]. They must be able to trust a given device, that is, be able to depend on it
performing without fail, a need which is amplified when considering pediatric patients and
their parental caregivers [131, 132].
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A mm—— B Y R
Spring
7/ 4— Anchor
Anchor
2 T T 50 12 T
——X axis — —raw BVP — —raw EDA
. =} (2]
—y axis © =10
= 1 z axis S >
% i3 > 8
S s %
o0 € 0 T 6
s o £
8 o S 4
© o <}
- o 3
2 o 2
= [0}
-2 - - - - -50 0 - -
0 50 100 150 200 250 300 0 1 2 3 0 200 400 600
time [s] time [s] time [s]

2 AN AN /

Figure 2.2: Biosignal modalities and associated sensors. (a) Schematic overview of a capaci-
tive microelectromechanical accelerometry (ACC) sensor, from Dwivedi et al. [133], Figure 3,
modified; Example of raw ACC data. (b) Photoplethysmography (PPG) sensor at the back of
the Empatica E4 device; Example of raw blood volume pulse (BVP) data. (c) Electrodermal
activity (EDA) sensor dry electrodes built into the wrist strap of the Empatica E4 device; Ex-
ample of raw EDA data.

This section highlights some of the biosignal modalities that can be used for monitoring
epilepsy and seizures, and outlines the working principles of the respective sensors. Specifi-
cally, information on the four main biosignal modalities captured by the Empatica E4 device
is compiled (see also Section 3.2.1). Figure 2.2 gives a brief overview of some of these modali-
ties. Movement is registered by ACC sensors and is a major source of information regarding
epileptic seizures with motor components [134]. EDA is an important surrogate for autonomic
nervous system activity [135]. Cardiovascular activity during seizures can be measured by
PPG sensors [136]. Finally, while not specifically used in the analyses presented here, other
relevant biosignals include the skin temperature (TMP) [137] and electrographic modalities
like electromyography (EMG).

2.2.1 Movement

ACC sensors in the form of microelectromechanical systems have been some of the most
ubiquitously used sensors in smart technology and nowadays are a regular part of wearables,
smartphones, and other such devices [138]. The accelerometer captures activity induced by
the sensor’s motion or displacement, typically by variable capacitive measurement (although
piezoresistive ACC sensors also exist), whereby a freely movable comb-like proof mass swings
between fixed counterparts [139]. This structure effectively combines into capacitors with
varying distances between plates, and thus the capacitance is measurable in an analog elec-
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trical circuit. If the sensor begins to move in the direction of its free axis, inertia compels
the proof mass to lag behind the fixed part of the sensor, which is measurable as a change
of capacitance. To achieve three-axis accelerometers, either three such sensors are combined
in one package, one in every direction in three-dimensional space, or in more complex chips
a single proof mass is used with a series of springs providing the necessary degrees of free-
dom [140]. An analog-to-digital converter then translates the analog signals from each sensor
to digital outputs, and a controller interprets them as amplitudes in the unit of g, or m/s?.
Important to note is that, as the name suggests, these devices only capture the acceleration of
a movement. Thus, an ACC sensor moving at a constant speed will show a constant signal.
This signal includes the earth’s gravitational acceleration of ~9.81 m/s? or 1 g, which a filter
may later isolate from the linear movements in the sensor output, producing an estimate of
orientation [141]. Furthermore, ACC sensors for human activity recognition typically employ
sampling frequencies of 25 Hz and above [97], capturing typical human motions and epileptic
movement patterns, both of which generally don’t exceed frequencies of 10 Hz [142, 143].

Accelerometers are generally robust against measurement artifacts. Fundamentally, any
movement large enough to cause a change in the analog capacitance could be measured, and
there are no external, physical, or other reasons for the sensor to produce a relevant change
in the signal if there was no movement, provided that it is correctly placed on the body. The
most important constraint of the ACC sensor system is the analog-to-digital conversion, which
places a minimum and maximum range and sensitivity on the output signal [144]. Controller
instructions can sometimes change these parameters to be more or less sensitive towards
smaller movements. For example, a sensor range of =2 g means that the output signal can be
at most two times the earth’s gravitational acceleration. For movements of more considerable
acceleration, as would be expected in clonic movements of generalized tonic-clonic seizures,
the output signal will be saturated, that is, capped at the value of 2 g.

Generally, with regard to epileptic seizures, ACC signals can show very heterogeneous
patterns, depending on the seizure type and specific semiologies during the seizure. Figure 2.3
shows sample ACC recordings of three different seizures with movement components. Con-
vulsive tonic-clonic seizures produce high-amplitude and high-frequency variations in the
ACC signal, that can easily saturate the sensor range. Tonic movements of focal motor seizures
display as changes in the gravitational component of the signal with overlaid low-amplitude
tremors visible in the linear component. Myoclonic jerks can sometimes be visible in the ACC
trace as small signal spikes, but only if no other movements are occurring at the same time,
and they are usually indistinguishable from other random short movements.

Besides accelerometers, specialized in capturing linear translation, gyroscopy (GYR) sen-
sors can measure rotation more accurately. In many cases, these two sensors are used in
conjunction, applying sensor fusion to better estimate the device’s position and angle [145].
An inertial measurement unit combines both ACC and GYR sensors, sometimes also including
a magnetometer [146].

2.2.2 Electrodermal Activity

With increasing body or skin temperature, the sweat gland activity increases, and sweat pro-
duction changes the skin’s electric properties like its conductance, which EDA recordings
can capture [148]. Besides thermoregulatory processes, other sympathetic nervous system
responses like piloerection or psychophysiological arousal may also induce changes in the
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Figure 2.3: Three-axis ACC signals from three epileptic seizures of different types, recorded
by a sensor with a range of +-2 g. The green and red vertical lines mark seizure onset and offset,
respectively. (top) Convulsive focal to bilateral tonic-clonic seizure. (middle) Focal seizure
(FS) with impaired awareness, starting with tonic and evolving to clonic arm movements.
(bottom) FS with impaired awareness, with marked myoclonus at seizure onset, and clonic
movements throughout. See also Section 1.1.2. Remaster of Figure 1 in Schulze-Bonhage et al.
[147], own work.

EDA signal [149, 150]. The literature describes two components that contribute to measurable
changes in EDA: The fast galvanic skin responses, also called phasic responses, occur in an
order of 0.5 to 5 seconds, while the tonic component develops as changes in the EDA level over
multiple minutes [135, 151]. These changes in EDA have also been linked to epileptic seizures,
predominantly showing as tonic increases in the post-ictal phase [42, 43, 152, 153].

Sensors typically record EDA using dry electrodes, which do not necessarily need to be
adhesive, as long as they have continuous contact with the skin [154]. For instance, some de-
vices, integrate electrodes into a bracelet or the device housing itself. The sensor can record the
biosignal in two different methods: The passive endosomatic method, measuring the electrical
properties of the body without an external electrical source, relying only on changes in elec-
trical energy originating from the skin; And the active exosomatic method, using an external
electrical current source to measure the electrophysical properties of the skin directly [155].
While sensors rarely use the former method, the latter is the most prevalent and is further di-
vided into sensor systems with direct current (DC) or alternating current (AC) sources [155].
Depending on the internal circuitry used in the sensor, either the skin conductance or resis-
tance is measured in a constant voltage or a constant current system, respectively, if supplied
by a DC source. Likewise, the skin admittance or impedance are measured with the use of an
AC source. In all cases, the resulting current through the skin is minuscule [156]. The devices
in the studies presented here only employ sensors using the exosomatic AC method.
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EDA signals are commonly recorded at sample rates of above 1 Hz, while the relevant
frequency range of EDA information in the signal is below 1 Hz for both the phasic and tonic
activities [157]. Low-pass or band-pass filters can filter typical sensor noise on the signal in
the range of >1 Hz. Connection loss of the electrodes to the skin due to, for example, body
motion often causes artifacts in the EDA signal [158]. In these cases, the output signal will
show a sharp decrease or increase within just a few samples or fall to a minimum/zero-line
value altogether. Simple thresholding or an analysis of the rate of amplitude change can detect
these kinds of artifacts [159].

2.2.3 Photoplethysmography

PPG is an optical measurement method to determine changes in volume in the blood flow of a
specific body part [160]. The recorded PPG signal is thus sometimes also called BVP. There are
two types of PPG sensors: Transmissive mode PPG measures the amount of light arriving at
the other side of the body part when shining light through the body, and reflective mode PPG
which measures the amount of light reflected when shining it through the skin [136]. Trans-
missive mode is thereby constrained to body parts thin enough for light to shine through them,
and clinical settings commonly use them in the form of pulse oximeters applied to a person’s
finger, not only measuring the change in blood volume but also the oxygen saturation [161].
Reflective mode is more frequently used in ambulatory and wearable contexts, as it can be
applied anywhere on the body, such as on the wrist or upper arm.

In reflective PPG measurements, a light-emitting diode (LED) shines light toward the skin,
and a photoelectric sensor records the amount of reflected light, modulated by the different
light absorption rates of the tissue at the recording location [162] and the blood during a
typical pulse wave cycle [163]. While green light has a lesser optical penetration depth than
red and infrared light [164], shorter light wavelengths also have a higher absorption coefficient
in blood [165], resulting in a higher signal-to-noise ratio with respect to monitoring blood
volume in tissue. Thus, green LEDs are generally considered a better alternative to red ones
for PPG sensors, which has been confirmed in comparative studies [166, 167]. Additionally,
PPG sensors can measure changes in blood oxygen saturation by combining green, red, and
infrared light [160, 168, 169].

The shape of a clean PPG signal is closely related to the blood pulse wave of the human
body and can vary depending on the specific measurement site [170]. Generally, a heartbeat
is visible through the signal’s rising edge, culminating in the systolic peak, followed by a
decline towards the dicrotic notch and diastolic peak, and ending in a further decline towards
a baseline before the next pulse starts [171]. Figure 2.4 shows the BVP signal in detail. The
heart rate (HR) is thereby directly and accurately derivable from the peak to peak intervals
between single systolic peaks. Depending on the circumstances and properties of the sensor,
a lower-frequency component attributed to the breathing frequency of the subject may also
modulate the raw signal [172]. Some sensors and devices, however, may immediately filter
out this signal component and not include it in the output data. The PPG signal may also
sometimes be referred to as BVP in literature, and in this thesis the term BVP is used for the
filtered output signal of a wearable device, whereas PPG is the raw sensor data.

Because the raw output signal of a PPG sensor is a function of the amount of light falling
into the photoelectric sensor, external light contaminating the reflected light from the sensor’s
LED can heavily skew this signal [136, 160, 173]. This signal corruption is especially critical
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Figure 2.4: Detailed look at the BVP raw signal as recorded by the Empatica E4 wearable
device. (a) 10s span of clean BVP data at excellent signal quality. The red square marks the
data shown in (b). (b) Pulse wave of a single heart beat. (c) Example of bad BVP signal quality,
including a short period of slightly distorted pulses and severe artifacts caused by continued
motion of the device.

in wearable devices since the sensor might only be loosely attached to the body to keep it
comfortable to wear. Any movement of the device or the body part it is attached to may result
in the sensor lifting from the skin, which will invariably result in some motion artifact in
the signal [174]. While some research presents methods to clean PPG signals from motion
artifacts [175-177], including some using a simultaneously recorded ACC signal [178-180],
they are only effective in removing minor short artifacts or those resulting from repetitive
motions like running [181].

2.2.4 Temperature

Some wearables can record thermal activity by measuring the skin temperature (TMP) of the
user’s body. Note that this does not capture the core temperature, so measured values are
often lower than those commonly known for human core body temperature, for example,
when determining fever, and are more prone to environmental influences [182]. Thus, TMP
reflects a combination of the ambient and skin temperature at the recording location [183].
TMP signals are prone to sudden modulation as the environment changes, for example, due
to the subject going outside in winter or putting on clothes that cover the body part to which
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the wearable is attached. Furthermore, the baseline of the signal may change substantially in a
seasonal context, as average temperatures would be higher during the summer than during the
winter. Like other responses of the sympathetic nervous system, changes in peripheral body
temperature can take multiple seconds or minutes and might occur delayed [184]. Therefore,
artifacts in the temperature signal can register as sudden spikes or dips, for example, as the
subject removes the wearable from the body for a short time. These could be detected by
monitoring and thresholding the rate of amplitude change, similar to the artifacts seen in the
EDA signal [159].

Temperature is commonly measured with wearables by one of two principles: Direct mea-
surement with the sensor unit in immediate contact with the skin or indirect by infrared radia-
tion measurements. The former methodology is most commonly achieved using a thermistor
component, a resistor highly dependent on temperature [137]. The latter methodology can
be implemented by thermopiles, components that connect different kinds of metal in series
and thus exploit the thermoelectric effect, or pyroelectric sensors, measuring changes in the
charge over the surface of pyroelectric crystals [185]. Concerning epilepsy, some research has
investigated the role of thermoregulation [186, 187], however its causes, effects, and interac-
tions are still poorly understood. Overall, there is no conclusive evidence as to the relevance
of TMP measurements for epilepsy monitoring and the analyses presented in this thesis do
not include this signal.

2.2.5 Other Sensors and Biosignals

Electrodes attached to stationary systems in a hospital or dedicated monitoring unit usually
capture electrographic signals like electroencephalography (EEG), electrocardiography (ECG),
and EMG. Wearables recording these biosignal modalities do exist, although they frequently
include cumbersome wires and adhesive electrode patches, making them less comfortable and
more noticeable to wear, the opposite of how users prefer wearable devices to be [124, 188].
Furthermore, other biosignal recording systems that are not wearable but relevant to the topic
are mattress sensors and at-home video and audio recording systems.

EEG signals measure electric activity on the scalp as a surrogate marker of brain activ-
ity [189]. Wet electrodes attached to the skin by conductive gel or dry electrodes using adhe-
sive patches or caps typically capture EEG. The internationally used 10-20 system provides the
standard electrode placement and naming convention [51, 52]. In epilepsy, EEG systems are
most notably used in epilepsy monitoring units (EMUs) in combination with video monitor-
ing, as outlined in Section 1.1.3. Wearable EEG devices for ambulatory recordings have existed
for some time, traditionally as full-fledged electrode arrays in the form of a dry electrode cap
worn over the whole head [190]. More recently, low- or single-channel EEG wearables are
developing, using dry electrodes [73, 191] or even subcutaneously implanted electrodes [192]
to measure the electrical activity of specific brain areas.

Clinical ECG measures the heart’s and its muscles’ electrical activity by electrodes attached
to the skin [193]. Multiple electrodes distributed over the thorax region and limbs facilitate
proper ECG measurements [194]. Recorded data provide features such as HR, heart rate vari-
ability, and further derived characteristics. Section 2.2.3 describes that PPG sensors are often
used in wearable contexts to estimate these features. Nevertheless, some wearable ECG devices
exist. For example, some devices use electrodes with wires similar to clinical systems [74], oth-
ers have integrated the electrodes into chest bands or wearable fabric [193, 195], implantable
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ECG sensors are sometimes used for ambulatory measurements [196], and even smartwatches
measuring ECG exist [197].

Like ECG measurements, EMG records the electrical activity generated by muscle tissue
when activated but is specific to skeletal muscles [198]. Wearable EMG systems are often
designed to fit around the limbs, measuring muscle activity during arm movements [199], for
example, and have been used in a multitude of research [200-203].

In epilepsy biosignal monitoring, video and audio signals are paramount to discovering and
classifying seizures [50, 100, 118]. However, the use of these sensors is often limited to EMUs
(Section 1.1.3). Nevertheless, at-home video monitoring finds application in some cases where
longer-term recordings, which are not feasible at the hospital, are necessary [204], and dedi-
cated home-video recording systems are in development [205-207]. Similarly, pressure sensors
under a mattress can indicate epileptic activity in seizures with convulsive motor manifesta-
tions [208-210], but these sensors have some noteworthy disadvantages [102, 211], making
them niche devices unattractive for regular clinical use. Section 2.5 compiles further related
work regarding applications of wearables outside the context of epilepsy.
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2.3 Seizure Detection with Wearables

Performance of Tonic-Clonic Seizure Detection
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Figure 2.5: Performance of tonic-clonic seizure (TCS) detection in related work, grouped
by biosignal modality used in the detection model. “Multimodal” represents studies using
multiple different combinations of the biosignals accelerometry (ACC), electrodermal activity
(EDA), heart rate (HR), and electromyography (EMG) for their seizure detection. Data taken
from Naganur et al. [108].

SD: standard deviation.

In this section, the state-of-the-art literature concerning seizure detection with wearables is
presented. In recent years a variety of review articles have been published from different
groups, assessing wearable devices and their performances in seizure detection methodologies.
A clinical practice guideline and standards for testing have been developed, introducing best
practices for evaluating and validating seizure detection devices and methodologies [109, 212].
An exhaustive review of commercially available seizure detection devices has been published,
compiling their capabilities and evidence of performance, if available [122]. Furthermore, re-
cent reviews of studies predominantly evaluating convulsive TCSs have shown that mobile
health devices are a promising method for epilepsy monitoring especially in out-of-hospital
contexts (Figure 2.5) [108, 109, 121, 213]. However, while there are a number of studies eval-
uating the performance of focal seizure (FS) detection, there still is a lack of evidence for a
robust detection even in controlled conditions, much less in an ambulatory setting [110].

2.3.1 Major Convulsive Seizures

Primarily convulsive TCSs, that is, generalized tonic-clonic seizures or focal to bilateral tonic-
clonic seizures (FBTCSs), are the most dangerous and severe seizure type due to their vio-
lent pathology and high risk factor in the occurrence of sudden unexpected death in epilepsy
(SUDEP) [18, 19]. Thus, a robust detection of these seizures is of utmost importance not
only in the development of alarm systems, but also the improvement of seizure diaries for
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the advancement of therapies. Furthermore, their symptoms inherently make TCSs the most
straightforward seizure type to detect with wearables. Accordingly, there already are numer-
ous published studies investigating these seizures with a variety of devices and methodolo-
gies, some few even rated as phase 4 studies designed prospectively and with a predefined
and fixed methodology [109, 212]. The current best state-of-the-art performances reported in
some studies include sensitivities of >90 % and false alarm rates (FARs) of as low as 0.2 per
24 h.

Monomodal detection of TCSs has been considered with almost every kind of relevant
biosignal modality that can be measured from wearables. ACC is the most obvious modality
to use for these convulsive motor seizures [134]. Johansson et al. [214], for example, use a
wrist-worn inertial sensor to detect TCSs in adult patients visiting a video-electroencephalog-
raphy monitoring unit. They evaluate three different supervised learning algorithms, with the
best sensitivity resulting from a nearest neighbor model, detecting all the 37 TCSs, and the best
FAR coming from a random forest model with 0.24 per day. Thus, they report performances
comparable to some current multimodal systems. Kusmakar et al. [215] also use a wrist-worn
ACC device to find TCSs with an outlier detection algorithm. They report a sensitivity of 95 %
and a FAR of 0.72 per day.

Like most epileptic seizures [216], TCSs have a strong cardiac component in their ictal and
post-ictal phase, and cardiac abnormalities are a major risk factor concerning SUDEP [217].
Thus, the detection of TCSs with HR and heart rate variability (HRV) data from wearables
has been investigated by several studies. Mohammadpour Touserkani et al. [218] record pho-
toplethysmography (PPG) signals from a wrist- or ankle-worn wearable sensor and extract
several features from it. They do not specifically investigate a detection algorithm, but de-
scribe in detail the pre- and post-seizure periods of TCSs compared to a baseline in terms of
these extracted features. The authors do this to avoid the severe motion artifacts PPG signals
would have during the ictal phase of TCSs, which further highlights the lack of evidence of
studies using PPG in monomodal TCS detection. There are some studies using electrocardiog-
raphy (ECG) signals instead to detect convulsive seizures, but these are usually recorded from
hospital monitoring systems [219, 220].

Beniczky et al. [203] and Zibrandtsen et al. [221] both use wearable EMG devices to detect
TCSs in epilepsy patients, the former with a surface patch EMG device and the latter with an
in-ear device. Both report sensitivities of above 90 % and less than one false positive per day,
but neither comments on the comfort and acceptance of the device from the patients’ point of
view. Furthermore, there have also been numerous studies in the past few years investigating
the value of wearable electroencephalography (EEG) recordings [121]. Lastly, some efforts
have also been made to detect convulsive seizures during the night with the help of at-home
video systems, using video motion analysis to isolate periods of high activity [204, 222].

Multimodal detection of TCSs, that is, using two or more different biosignal modalities,
with data from wearable devices, is the next logical advancements from the monomodal de-
tection that the previously mentioned studies use. Onorati et al. [223, 224] use ACC and EDA
data from a wrist-worn wearable device to detect primarily convulsive TCSs, although they
also included a few FSs with tonic and clonic motor components in some of their evaluations.
They train a support vector machine (SVM) model with feature sets from both modalities, and
in their most recent work describing a prospective clinical validation study [223], they report
sensitivities of up to 98 % and FARs below one per day. However, their detailed methodology
and algorithms are proprietary, as the research group is directly linked to the manufacturer
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of the wearable device they used, the Empatica E4 also used in the studies included here (see
Section 3.1.3 and Section 3.2.1).

Multimodal detection has also been investigated in other groups. Tang et al. [225] work
with a wrist-worn wearable device (the same as Onorati et al. [223, 224]) to record ACC, EDA,
and blood volume pulse (BVP) data, using different combinations of features from these sig-
nals to train convolutional neural network models. Their data set includes TCSs as well as
different types of FSs recorded from a predominantly pediatric cohort. For TCSs, they report
a sensitivity of 80 % and a FAR of more than 13 per day when using the combination of ACC
and EDA features. Interestingly, the combination using features from all three modalities did
not perform best for any of the seizure types included in this study. Arends et al. [226] present
a study with an upper-arm-worn wearable device recording ACC and PPG data exclusively
during the night. Their methodology includes thresholds for features calculated from both
signals, and additionally checks if the ACC signal indicates that the subject is lying down be-
fore issuing an alarm. They report a sensitivity of 86 % and a FAR of 0.25 per 8-hour night.
Cogan et al. [227] recorded HR, blood oxygen saturation, and EDA data with a wearable de-
vice for the evaluation of a multi-stage seizure detection methodology. They included three
convulsive seizures and 23 complex partial seizures (CPSs) in their data set, although they do
not further specify whether the CPSs included motion manifestations. They report better FAR
performances when extending their base methodology with a personalization step.

Figure 2.5 shows the performances of some studies investigating TCS detection using both
monomodal and multimodal methods [108]. A direct quantitative comparison of the results
in this way is subject to uncertainties like differences in modalities, timespans of as much as
10 years between studies, or fundamental differences in methodologies, and thus unadvisable.
Nevertheless, it gives an idea of rough average performances of related work, which helps
to contextualize the results of this thesis, especially those of the TCS detection presented in
Section 4.1.

2.3.2 Focal Motor Seizures

FSs are the most commonly occurring type of epileptic seizure in the general population [15,
228, 229]. However, due to their relatively lower footprint and higher heterogeneity in terms
of possible symptoms, they are substantially harder to detect from typical data recorded with
wearable devices. Here, FSs do not include FBTCSs, even though they technically have a focal
onset. In a later part of the thesis, Table 5.7 also compiles a list of related work that includes
FS in the evaluation of various seizure detection methodologies.

Vandecasteele et al. [74] use a SVM model to detect FSs with impaired awareness from HRV
features, extracted from both ECG and PPG signals. They compare the performances of the
models and conclude that the data from a wrist-worn PPG sensor are insufficient for seizure
detection (sensitivity 32 %), whereas the wearable ECG data show promise (sensitivity 70 %).
They specifically acknowledge motion artifacts as the main reason for the poor performance
of the model based on PPG data.

Munch Nielsen et al. [230] propose a multimodal FS detection and record ECG, ACC, and
behind-the-ear EEG from wearable devices. In their analysis the authors included one patient
with predominantly motor FSs with stereotypical tonic movement symptoms. Employing a
SVM classifier, the authors report a sensitivity of up to 91 % and as low as 8 false alarms per
day, depending on the decision threshold.
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Baumgartner et al. [231] extract features from surface EMG signals and use them in an
amplitude analysis threshold detection methodology, detecting TCSs as well as a variety of
different motor FSs. Among the FS types, they could correctly detect 50 % of seizures with
tonic and/or clonic features, and 76 % of seizures with other symptoms like automatisms or
hyperkinetic movements. They do not further specify a FAR, but show that automated detec-
tion performance is similar to expert rater classification from the same data.

Tang et al. [225] also include FSs in their data set (see Section 2.3.1), but do not further
specify performances of their methodology for these seizure types in a comparable manner.
However, they report that ACC is the best modality for focal tonic seizures, EDA together with
BVP for automatisms, and BVP for behavior arrests. They also conclude that individualized
models may improve detection performance.

Vandecasteele et al. [191] use recordings from behind-the-ear EEG electrodes in a semi-
automated FS detection. First, they had an expert rater visually annotate seizures in the data,
and then used these labels to train a SVM detection model. In a patient-specific evaluation
they could report a sensitivity of 69 % and 0.5 false alarms per day. The authors conclude that
while these results seem low, they are still better than patient self-reports for these types of
seizures.

Due to their typically short duration of just a few seconds and low movement profile of
slight jerks of a body part, myoclonic FSs are some of the hardest epileptic seizure types to
detect from wearable device data. Thus, research investigating this problem is sporadic at
best. Hypponen et al. [232], for example, develop a video-based detection system for the eval-
uation of myoclonic FSs. Specifically, they aim to automatically quantify myoclonic jerks by
amplitude and frequency, estimated from optical flow of the video. They report a high level
of agreement of their methodology with clinical evaluation, however their data set included a
limited number of subjects and video was recorded only during explicit and supervised tasks.

2.3.3 Focal Non-Motor and Other Seizures

To date there is only sporadic research specifically investigating the detection of non-motor
FSs with wearables. Some studies include these seizure types as a subset, sometimes more
as an aside to convulsive seizures than their own seizure type. Not only is the detection of
non-motor seizures an inherently more difficult task, but there is also less immediate need
in general for a robust detection system for these seizures, as opposed to convulsive seizures
that are much more intrusive and dangerous to the patient. Studies considering the detection
of non-motor FSs, naturally, are often limited to non-movement-related biosignal modalities.
Note also that for the purposes of this thesis, seizure semiologies such as oral automatisms or
other small movements of the head are regarded as non-motor features, as they do not register
on typical wearable movement sensors placed on the wrist or similar body locations.
Tachycardia, that is, a substantial rise in HR over a short amount of time or a consis-
tently high HR over longer periods, is a major symptom of epileptic seizures in general, and
also non-motor seizures specifically [12, 29, 37]. Thus, many studies about the detection of
non-motor seizures with wearables focus on modalities like ECG or PPG, and HR or HRV sig-
nals, to detect events [41]. However, the restriction to only HR and HRV features has shown
to be problematic when applied to general population cohorts. Ictal autonomic changes are
limited to “responders”, that is, only some individual patients exhibit these symptoms during
seizures [219, 233]. Furthermore, the current evidence of FS detection with monomodal sig-
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nals shows performances of below 80 % sensitivity with often multiple false detections per
hour [234, 235].

Munch Nielsen et al. [230] propose a multimodal FS detection and record ECG, ACC, and
behind-the-ear EEG from wearable devices. In their analysis the authors included two patients
with predominantly non-motor FSs with symptoms like auras and behavioral arrests. Employ-
ing a SVM classifier, the authors report that all non-motor seizures could be found, with FARs
of 5 and 13 per day for the two participants.

Vandecasteele et al. [236] evaluate a multimodal detection algorithm to find predominantly
FSs with impaired awareness using ECG and behind-the-ear EEG. While the authors give no
further information on the seizure pathology or potential ictal movements, the application of
wearable EEG suggests that most seizures would not have had prevalent motor features due to
the motion artifacts they would have caused in the signal. They report an average sensitivity
of 89 % with FARSs of less than two per hour over three different cohort data sets.

Of note concerning the general body of related work on FS detection is that many studies
do not further specify if movements during or in the peri-ictal proximity of the seizures were
included in their analysis [74, 227, 237, 238]. Studies will usually categorize seizures by one
of the clinical classifications (e.g., Fisher et al. [27]), but if there is no specific focus on motor
seizures in their evaluation and modalities like ACC are not used, information about move-
ments during seizures is often omitted. While the inclusion of this information may not seem
immediately relevant for this type of evaluation, it is important to include it regardless. Ar-
tifacts from movement are a major disruptive factor for all physiological modalities recorded
from wearables. Thus, including at least a binary movement or no movement categorization
during seizures is fundamentally relevant for the interpretation of wearable seizure detection
results.

2.3.4 Relation to Own Work

The research presented in this thesis specifically targets the detection of epileptic seizures with
motor manifestations of the limbs, both with convulsive TCSs (Section 2.3.1) and FSs (Sec-
tion 2.3.2) with tonic or clonic semiology. For the detection convulsive TCS, both monomodal
and multimodal methodologies have been shown to be successful. Figure 2.5 actually seems to
indicate a preference for monomodal detection with ACC signals which, on average, trends to-
wards lower FARs than multimodal detection. However, this does not account for differences
in wearable sensors, study protocols, or recent developments in the state-of-the-art. Current
studies using multimodal detection with both the ACC and EDA modalities, including the
analysis included in this thesis (Section 4.1.3), have reported better results than the average
monomodal detection using just ACC.

Related work concerning the detection of FSs, with or without movement components,
is even more heterogeneous. At the same time, there are also less published studies investi-
gating the wearable non-EEG detection of exclusively FSs, as compared to studies including
TCSs. Furthermore, current work generally does not highlight the need for, and utility of, in-
dividualized detection models. Thus, the analyses included in this thesis, specifically the work
included in Section 5.2, represents a new and further step towards robust FS detection. While
the work presented here focuses on seizures with epileptic movements, it could also be used
similarly for non-motor FSs, possibly with a different combination of biosignals that omits
ACC in favor of other signals representing the autonomic nervous system.
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2.4 Seizure Prediction and Forecasting

Seizure prediction, as opposed to detection, specifically refers to the intention of predicting
seizures before they happen, with the goal of potential intervention. Seizure forecasting is
sometimes regarded as a subfield of study that usually doesn’t aim to predict a specific future
seizure but estimates the likelihood of seizures happening at some point in the future [239,
240]. Both prediction and forecasting have been shown to be possible for some patients with
epilepsy in controlled retrospective studies, but application in the real world is still lack-
ing [240, 241]. While seizure prediction research predominantly started by using in-hospital
electroencephalography (EEG) data, other biomarkers have since been introduced, in particu-
lar also with the application of wearable devices, looking towards ultra-long-term ambulatory
forecasting [53, 60, 239].

Generally speaking, seizure prediction methodologies found in literature can be separated
into two broad categories: those that explicitly leverage cyclic structures in the re-occurrence
of seizures, and those that do not. At first glance, epilepsy seems to appear as random oc-
currences of seizures. However, rhythmic manifestation in circadian', multidien?, or even
circannual® cycles can be found in a considerable portion of patients [242, 243]. Concerning
circadian rhythms, differences between daytime and nighttime periods are the driving fac-
tor, affecting the autonomic nervous system [244], and thus possibly the occurrence of some
seizure types [42, 245]. These rhythms can be captured by wearable devices recording data
like heart rate (HR) or electrodermal activity [246, 247]. Multidien HR cycles could also be
linked to seizure occurrence, with the data being recorded by a wearable device with a photo-
plethysmography sensor [248].

Data from wearable devices have also been used in some studies investigating seizure fore-
casting without expressly looking for rhythmic patterns. Notably, deep learning approaches
have emerged as successful in direct seizure prediction [249, 250]. In a seminal study, ultra-
long-term intracranial EEG data recorded with electrodes implanted on the surface of the brain
were successfully used to estimate seizure likelihood in a small cohort of patients [54]. In an-
other study using intracranial EEG recorded in the hospital environment, early data until up to
10 seconds after seizure onset could infer the seizure type of the ongoing seizure [251]. While
not strictly seizure prediction, this result may still provide value towards early warning and
intervention systems, specifically in those seizures where clinical symptom onset is delayed
after EEG onset. Some research has also investigated the feasibility of seizure predictors from
metadata such as manual seizure diaries kept by the patients [252].

There has notably also been some progress made towards crowdsourcing the problem of
seizure prediction [253, 254]. Potential solutions are dependent on evaluation with ultra-long-
term data recordings that include multiple seizures over periods of sometimes months, and
this kind of data are generally not readily available to all researchers. Disseminating data sets
in a crowdsourcing manner may help substantially in improving prediction and forecasting
algorithms.
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2.5 Non-epileptic Seizures and Similar Conditions

In the wider field of general healthcare there are a variety of conditions and adverse events
that can manifest with symptoms comparable to those of epileptic seizures. The most imme-
diate relative are psychogenic non-epileptic seizures (PNESs), which are also often explicitly
considered in epilepsy research. Further, there are a number of diseases that are symptomat-
ically related to epilepsy, like multiple sclerosis (MS) and Parkinson’s disease (PD), both of
which include motor spasms or tremors in their list of possible symptoms. In addition, there
are some more distantly related problems in general healthcare-related activity tracking.

A PNES is a seizure event initiated by psychological mechanisms, as opposed to specific
epileptic activity in the brain. One of the main outcomes of in-hospital monitoring units is the
differential diagnosis between epileptic seizures and PNES, and there are a variety of different
diagnostic tools to aid in this effort [255]. Some research has investigated distinction between
the two from physiological non-video-electroencephalography data. For example, muscle ac-
tivation patterns, captured by surface electromyography signals, have been found to indicate
the type of seizure event [201, 256]. Similarly, movement patterns captured by accelerome-
try (ACC) were used to distinguish between convulsive epileptic seizures, PNES, and normal
movements [142, 257].

MS is a disease of the central nervous system characterized by a wide range of symp-
toms, including motor dysfunctions which can manifest as walking impairments. Therefore,
gait analysis has been a target of research, employing ACC sensors as a source of movement
data [258, 259]. In this context, wearable devices have similar advantages as in epilepsy re-
search: they provide continuous data in a long-term ambulatory setting while being unobtru-
sive and easy to use [260-262].

PD is a neurodegenerative condition that manifests in different symptoms, with involun-
tary tremors being a fundamental indication that includes a motor component. PD is also
a highly progressive disease, highlighting the need for continuous monitoring and manage-
ment [263]. Therefore, ACC-based monitoring has been investigated to both classify and quan-
tify tremors using, for example, smartphones [264] or wrist-worn wearables [265, 266].

Automatically detecting falls would give meaningful opportunity for timely intervention
and assistance, and research on this topic has seen an upsurge in recent years [267]. Not
only is it highly relevant for the care of elderly people, but there is a meaningful connection
to epilepsy as well, with some seizure types like atonic motor seizures often resulting in the
patient suddenly falling to the ground [268]. Fall detection has been attempted with a variety
of different sensors, among them audio/video systems [269] and ACC sensors [270].

Lastly, there are a multitude of other applications of wearable sensors in healthcare [271],
like monitoring physical activity [272], sleep quality assessment [273], observation of obses-
sive compulsive disorder [274], affect recognition [116], gait analysis [275], cardiac monitor-
ing [276], diabetes treatment [277], or smoking cessation [278].
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2.6 Summary

This chapter compiled the state-of-the-art literature in epilepsy monitoring and seizure detec-
tion with wearable devices. The usage of wearables in epilepsy research has only begun in the
last 10-15 years, but since then the number of publications on this topic grew exponentially.
Robust monitoring of epilepsy not only in the hospital but also at home is necessary to en-
able effective diagnosis, intervention, management, and research. While the gold standard of
video-electroencephalography is used in monitoring units, it is not feasible for ambulatory as-
sessment, and wearables could fill this gap. However, patients also want effective, affordable,
and inconspicuous devices.

Wearables can record a variety of different biosignals, some of which are relevant to epilep-
sy. Accelerometry captures movements of the body, data which can be used to train detection
models for epileptic seizures with movement manifestations. Electrodermal activity sensors
record electrical properties of the skin that can change during seizures, but are dependent on
dry electrodes and skin contact. Photoplethysmography signals can be used to estimate heart
rate (HR) and other cardiac features, but the sensors are very susceptible to motion artifacts.
Other biosignal modalities exist and are recorded by a number of different sensors, but these
are not relevant to the content of this thesis.

Seizure detection can be monomodal or multimodal, that is, using one or more biosig-
nal modality, but a general preference is not obvious from current literature and depends on
context. The detection of tonic-clonic seizures has the highest-performing evidence in re-
lated work, and phase 4 prospective ambulatory studies are beginning to yield results. Motor
focal seizures (FSs) can be difficult to detect, but some evidence shows that there is good po-
tential for robust wearable seizure detection systems, especially if model personalization is
implemented. Non-motor FSs are possibly the hardest to detect with wearables, relying on
physiological modalities like HR, and there is little evidence in literature so far that attempts
detection with non-electroencephalography (EEG) data.

Both the prediction of seizures and the detection of non-epileptic seizure-like events are
not directly involved in the research included in this thesis. However, they are closely related
in that general concepts of machine learning can be applied similarly to these topics. Seizure
prediction aims to predict seizures before they happen, or in the case of forecasting, to esti-
mate a probability of seizures occurring in a specific time frame. Generally, this is done either
by leveraging predictable cyclic structures in the occurrences of seizures for some patients,
or by deep learning modeling with wearable data. As these tasks require a lot of data over
months or years, data sharing and crowdsourcing has a high priority. Non-epileptic seizures
are seizure-like events that do not show typical epileptic EEG patterns, and the closest relative
in this regard are psychogenic non-epileptic seizures. To correctly diagnose these, epilepsy
monitoring units perform differential diagnosis. Other diseases with partially similar symp-
toms to epilepsy and where wearables are used in research are multiple sclerosis or Parkin-
son’s disease. The analysis methodologies presented in this thesis could be modified to enable
the detection of events like these, likely involving the use of different types of biosignals or
features thereof. From a broader perspective, the use of wearables in epilepsy is only one
medical application, with others including fields like fall detection, sleep quality assessment,
or cardiological applications.

This chapter established the context of current related work in the field of seizure detec-
tion with wearable non-EEG sensors, both in terms of relevant methodologies and qualitative
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performances, facilitating a placement of the results included in the following two chapters
within the state-of-the-art. Concluding from current developments in the field, the detec-
tion of epileptic seizures with low-profile, low-cost, non-EEG wearables is a very promising
approach, and the research presented in this thesis takes a meaningful step towards robust
detection systems.
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HIS CHAPTER contextualizes the thesis within the scope of the data collection studies con-

ducted to gather wearable biosignal data from patients with epilepsy. Remote Assessment
of Disease and Relapse - Central Nervous System was a collaborative European research project
that included, among other studies for other neurological disorders, several epilepsy-centered
data collection studies. Specifically, patients with epilepsy were recruited at the epilepsy mon-
itoring units of the University Medical Center Freiburg (UKF) and the King’s College Hospital
London (KCL). Both in-hospital and ambulatory data collection was implemented, however,
this thesis only includes data from the former. Data collection in the patients’ everyday life,
while an important experience, was not done with the evaluation of seizure detection method-
ology in mind. Rather, it was primarily focused on assessing the feasibility of such an ambu-
latory study with wearables in general.

The first section of this chapter (Section 3.1) was previously published as a collaborative
journal article [103] commenting on the wearable study experiences of four different interna-
tional epilepsy centers, including those that this thesis’ data set was recorded at. Therefore, it
includes information on data collection procedures, wearable device choices, considerations
regarding the reporting of results for seizure detection studies, and other such discussion. As
this thesis’ author’s main contributions in this article were the data collection studies at the
aforementioned UKF and KCL sites, only information concerning these were included in this
chapter.

Extending on those notes, Section 3.2 gives further details on the selected wearable device,
the technical implementation of the data collection, and basic biosignal data preprocessing
done for all the analyses included in the remainder of the thesis. These individual data analy-
sis studies will in turn include more information on methodologies specific to the respective
evaluation, like distinct feature set computations and seizure detection models.
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3.1 Study Procedures

[103] = Bruno, Elisa and Bottcher, Sebastian, et al.

Wearable devices for seizure detection: Practical experiences and recommendations
from the Wearables for Epilepsy And Research (WEAR) International Study Group
2021, Epilepsia, po1:10.1111/epi.17044

Parts of this publication were removed or edited to fit into the composition of this complete
thesis. No substantial changes altering the results were made.

Own Contributions:
« Contribution to description of clinical study design (3.1.1)
« Description of data collection and technical infrastructure (3.1.2)
« Description of devices (3.1.3)
« Description of reporting results (3.1.4)

« Description of data sharing (3.1.5)

3.1.1 Clinical Study Design

Identification of Study Aims

The definition of study aims and related methods determine the patient selection, device
choice, data annotations, curation, and data analysis. Seizure detection may serve many dif-
ferent purposes, from closed-loop treatment of acute seizures and impending status epilepti-
cus [279, 280], to retrospective assessment of clinical seizure burden and assessment of the risk
of sudden unexpected death in epilepsy (SUDEP), as well as evaluation of clinical devices or
medication trials [281]. Given the unreliability of self-reported seizure diaries [54, 102, 282], an
accurate seizure detection device could be used to optimize medical treatment, avoiding under-
treatment due to unreported seizures, and minimizing unnecessary side effects due to seizure
over-reporting. Offline detection could contribute to the diagnosis of non-epileptic paroxys-
mal events, from psychogenic seizures [142, 201, 257, 283] to cardiogenic events. Seizure de-
tection devices may also be studied for their potential to measure disease severity, for example,
pathologies like ictal autonomic changes [153], ictal surface electromyography patterns [284],
post-ictal immobility [105], and post-ictal central apnea [285] are all potentially measurable
by wearable devices and are associated with post-ictal generalized electroencephalography
suppression, a risk factor for SUDEP.

The particular seizure semiology types targeted in a study may affect the study design, de-
vice choice, and data annotation protocols. Generalized tonic-clonic seizures and focal motor
seizures with limb involvement may require movement or electromyography sensor devices
and may prompt placement of devices on the body segment with greatest ictal movements,
whereas non-motor seizure types like focal impaired awareness seizures may require devices
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that sense autonomic biomarkers such as electrodermal activity, heart rate (HR), or skin tem-
perature, or a combination of these. Detection of daytime seizures requires wearable devices
to be mobile and to be robust to patient movement, whereas devices for detection of noctur-
nal seizures may be stationary and attached to the patient [226, 286] or the bed [208, 287],
or a camera may be pointed at the patient from a fixed location [204]. Device acceptability
and adherence by patients are essential in seizure detection, and device studies should include
assessment of acceptability in the overall study aims [130].

The primary aims of the studies included in this thesis were to study the detection feasibil-
ity and optimal combinations of bio-signals obtained from non-electroencephalography (EEG)
wearable sensors, for the detection of convulsive tonic-clonic seizures and focal seizures with
motor and/or autonomic features, as compared with video-electroencephalography (VEEG)
ground truth. Further aims were the assessment of patients’” acceptance towards wearing the
devices and the technical feasibility of conducting studies with remote measurement technol-
ogy in cohorts of epilepsy patients.

Policies and Agreements

The process to obtain ethical approval from an institutional review board or ethics committee
(EC) may be time-consuming and requires careful planning. Essential steps include delineating
a clear research plan and developing the study protocol, but also seeking agreements with
device manufacturers, interacting with hospital authorities, and arranging monitoring plans.

The process of obtaining informed consent is regulated by principles embodied in the cur-
rent biomedical research on human subjects [288], which also considers the needs of vulner-
able populations (e.g., children, cognitively impaired or unconscious patients) [289]. Com-
prehensive information must be provided to enable people to voluntarily decide whether to
participate in a research study and is essential for valid informed consent as defined by the
Guidelines for Good Clinical Practice [288]. Despite the low invasiveness of wearable devices,
studies involving wearable devices are subject to these regulations, and in particular the trans-
fer and sharing of anonymized data with other groups (see Section 3.1.5) requires approval. In
particular, sharing anonymized data internationally can be heavily regulated and may require
specific consent by the research subject. Opt-in and opt-out policies, also called nudges, have
the tendency to promote one choice in favor of the other, while still keeping the choice easy
to avoid [290]. Of course, this will also need to conform to local data protection regulations.

Each study center must be guided by its country’s local policies and regulations, and addi-
tional approvals may be needed when testing devices without existing Conformité Européenne
(CE) or US Food and Drug Administration approvals. Such studies may be considered clini-
cal trials or performance evaluation studies, requiring additional documentation and in some
cases authorization by government regulatory bodies. The rules vary in different countries,
and this generates disparities in how devices can be tested and scientific data acquired. In this
thesis, the device used for data collection already had a CE mark as a medical device, and thus
the studies were not considered as clinical trials.

Another important consideration is the security rules governing the computer network
infrastructure in the hospital environment. Hospitals regulate and limit access to internal net-
works to protect sensitive data, and specific approvals are often required to use existing wire-
less connections or create new networks. Data safety and protection are important consider-
ations, especially with the European Union (EU) General Data Protection Regulation (GDPR)
governing data collection and transfer inside the EU and with international collaborators. All
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clinical institutions based within the EU must follow these rules, whether collecting data or
receiving data from partners outside the EU.

The studies presented in this thesis followed these principles and considerations, acquir-
ing approval from the local EC and data protection office. The studies were designated as
“miscellaneous”, that is, neither medical drug nor medical device trials. A detailed participant
information sheet was given to each patient included in the study, and each provided written
informed consent.

Study Population

Selecting the study population to appropriately address the research question is crucial in
study design. In particular, it is important to match the subject characteristics, epilepsy type,
or seizure semiology in the study cohort to the goals of the study. In these prospective cohort
studies patients with a diagnosis of epilepsy were recruited when they presented for epilepsy
care at the hospital epilepsy monitoring unit (EMU), and were asked to wear one or more
wearable devices. While in the EMU, patients were monitored for seizures via vVEEG, which
was recorded along with the sensor data from the wearables.

As physiological responses and signal alterations during epileptic seizures may vary across
age groups, the inclusion of participants of different ages needs to be taken into account. In
the studies included here, the lower and upper limit of age for study participants ranged be-
tween 7 years and 80 years, respectively. Moreover, at the stage of protocol development, it
is important to identify those comorbidities that may interfere with study adherence or with
data collection and quality. Patients with conditions impeding the ability to participate (cog-
nitive, psychiatric, acutely ill), to wear the device (skin conditions), or with frequent vigorous
involuntary movements (e.g., chorea, athetosis) were excluded from the studies.

Baseline characteristics of the included participants allow the population under study to
be better characterized, the results obtained to be understood and contextualized, and for gen-
eralizability of the data to be discussed. For all the study participants, data collected during
the study period included basic demographic characteristics including age and gender, clin-
ical information, and seizure characteristics including etiology, localization, type, onset, and
frequency of seizures and medications.

During the studies presented in this thesis, patients with epilepsy were recruited at the
EMUs of the King’s College Hospital London (KCL) and the University Medical Center Freiburg
(UKF). Table 3.1 gives an overview of some of the relevant information and key demographics
regarding these data collection procedures [174].

3.1.2 Data Collection and Technical Infrastructure

Video EEG recordings and seizure annotation

Recording data continuously over days with the support of VEEG is essential to capture an
adequate number of events and to reliably identify and characterize seizures through a gold
standard.

In the studies included here, as part of the clinical workup, patients were admitted to the
EMU and connected via scalp electrodes to an EEG monitoring system within view of a video
camera. The length of stay in the EMU varied based on the patient’s clinical care. The majority
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Table 3.1: Information on data collection parameters and demographics of enrolled partici-
pants with recorded Empatica E4 data, at the KCL and the UKF.

| KCL UKF
EC approval 16/LO/2209 538/16
enrollment period Jun. 2017 - Aug. 2019 Jul. 2017 - Mar. 2020
# of participants 29 172
recruitment age range 18 - 80 7 -80
actual age range 38.0 30.0
(median, [95 % CI]) [20.4, 63.8] [14.7, 64.0]
sex (% female) 48.3 % 471 %

of adult patients were admitted for a 5- to 10-day stay, with overall shorter durations for
children.

Trained personnel are needed to perform standard vVEEG monitoring, including electrode
placement according to the 10-20 international system, and to maintain high-quality record-
ings. EEG recordings were fully reviewed, and seizure onset and offset were annotated, in ad-
dition to supporting information including seizure semiology and ictal focus. The two centers
where data were recorded, UKF and KCL, jointly developed and adhered to a review and anno-
tation protocol specifying reviewing terminology and methodology to guarantee consistency
in reporting clinical phenomena across patients. This included, for example, definitions of
autonomic features such as tachycardia, which is ambiguously defined in epilepsy-related lit-
erature; determination of duration of impaired awareness, which is not always actively tested
for; and an agreement on how to consistently store this information in a shared database
for collaboration. The labeled VEEG recordings were then transferred to a secure server for
storage and analysis, and seizure onset and offset times were applied to the simultaneously
collected wearable recordings.

Wearable data collection and device integration

Data collection with wearables is generally done in one of two approaches: offline collection,
where the data are stored locally on the device and then downloaded at a later time, or online
collection, where the data are streamed continually via a wireless connection to an external
device.

During online collection, the wearable device usually has a much shorter battery life, since
wireless data transmission adds substantially to the overall energy consumption. However, the
maximum recording time in offline collection is constrained by the internal storage capacity of
the device. Furthermore, the data must be manually downloaded from the device, potentially
requiring regular patient participation.

This process can be automated during online collection, at the expense of a potential for
data loss due to connection problems. An added benefit to data streaming is the possibility
of live data processing and visualization, allowing caretakers and study personnel to evaluate
data as they come in. Live data streaming is also a key requirement for any intervention or
alarm system not directly built into the wearable device.

For the studies included here, performed at the epilepsy wards of KCL and UKF, online data
streaming was used. The wearable devices were constantly connected to a companion device
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Figure 3.1: Setup of the technical environment for in-hospital recording studies with wear-
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via Bluetooth, and a custom-built Android application was used to receive the raw data directly
from the wearable device and upload them to a data storage server on the clinic premises (Fig-
ure 3.1). All components of this system like the Android app and the server framework are
open-source software available on GitHub [291]. Wearable devices were exchanged twice per
day, in the morning and evening, to allow for battery charging given the shorter battery life
in streaming mode. There were also frequent problems with the devices’ Bluetooth connec-
tivity. The wearables often disconnected from the companion device, either due to the patient
walking out of range or due to other, sometimes unexplained reasons. This would lead to
frequent and extensive data loss (see Section 3.1.4, data quality and completeness), especially
since the wearable device did not offer an on-device data buffer or automatic reconnect to the
companion device.

Synchronization between wearable and vEEG data

Time synchronization between an external device and the VEEG is particularly important in
the field of epilepsy research. The clinical seizure onset, used as the ground truth in developing
models for seizure detection and prediction, can often be pinpointed with sub-second precision
by clinical experts. Thus synchronizing the internal time of the wearable device to the time
of the VEEG system is essential for data analysis. Furthermore, depending on the specific
device used, internal inaccuracies can cause small shifts in the timekeeping between individual
biosignal data streams.

There are two principal ways of achieving synchronization between a wearable device and
a VEEG system. The most accurate and technically more advanced way is to directly and pre-
cisely adjust the on-device timekeeping of the wearables to the time used in the clinical vVEEG
system, for example, by some wireless connection. This will give millisecond synchronization
between the two time bases, but may require some technical set-up beforehand, and it might
not even be available as an option if the wearable device does not support this operation. The
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second way of achieving synchronization is through the study staff, who can manually induce
a visible and recognizable change in the wearable’s recorded signals while also showing this
action on the video or EEG signal. Alternatively, an artifact or label can be placed simultane-
ously during the device and EEG recording, and then be confirmed by EEG, as some standard
VEEG systems suffer from an occasional minor desynchronization of the EEG and video. The
data streams can then be synchronized retrospectively by adjusting the wearable data times-
tamps to align the events with the vEEG. Although the data streams can be synchronized to
sub-second precision with this method, it requires manual modification of the data.

Both methods are susceptible to the internal drift of timekeeping in the wearable, caused
by inaccuracies in the real-time-clock circuits in these devices. This drift can accumulate over
time, up to several seconds of inaccuracy over several hours of recording. Therefore, it is
advisable to repeat the synchronization process periodically during the recording. The auto-
mated method is more suitable for this, as the synchronization could be triggered, for example,
every few minutes. Another method to deal with drifting timestamps directly is to measure
individual calibration parameters for each device that is used in a study. Thereby, the precise
sampling rate for a device is found by a calibration procedure, to a degree of accuracy that
allows for a later recalibration of the timestamps in the recorded signals. Synchronizing the
wearable data with the VEEG system can also enable integration of both into a common data
viewer, which facilitates a better understanding of abstract wearable data in the context of the
actual clinical setting.

In the studies included here, the automated method was employed. Because the devices are
programmed to synchronize themselves to the clock of the companion Android device when-
ever they are first connected via Bluetooth, it is only necessary to synchronize the Android
devices to the VEEG time base, which can be done easily via a network connection. Conse-
quently, each center synchronized their wearable devices each time they were exchanged for
battery charging, with intervals ranging from twice per day to every 2 days. Section 3.2 gives
a more detailed description of the wearable device and technical infrastructure implemented
for the studies.

3.1.3 Devices

Across the two study sites, KCL and UKEF, several different wearable devices were used for data
collection from study participants. Among the most prominent devices were Biovotion’s Eve-
rion, IMEC'’s sensor bracelet, Epitel’s Epilog, Byteflies’ Dots, and Empatica’s E4. The data quality
and patient acceptance of some of these devices have been reported previously [159, 173, 292].
In the studies included in this thesis, only data from the Empatica E4 device (Section 3.2.1;
Empatica Inc., Boston, MA, USA) were used for further analysis, as it was used in the overall
largest amount of participants.

Wearable devices of the types used in clinical epilepsy studies can be categorized in various
ways, all of which should factor into the decision when selecting a device for a study:

Medical certification: Wearables, in general, are employed in many different fields beyond
medicine, so for use in studies as described here, the certification as a medical device
can be an important factor. IMEC’s sensor bracelet for example, as a prototype device,
is not independently certified, whereas the Empatica E4 has a European CE class Ila
certification as a medical device.
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Modalities: Different devices record different biosignals at different sample rates, so an in-
formed decision needs to be made about exactly what is needed to facilitate the out-
comes of the given study. Multimodal devices are generally regarded as more effective
and versatile [293-295], whereas a device recording only one modality may be sufficient
for a very specific task. Epitel’s Epilog, for example, provides only a single-channel EEG
signal, whereas the Empatica E4 records four different types of raw biosignal data.

Data mode: Generally, there are two modes in data collection, online or offline, as described
further in Section 3.1.2. In most cases a given device supports only one mode for record-
ing data, so either the study protocol needs to be adjusted to support the device, or an
appropriate device needs to be chosen for an already established study protocol. The on-
line streaming mode is a requirement for systems that should include any kind of alarm
or intervention. Byteflies’ Dots, for example, support only offline recordings, whereas
the Empatica E4 has the option to employ both methods.

Battery life: With current battery technology, the battery life of smaller devices or those
that employ online raw data streaming is usually measured in hours, whereas some-
what larger devices with offline, on-device data storage can sometimes be active for
days without the need to recharge. IMEC’s sensor bracelet, for example, has a typical
battery life of seven days, while the Empatica E4 has a manufacturer-specified battery
life of 24 h to 48 h, although in these studies empty batteries after half that time were
often observed. This was in part due to the shorter battery lifespan when the E4 is used
in streaming mode.

Device placement: Wearables are usually placed at a specific part of the body, which can
be influenced by the study protocol and should be considered when choosing a device.
In turn, the placement of the device may affect both the sensitivity and specificity of a
prospective seizure detector. The Empatica E4, for example, is normally worn around
the wrist, while the Byteflies’ Dots can be attached to any part of the body by use of an
adhesive patch.

Furthermore, research-grade devices, such as the Empatica E4, often have several advan-
tages and disadvantages over other devices that are marketed directly to consumer end-users.
Access to raw data is a necessity for many research studies, but something that consumer-
grade devices and services rarely provide. Furthermore, companies offering research-grade
devices are sometimes open to collaboration, for example, by supporting researchers with
specialized knowledge of device capabilities.

On the other hand, research devices are often more expensive than their consumer coun-
terparts and can be more cumbersome and uncomfortable to wear, since the device’s aesthetic
design is not a priority for the manufacturer. However, patients consistently gave more pos-
itive feedback on the wearability of the Empatica E4, as compared to the Biovotion Everion,
which is a device on the market for regular consumers to buy [292].

3.1.4 Reporting Results

Usability challenges and users’ perspectives

Wearable devices are progressively becoming an available and innovative tool for continuous
seizure monitoring. People living with epilepsy have expressed interest in using new tech-
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nologies in their daily life [125] and several unmet needs might be addressed by adopting
digital solutions into health care services [125, 296]. The research focused on hypothetical
scenarios has highlighted that motivation to use wearables is not driven only by the accuracy
and reliability of the device performance. A design incorporating comfort and ease of use is
also essential for acceptance and long-term adoption [292]. Obtaining feedback from patients
after direct experience wearing devices is the only way to fully understand the practical and
technical issues faced [297]. However, feedback on device comfort and usability has been col-
lected only sporadically in previous studies, and information reflecting the direct experience
of study participants is missing. The limited number of investigations exploring users’ direct
experience reported improvement of quality of life for both patients and caregivers [297], a
benefit to autonomy and increasing independence in activities [226, 297], as well as a gener-
ally good evaluation of technology usability [226, 298]. Barriers to use, as reported, include
discomfort in wearing the device during sleep, technical difficulties, and the burden of adding
another aspect to routine epilepsy care [297].

In addition to the key requirements of a reliable and accurate performance, a successful
integration of digital solutions into a patient pathway requires acceptance of the technology.
The latter is required for long-term engagement, which is essential to a good detection perfor-
mance, and to optimize the benefit to the patient. To identify and avoid potential barriers to a
long-term engagement with the technology, patients’ views and requirements need to inform
the development of the technology and study design, and users’ opinions on usability and
acceptability should be collected systematically. Methods to obtain feedback from study par-
ticipants range from a focus group (useful during the first stages to guide research questions
and research development), interviews (at set time points during the study, for example, study
end or in case of participants’ withdrawal), collection of participants’ observations (any time
in the course of the study), and questionnaires (allowing direct comparisons between subjects
and the identification of subject-related factors influencing their experience in the study). At
KCL and UKEF, participants’ experience and the perceived ease of use and comfort of the tech-
nology were assessed at the end of the study using a self-administered Technology Acceptance
Model Fast Form (TAM-FF) [299]. Moreover, in a group of study participants, the experience of
wearing multimodal sensor devices was also assessed via semi-structured interviews covering
questions on their experiences and concerns using the wearables, their thoughts about ambu-
latory use of wearables, and their reasons for stopping to wear the device if applicable [72].

Data quality and completeness

The value of collected data can be assessed by data completeness and data quality. Data qual-
ity measures evaluate properties like the noisiness, accuracy, and potential information gain
of the data, whereas data completeness gauges data loss during recording. In the context of
exploratory research, both data quality and completeness are of utmost importance, and sev-
eral steps were taken to reflect that need. Collecting raw, unprocessed data from wearable
devices, forgoing any internal processing, can facilitate the assessment of data quality. This
will give a complete and clear picture of the suitability of the device for the task at hand. Fur-
thermore, sharing raw data across different research sites and groups can enhance the value
of the data set, advance the understanding of data complexities, and facilitate scientific explo-
ration of the data. Another important tool to effectively assess data value is the use of data
dashboards. These dashboards usually take the form of a website that aggregates data com-
pleteness and quality measures as new data come in and displays it with intuitive charts and
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tables. Especially in the context of live data streaming, they can monitor system function and
user adherence.

Gaps in the data can be caused by several issues related to data collection. A common
cause of data loss is the limited battery life of the device. Charging the battery takes time
(typically hours), and even if a second device is used to replace the one with an empty battery,
this creates a small but noticeable gap in the recording.

Another common source of data loss is connection problems with wireless data streaming.
With a Bluetooth connection, the maximum range between the wearable and its companion
device is usually 10 m within the same room. Whenever a wearable device is disconnected, it
needs to automatically reconnect and transfer any buffered data, otherwise, any data collected
while the device is disconnected will be lost. The Empatica E4 device used in the studies
included here does not implement such functionality in Bluetooth streaming mode. When this
device loses its Bluetooth connection it powers off completely and must be manually restarted
for the connection to be re-established, leading to significant data loss.

Finally, data gaps can be introduced by human interaction. Taking the device off for a
short time, for example, during a shower or neuroimaging causes several minutes of data loss.
Incorrect operation of the device can also lead to lost data. Some of these causes for data
incompleteness can be avoided, for example, by the careful preparation of a study protocol
detailing proper usage of the device. Others are inevitable, and some gaps in the data set are
unavoidable.

Data coverage was determined in two different categories: the overall data coverage and
the number of missed seizures during each patient’s recording. Data coverage is computed by
counting the number of samples per modality collected from the wearable device, per patient,
and dividing by the number of expected samples given the recording time. This method poten-
tially undercounts the data loss because it ignores any loss when the device is not worn. The
same methodology is applied to counting missed seizures, that is, only seizures that happened
within the start and end of the recording are counted toward the expected amount.

Among patients who wore the Empatica E4 device in the UKF and KCL sites, the average
data coverage over all participants was 52 % and 40 %, respectively, with the loss of data at-
tributed in large part to the live data streaming functionality, but it was also affected by device
recharging and the patients bathing during their in-hospital stay. In a different study which
specifically and more extensively investigated data and signal quality of wearable device data,
the data coverage was reported as 54.2 % and 51.5 % for the same clinical sites UKF and KCL,
respectively, including similar patient cohorts and data sets [174].

Figure 3.2 highlights data completeness considerations for a patient in the UKF cohort.
Two gaps in the data as well as missing seizures can be seen in this example. The recording
for this patient is missing approximately 30 % of its expected data, and 17 of 33 seizures (52 %)
were missed as a result.

Data quality is an important property for any scientific data set. The quality of data col-
lected from wearable devices can be degraded by several issues related to the sensor hardware
and application. Any physical sensor has mechanical or electrical imperfections that can pro-
duce sensor noise. Imperfections can also be caused by external stimuli introducing an un-
wanted variation of the data, a so-called artifact. These artifacts can sometimes be corrected
after data collection, but other times completely disrupt the underlying data. A relevant exam-
ple is motion artifacts in the photoplethysmography (PPG) data collected from the Empatica
E4 device. A PPG sensor works by measuring the light reflection of the skin, which changes



54 CHAPTER 3. METHODS AND STUDY DESIGN

Spectral Entropy in band [0.50 Hz - 3.00 Hz]

9a.m.
% -} = 1 §
© = IS
G
© 12p.m. | - ® M s T
(V] H =
ig "] *6
3p.m. - i Q
06 &
| -]
-]
6p.m. [ = - . _
9p.m. Seizures: |
— O Data Available
B No Data
1 2 3 4 5 6

Day of record

Figure 3.2: Spectral entropy of the blood volume pulse signal of the E4 device during the
recording of a single patient recruited at the UKF site. The signal gives an idea of the quality
of the blood volume pulse (BVP) data for HR calculation; low spectral entropy (blue) indicates a
higher quality signal with fewer artifacts. The gaps show times when there was a problem with
the recording and no BVP signal was present. The green circles mark seizures during which
wearable data were recorded; the red squares mark seizures where no data were available.
Remaster of Figure 3 in Bruno et al. [103].

with blood volume, that is, with each pulse. However, light from an external source, for exam-
ple, sunlight, can compromise the reflective value measured by the photodiode of the sensor.
If the device was not tightly fastened around the wrist, the actual BVP data for that segment
are not recoverable. This can be a considerable problem for data collection during physical
activity or during convulsive seizures. Another source of poor data quality is inaccuracies
introduced by the sensor, for example, caused by faulty or deteriorated hardware.

To measure data quality, numerous methods can be found in existing literature, and are
usually specific to a certain sensor modality [159, 212, 257, 300, 301]. Figure 3.2 shows a plot
of the spectral entropy calculated from the Empatica E4’s BVP signal collected from a single
patient at the UKF site, as an example of a data quality measure applied to the wearable device
recordings. Spectral entropy gives an idea of the quality of the BVP data for HR calculation.
Lower values mean the signal is of higher quality, that is, contains fewer artifacts. The signal
quality is generally higher overnight when patients rest. During the daytime, patients tend to
be more active, and the signal is prone to movement artifacts, represented by higher values in
spectral entropy.

Seizure detection evaluation

The common goal of most epilepsy-related studies with wearable devices is to achieve robust
seizure detection and prediction. Reporting results of evaluations of these methodologies is
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an important part of any study and should follow a defined protocol and refer to specific
standards [212]. Sensitivity and specificity are the two cornerstones of reporting results of
binary classification, especially in a medical context. Sensitivity, also often called recall in
a machine learning context, measures the proportion of true positives (TPs) to all expected
positive instances. It must always be reported as a study outcome, because for seizure detection
it directly describes the respective methodology’s ability to robustly detect seizures from the
wearable data. On the other hand, specificity measures the proportion of true negatives to all
expected negative instances. To report measures like specificity based on negative instances
in the context of wearable seizure detection, the data stream must be segmented into equal-
sized portions of either the seizure or non-seizure class. Due to the large data imbalance of
these two classes that is usually observed in epilepsy studies, with sometimes multiple days
of non-seizure portions in the data interrupted only by often minute-long seizure portions,
the specificity measure is artificially boosted to consistently report values of, for example,
>98 %, even if there are many false positives (FPs). Because of this lack of informative value,
specificity is often omitted when reporting on the performance of a seizure detection system.
Instead, the false alarm rate (FAR) or positive predictive value (PPV) can be reported as inverse
measures of a seizure detection system’s ability to correctly identify non-seizure periods. The
FAR reports the number of false detections over a certain timespan, often chosen as a day
(24 h). For example, a FAR of 0.5 per 24 h would mean that the system, on average, produces
one false alarm every 2 days. FAR can also be separately reported for daytime and nighttime
periods, as false nocturnal alarms may be much more disrupting and less acceptable to patients
and caregivers. The PPV, also often called precision in a machine learning context, is the
proportion of TPs to all detected positives. It thus gives a measure of the number of FPs to
TPs, for example, a PPV of 50 % would describe a result of the same number of FPs as there
are TPs. At least one of these measures, FAR and PPV, must always be reported as a study
outcome, to properly convey the number of FPs a system is likely to produce. One possible
way to counteract false alarms could be to ask patients to perform specific periodic movements
like brushing their teeth. These movements, recorded by the wearable, could then be used to
adjust a model to be more robust against non-epileptic activities of daily living.

To visualize the results of an evaluation of a seizure detection model, or to compare the
performance of multiple models, the receiver operating characteristic curve is a widely used
and accepted tool. It plots the probability of detection against the probability of false alarm (FP
and TP rates) of a binary classifier at varied discrimination thresholds. Thereby, it visualizes
the trade-off a model makes between detecting true events and producing false alarms.

For all of these measures, there is generally a trade-off between reporting them on a per-
patient basis and taking the mean across patients or reporting the overall value over the whole
applicable data set. Optimally, both aggregations should be reported in the outcomes of a study,
as they often both provide slightly different but equally worthwhile conclusions.

3.1.5 Data Sharing

Free and open platforms for sharing data and facilitating collaboration are important research
resources. Open databases (from which data can be explored and downloaded), and novel al-
gorithms and source code (that can be shared between collaborators) are important tools in
neuroscience projects. Different examples can be cited, including openneuro.org, epilepsye-
cosystem.org, ieeg.org, and physionet.org. Research teams should be encouraged to share raw
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data and data processing scripts to allow replication and validation of results. Online com-
petitions have also been successful at fostering the development of high-performance seizure
detection and forecasting algorithms based on intracranial EEG [238, 253, 254], and similar
results with wearable data could be expected. Moreover, sharing data, methodologies, and
results with partner organizations, like other clinical centers or even device manufacturers,
can be greatly beneficial to the advancement not only of the research field of wearable seizure
detection in general but also the usability and development of new devices and technologies.
This includes the sharing of raw data collected during studies, as well as any scripts and soft-
ware used in the processing and scientific analysis of the data, especially concerning seizure
detection. To facilitate data sharing, a standardized data format and schema should be adopted
to prevent the use of different and potentially not compatible formats. This would promote the
replication and validation of results in a collaborative manner and encourage the aggregation
of data across research groups. In the long run, giving valuable and constructive feedback on
device performance and usability to manufacturers, and sharing these experiences with other
organizations, could be a huge boon to possibilities in the treatment of epilepsy, and patients
with epilepsy by extension. To accommodate and facilitate the aforementioned sharing of data
and experiences, however, a need for open and structured systems and forums exists. Here,
clinicians, researchers, developers, manufacturers, as well as patients could collaborate and
contribute to the advancement of the treatment of epilepsy with the use of wearable devices.
And although strict data protection rules like the EU GDPR may hinder collaboration, these
restrictions do not negate the major benefits of sharing pseudonymized or anonymized data
for research progress and patient care.
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3.2 Data Collection and Preprocessing

In this section, further details on data collection procedures and data preprocessing are com-
piled. This section is not part of the publication included in Section 3.1. The device used
most prominently in the data collection studies at both clinical centers, the University Medi-
cal Center Freiburg and the King’s College Hospital London, and which was selected for the
data analysis and evaluation studies included int his thesis, was the Empatica E4 (Empatica
Inc., Boston, MA, USA). Section 3.1.2 and Section 3.1.3 already highlight some information on
these topics, which is extended here by more technical detail.

3.2.1 Empatica E4 Wearable Device

Data / Charging
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Figure 3.3: The Empatica E4 wrist-worn wearable device. (left) Front view, including the sta-
tus light-emitting diode (LED) and button in the foreground and the two electrodermal activity
(EDA) electrodes in the background, attached to the wrist strap. (right) Back view, including
the photoplethysmography (PPG) and skin temperature (TMP) sensors at the backside of the
device body, as well as a data and charging connector. Source: empatica.com, own labeling.

The Empatica E4 wearable device, developed and manufactured by Empatica Inc., Bos-
ton, MA, USA, is a wrist-worn, research-grade monitoring device with a variety of integrated
biosignal sensors. It was independently certified by a notified body of the European Union as
a Conformité Européenne (CE) class Ila medical device. Figure 3.3 gives a high-level overview
of the device and its major components, and Table 3.2 compiles the key technical specifications
of the device.

The Empatica E4 integrates sensors recording ACC, EDA, PPG, and TMP biosignals. ACC
raw data are recorded at a sample rate of 32 Hz with a sensitivity range of —2 g to 2 g. Ranges of
+4 g and £8 g can be set with custom firmware in agreement with the manufacturer, but this
was not done for any of the data collected in the studies included in this thesis. The EDA signals
are recorded at a sample rate of 4 Hz with a measurement range of 0.01 uS to 100 uS, using
the exosomatic methodology with an alternating current source (see Section 2.2.2). The silver
electrodes are integrated into the wristband and placed on the inner wrist. The PPG signals
are captured at 64 Hz, with an array of two green and two red LEDs, and two photodiodes.
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Table 3.2: Technical specifications of the Empatica E4 device.

‘ Empatica E4

Manufacturer | Empatica Inc., Boston, MA, USA
Certification | CE class Ila medical device
Body Position | commonly wrist, ankle possible
Biosignals | ACC, EDA, PPG, TMP
Sampling Rates | 32 Hz, 4 Hz, 64 Hz, 4 Hz
Measurement Ranges | —2gto 2g, 0.01 puS to 100 uS, N/A', —40°C to 115°C
Battery Life | 12h to 48 h, dependent on recording mode and battery
Recording Mode | on-device storage? or Bluetooth streaming®

Other Features | IP22* drip-resistant; status LED; event marker button

! The blood volume pulse (BVP) output data are given in arbitrary units and has no relevant measurement range. 2
Storage capacity of up to 60 h. * Wireless connection range of up to 10 m. * Ingress protection code (International
Electrotechnical Commission standard): protected against ingress of solid foreign objects of >12.5 mm diameter

(e.g., fingers) and dripping water at angles of <15°.

The device output is BVP data, computed by a proprietary algorithm from both green and red
light reflectance values, and given at the same sample rate. Finally, the TMP data are sampled
at 4 Hz with a measurement range of —40 °C to 115 °C.

The Empatica E4 supports two data acquisition modes: a local storage recording mode
and a Bluetooth streaming mode. The two modes are mutually exclusive; If the device is
connected to a Bluetooth device no data will be recorded on the internal storage. In local
storage mode, the data are stored on an internal device memory and will be transferred to a
Windows or Mac application running on an external computer whenever the E4 is connected
to it by Universal Serial Bus cable. The raw data are however not directly accessible at this
stage, and are transferred by internet connection to cloud-storage servers operated by the
device manufacturer, to be viewed and downloaded via an online data dashboard.

Alternatively, the device can be connected via Bluetooth to an app running on a mobile
device, which in turn reads previously stored or currently streaming data and uploads them to
the same manufacturer-controlled servers. In addition, software development kits (SDKs) are
available for the Android and iOS platforms to develop a custom data streaming application.
For the realization of the studies such an application was used, avoiding the usage of third-
party cloud storage (see Section 3.2.2). While in streaming mode, the Empatica E4 does not
employ a data buffer, such that any data that are not transmitted to the companion device will
be lost. Furthermore, it does not feature an automatic reconnect functionality, rather powering
off once the Bluetooth connection has been severed.

In streaming mode, which was used for all the data collection included here, the device
has a battery life of up to 24 h, depending on the quality of the battery. The device has one
physical button, serving as an on/oft/reset switch as well as an event marker button, which
was however not used in the data collection procedures. A status LED at the front of the device
notifies the user of the current data acquisition mode as well as a low battery, a full internal
storage, or other potential issues. The Empatica E4 is rated as [P22 drip-resistant, meaning it
can withstand some light water dripping vertically or at a slight angle on the device, but it
should not be used, for example, in the shower or submerged in water.
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Figure 3.4: High-level overview of the complete data collection pipeline, from Empatica E4
wearable device to raw data CSV files that can be used in further data analysis.

3.2.2 Implementation of Data Collection

In conjunction with the centerpiece of the data collection, the Empatica E4 wearable device,
several other systems were deployed to facilitate biosignal data acquisition' [291, 302]. As a
direct companion to the wearable, an Android device* was used to run a custom open-source
application that connects to the wearable by Bluetooth. Furthermore, a data ingest and pro-
cessing infrastructure was deployed on a server machine, handling the data collected and sent
by the app via standard wireless network connection. The raw data were then stored on a
network-attached storage server in human-readable, comma-separated text files for later pro-
cessing and analysis. Figure 3.4 gives an overview of the full data collection pipeline, as also
further described in the following.

The Android app uses a SDK provided by the manufacturer to connect to the E4, receive
new raw data, and decode them from a binary format to appropriate floating-point numbers.
The Empatica E4 sends data in batches, which the app receives together with a time stamp
per sample that derives from the wearable’s internal real-time clock. This clock is updated
to the current time of the Android companion device only at the start of each connection
session. The app then collects all of these samples of raw data, grouped by biosignal modality,
supplementing each with a secondary time stamp of the Android operating system (OS) time
at the moment of receiving. This OS-specific time is regularly synchronized with the internal
time of the video-electroencephalography (VEEG) system of the epilepsy monitoring unit. The
app then regularly sends the collected data to an ingest-, processing-, and storage server.

radar-base.org
2UDOO NEO all-in-one mini computer, or Samsung Galaxy Tab A (SM-T580) tablet
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The server application is divided into multiple consecutive parts. A web server handles all
incoming requests or data packets (sent over the internet via HTTPS), forwarding them to the
correct component. A distributed stream processing platform (Apache Kafka) ingests new data
packets on a variety of data topics, that is, it receives data in batches and grouped by biosignal
modality, serializes and schematizes that data, and stores it for the short-term. Thereby, it
can efficiently handle multiple clients sending data in parallel and in real-time while keeping
references to client identifier, biosignal modality, and other metadata, per sample. In a next
step, the received and processed data are transferred to a more long-term storage component
(Apache Hadoop distributed file system (HDFS)), saving the data on disk and easily accessible
to other processes on the server. In order to facilitate data analysis and sharing, in a final step
the data are encoded into human-readable comma-separated values files, which can be copied
to other computers and easily read into standard data analysis software.

3.2.3 Data Preprocessing

All data processing and analysis performed in the studies included in this thesis was done
using MATLAB, developed by MathWorks Inc, Natick, MA, USA, in different software versions
depending on the most recent release version available at the time. After raw sensor data were
collected from study participants, several preprocessing procedures were applied in order to
prepare the data for further analysis, for example, feature extraction (see also Section 1.3.3).
The specific actions relevant to the analysis performed here were deduplication of data sam-
ples, correction of timestamp drift, and discovery of viable data blocks.

The timestamps attached to each sample of wearable data, both the native E4 stamp and
the Android OS time, are given as Unix time', that is, the number of seconds elapsed since
1970-01-01 00:00:00 UTC. Here, the timestamps are numbers in floating-point for-
mat at millisecond precision. The raw Empatica E4 data can sometimes contain two data sam-
ples with the exact same timestamp, due to unknown device-internal reasons. Data analysis
methodologies generally expect time series data to be unique with respect to sample times-
tamps. Thus, immediately after reading the data into memory, samples with the same times-
tamp as the one before it were removed.

As outlined in Section 3.1.2, inaccuracies in the real-time-clock circuits of wearable de-
vices may lead to some differences between the device time and the real time (or vEEG time).
The two times may drift apart by several seconds over multiple hours of recording, and the
rate of drift is not necessarily linear and not the same for different E4 devices. Furthermore,
since the E4 device does not allow a regular automatic synchronization of the internal device
time with some external time source, the recorded timestamps needed to be corrected retroac-
tively. To this end, the timestamp drift was estimated to be linear over short timespans and
between points of greater than normal change in time. The drift itself was calculated by taking
the difference between the Empatica E4 and Android OS reference time, which was regularly
synchronized with the internal vEEG time. The estimated short-term linear segments of the
drift were then subtracted from the same, resulting in new timestamps for each sample that
are in line with the reference time, within a margin for error of less than one second. Fig-
ure 3.5 gives an example of this procedure for a multi-day Empatica E4 recording, including
several disconnects and reconnects showing as jumps of the drift to zero due to the one-time

L Also known as “POSIX time” or “Epoch time”
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Figure 3.5: Example of the timestamp drift correction for multi-day E4 data. Shown are the
increasing drift of native E4 time vs. the Android OS reference time (blue); The estimated
correction applied to the native E4 stamps (dashed); And the difference between the corrected
and the reference time (red). The visible reoccurring small changes in drift originate in the
reference time and are not present in the native E4 or corrected time. Points in time when
the drift reverts to zero are related to the E4 device having been reconnected to the Android
companion device, triggering a one-time automatic update of the internal device time.

automatic synchronization with the Android companion device whenever the E4 connected
to it.

The seizure detection methodologies and machine learning algorithms used in the analysis
rely on gap-less data for all included biosignal modalities. However, the Empatica E4 does not
reliably provide data from all sensors at all times during the recording. In fact, the raw data
set contains several sometimes hour-long periods where data of one modality is present, but
not of another. These gaps were furthermore found to always be larger than one second.
Thus, to facilitate efficient analysis, gap-less data blocks including full data from all three
relevant biosignal modalities (ACC, EDA, BVP) were discovered. To this end, the raw data
were traversed in one-second steps, and those parts that did not contain at least one sample
from each modality within one second were disregarded.
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3.3 Summary

This chapter highlighted clinical study design principles, data collection procedures, and con-
siderations concerning the data quality and performance evaluation. Methodologies with re-
spect to feature extraction and seizure detection were distinctive per analysis, and are fur-
ther explained in each respective part of the thesis. The data collection studies referenced in
this thesis were conducted at two European epilepsy centers, the University Medical Center
Freiburg and the King’s College Hospital London.

Study aims for wearable device studies in epilepsy inform aspects like patient selection,
choice of device, and data analysis. Specifically, the seizure types targeted for detection are the
decisive element. For example, seizure types that do not predominantly include movement of
the limbs as a symptom may require different biosignal sensors to collect meaningful data for
seizure detection, as compared to convulsive seizures. Here, convulsive tonic-clonic seizures
and focal seizures with motor components were the target of seizure detection, and as such
the Empatica E4 wearable device was considered to be the best choice. Furthermore, patients
with known motor seizures of any kind were included as participants in the studies, whereas
patients with a history of only non-motor semiologies were not included in the subsequent
data analyses.

The Empatica E4 is a research-grade wrist-worn wearable certified as a medical device
for epilepsy monitoring, and provides access to the raw data of the biosignal modalities ac-
celerometry, electrodermal activity, and blood volume pulse (BVP), which were used in the
seizure detection methodologies presented here. Study participants also underwent video-e-
lectroencephalography (VEEG) monitoring at the two epilepsy centers the studies were con-
ducted at. Epileptologists created expert annotations of seizure onset and offset times as well
as type and included semiologies, serving as a ground truth for the evaluation of the seizure
detection algorithms. The wearable data were collected via an open-source Android appli-
cation and server infrastructure, with the E4 device streaming data via Bluetooth. The raw
data time series were synchronized to the vVEEG data in a preprocessing step, among other
preparing procedures like deduplication and viable data block discovery.

Several aspects with respect to the effective reporting of evaluation results were also in-
troduced. The data and signal quality provided by the data collection procedures are relevant.
Hardware and firmware constraints of the wearable device, along with the data streaming col-
lection mode, resulted in a substantial loss of data samples for most study participants. Fur-
thermore, the signal quality of especially the BVP data is heavily impacted by motion artifacts,
which needs to be kept in mind for those analyses utilizing this signal.

To evaluate seizure detection methodologies, several established metrics were introduced
enabling gauging of the performance of a detector, as well as comparing it to other detectors.
The sensitivity of a detector measures how many events were correctly classified out of all true
events. The false alarm rate gives an estimate of how many false detections a model would
make per a span of time. The positive predictive value is the proportion of true detections to
all detections, informing about the relative amount of false alarms.
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ONVULSIVE TONIC-CLONIC SEIZURES, while not the most predominant seizure type among
C patients with epilepsy in terms of incidence and prevalence, are among the most dan-
gerous, and also widely known, seizures that can occur. With regard to automatic seizure
detection with wearables, early warning, alarm, and automated diary systems are all relevant
in some way. This thesis, however, focuses primarily on the context of seizure diaries. Both
generalized tonic-clonic seizures and focal to bilateral tonic-clonic seizures are included in the
studies presented here, considered to be reasonably straightforward to detect with data from
wearable biosignal sensors.

The first part of this chapter includes a study centered around the assessment of a con-
vulsive seizure detection methodology, employing features from accelerometry (ACC) and
electrodermal activity biosignal data and a boosting ensemble machine learning model. The
evaluation shows that the technique performs at least as good as some of the current best
published detection systems in similar contexts.

The second part of the chapter examines the possibility to use wearables to detect and
monitor post-ictal immobility, a state of unconsciousness and no movement that often occurs
after patients have had a convulsive seizure and can foreshadow sudden unexpected death in
epilepsy (SUDEP). A simple heuristic approach based on ACC data can robustly detect this
period in a data set of convulsive seizures recorded in the hospital.

The detection of post-ictal immobility highlighted in the second part is specifically de-
pendent on prior knowledge of a seizure, and thus would need to be joined with an automatic
seizure detection in order to be used in a real-world alarm system for heightened susceptibility
to SUDEP. While the detection methodology presented in the first section is not immediately
compatible, it could potentially be adapted for this purpose, which is further explored and
discussed in the summary of this chapter.
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4.1 Detection of Tonic-Clonic Seizures

[104] = Bottcher, Sebastian, et al.

Detecting Tonic-Clonic Seizures in Multimodal Biosignal Data From Wearables:
Methodology Design and Validation

2021, JMIR MHealth and UHealth, po1:10.2196/27674

Parts of this publication were removed or edited to fit into the composition of this complete
thesis. No substantial changes altering the results were made.

Own Contributions:

« All, except clinical expertise and the data collection at the KCL site

4.1.1 Introduction

Background

Epilepsy is one of the most common chronic neurological diseases, with a reported yearly
worldwide incidence of more than 60 per 100,000 individuals [15]. Epilepsy also has a remark-
ably diverse set of indications, with several different types of symptoms and characteristic
seizures of varying severity. Seizures are usually distinguished by their onset in the brain, focal
or generalized. They can involve a variety of different combinations of symptoms, including
impaired awareness or loss of consciousness; cognitive, emotional, or sensory abnormalities;
sudden changes in the autonomic nervous system; or motor manifestations such as spasms,
automatisms, or tonic and clonic movements of the limbs [27]. These convulsive seizures, par-
ticularly focal to bilateral or generalized tonic-clonic seizures (TCSs), are the most dangerous
type of epileptic seizures. They imply loss of consciousness and loss of motor control with
considerable risk for physical harm and can transition to life-threatening status epilepticus or
sudden unexpected death in epilepsy [303].

For the diagnosis and treatment of epilepsy, clinicians rely on patient self-reporting and
structured diaries, counting the number of seizures a patient had in a certain time frame.
However, personal diaries filled out by the patients themselves have been proven to be very
unreliable, with frequent undercounting because of a lack of awareness of seizures [54, 304].
An objective seizure diary is therefore needed to obtain valid data on seizure occurrence, con-
tributing to improved guidance for the treatment of people with epilepsy. Wearable non-elec-
troencephalography (EEG) devices (wearables) could provide data for such a diary. They are
discreet and unobtrusive, contrary to many wearable EEG devices that are often cumbersome
and stigmatizing [305], although some less obtrusive wearable EEG systems are in develop-
ment [119, 306]. Moreover, a robust detection of convulsive seizures with wearables, paired
with identification of seizure-related risk factors [105], could be of great clinical importance
and provide essential information for the identification of seizure-related sudden unexpected
death in epilepsy risk factors.

Although seizure detection with non-EEG wearables is a relatively new field in epilepsy
research, there have already been some studies that have demonstrated the viability of this
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kind of system. To date, most studies have concentrated on a single biosignal modality for
training a seizure detection model, with a minority using a multimodal approach [106, 295].

Objective

In this study, an automatic seizure detection system for TCSs is presented, using supervised
machine learning that is straightforward to implement and reproduce. The detection model is
evaluated on a newly recorded data set from a multicenter clinical study with wearable non-
EEG devices. Finally, the detection system, its performance, and its limitations are discussed
and an outlook of possible further applications for this detection approach are concluded.

4.1.2 Methods

Data Set

During the course of the study, between July 2017 and February 2020, studies collected wear-
able device data from 243 patients diagnosed with epilepsy: 70.7 % (172/243) of patients were
recruited at the epilepsy monitoring unit (EMU) of the University Medical Center Freiburg, and
29.2 % (71/243) of patients were recruited at the EMU in the neurophysiological department of
the King’s College Hospital London. Patients with a diagnosis of epilepsy in the age range of
7 to 80 years were recruited, unless they had vigorous involuntary non-epileptic movements.
Consecutive patients were admitted to their respective EMU as part of their standard epilepsy
clinical care, for differential diagnosis or for presurgical evaluation, and may have had their
antiepileptic medication reduced during the recording. All patients were continuously moni-
tored via a video-electroencephalography (VEEG) system during their stay in the EMU. Clinical
experts manually reviewed the video and EEG data for all participants and labeled type, onset,
and offset for all seizures. Specifically, they also labeled the onset and termination of every
motor manifestation, including the tonic and clonic phases of each seizure. These labels were
then used as the ground truth in the training and testing phases of the evaluation.

Participants wore a variety of different wearable devices across the 2 sites. However, the
only device worn by participants from both sites was the Empatica E4 (Section 3.2.1; Empatica
Inc., Boston, MA, USA). Owing to battery limitations, each participant was assigned 2 devices,
between which they changed twice daily to ensure continuous recordings. The wearable de-
vice recorded 3-axis accelerometry (ACC) at a sample rate of 32 Hz, electrodermal activity
(EDA) at 4 Hz, and photoplethysmography (PPG) at 64 Hz, which was processed on the device
to a blood volume pulse signal. Participants generally wore the device on the arm that was
most involved in motor semiology during seizures, that is, the arm that presented the most
substantial movements. In the set of 10 participants with TCSs included here, each wore the
device on their non-dominant hand, except for 2 participants included in this study who spec-
ified that they were ambidextrous. The study and recording procedures are further described
in Chapter 3.

All recruited patients provided written informed consent, and the study procedures were
approved by the ethics committee at the University of Freiburg (538/16) and the London Ful-
ham Research Ethics Committee (16/LO/2209; Integrated Research Application System project
ID216316).
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Features

An extensive feature set was created from the ACC and EDA signals, encompassing 141 ACC
and 10 EDA features, at sliding window sizes of 2, 10, and 20 seconds for the ACC features,
and 5, 10, and 20 minutes for the EDA features. PPG signals were not analyzed in this study
because of major ictal movement artifacts resulting from the convulsive TCSs. Although ar-
tifacts in PPG data can still convey information, in that the presence of noise itself can be
information, the choice was made to omit it here in favor of focusing on the other 2 biosig-
nals, because the information of PPG motion artifacts is naturally included in the ACC signal
as well. The ACC features included a variety of different time and frequency domain features.
The EDA features represented the skin conductance level (SCL), that is, tonic low-frequency
EDA changes, and skin conductance response rate (SCRR), that is, phasic or higher-frequency
EDA changes, calculated against a baseline.

As detection models usually perform most effectively with smaller feature sets, both in
terms of computational cost and prediction performance [307], the number of used features
was reduced considerably. For this feature selection, related literature in the field of wearable
seizure detection was consulted to narrow down window sizes that effectively capture rele-
vant signal changes in time and identify feature types that were successfully used previously.
Thereby, a window of 10 seconds for the ACC features was selected [214, 215, 224], and a
longer window of 5 minutes for the EDA features to capture the tonic changes in the EDA
signal that evolve over longer periods [153]. The feature data were then visualized in a period
around the seizure, overlaid over each other, and for all features separately. In addition, the
mean and standard deviation (SD) for each data series was plotted. The data that were used
for these graphs were taken only from the seizures of participants that were not included in
the test set to be used in the out-of-sample performance evaluation (see Section 4.1.3). Fea-
tures showing recurrent typical ictal changes were then visually selected for further analysis
(Figure 4.1). Variable seizure durations were handled by upsampling shorter seizures by linear
interpolation to the length of the longest seizure among those plotted.

The resulting feature subset for the ACC modality consisted of the magnitude, zero cross-
ing rate, and recurrence plot features (Figure 4.1) [308]. For the EDA features, the area under
the curve and the maximum of the SCL within the window, and the SCRR were chosen, all
corrected against a baseline, which is an interval of the same duration as the feature window,
ending immediately before the beginning of the feature window. Thus, the resulting feature
set can be divided into 4 main feature groups:

1. Magnitude of the ACC signal (ACC = /2?2 + y? + 22):

(a) Raw ACC signal, over a 10 s window.

(b) Band pass filtered ACC signal over a 10s window. The band pass filter had a fre-
quency band of 0.1 Hz to 10 Hz, representing the linear component of the ACC
signal, and was applied before segmentation into windows.

(c) Low-pass filtered ACC signal over a 10 s window. The low-pass filter had a cutoff
frequency of 1 Hz, thus preserving only the gravitational component of the ACC
signal, and was applied before segmentation into windows.

2. Zero crossing rate of the ACC signal over a 10 s window, for each of the 3 axes, respec-
tively. The zero crossing rate is the number of times in a certain period the signal crosses
the value 0 over the same period.
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Figure 4.1: The overlaid feature value graphs for the four recurrence plot features calculated
from 10s windows of the ACC data. Graphs representing feature values for each individual
seizure (gray, background) are overlaid by the mean and SD. The green and red vertical mark-
ers represent the seizure onset and offset, respectively. All features are normalized between
—1 and 1 for this plot, independent of each other. Remaster of Figure 1 in Bottcher et al. [104].

RP: recurrence plot.

3. Four features calculated from the recurrence plot of the ACC signal:
(a) Determinism, that is, the percentage of points that form diagonal lines of a minimal
length.
(b) The Shannon entropy of the probability that a line has a certain length.
(c) The average diagonal line length.
(d) Recurrence rate, that is, the density of recurrence points.

4. EDA-based features over a 5 min window, minus the same value in the 5 min before the
feature window:

(a) The area under the curve of the SCL was calculated as the moving mean of the raw
EDA signal over a 1 min window.

(b) The maximum value of the SCL calculated as above.



4.1. DETECTION OF TONIC-CLONIC SEIZURES 69

(c) The SCRR was calculated as the number of threshold crossings of the first deriva-
tive of the smoothed EDA signal within the window.

To accommodate the different window sizes over which the ACC and EDA features are cal-
culated, a fixed interval between feature window applications was applied. Thus, all features
are calculated at fixed time points, with their respective windows centered on each consecu-
tive point, creating the same number of feature vectors for both the ACC and EDA features
over a segment of data. This enables the use of the complete, merged feature space as the sin-
gle input into a detection model for training [106]. The interval between the fixed time points
for feature calculation was chosen to be 2 seconds. Figure 5.2 and Figure 5.5 give a graphical
representation of the feature computation methodology.

Seizure Detection

A gradient boosted decision trees (GBT) model [309] was used as the detection model for the
TCSs. Although similar to the well-known random forest (RF) method in being a set of trees
that are grown with training data, a GBT model builds trees as weak learners in an additive
manner. The model is improved with each new weak learner that is added to the ensemble,
whereas the RF model trains all trees in parallel and independent of each other. Weak learners
in this case are trees with a very low number of splits, down to decision stumps with just 1
split. This results in an overall lower bias and similar variance for GBT models compared with
RF models at the cost of higher parameter tuning effort. Therefore, GBT models generally
perform better than RF models if tuned sufficiently, and they have been successfully used in
machine learning problems [95]. To tackle this tuning effort, a hyperparameter optimization
was performed over several of the model parameters in a leave-one-participant-out (LOPO)
manner. To this end, the data set was split into a training set and a test set. The training set
consisted of the 10 min peri-ictal data of 10 TCSs from 8 patients with epilepsy recruited at
the Freiburg site. The basic test set consisted of the complete data from 2 patients, 1 from the
Freiburg site and 1 from the London site with 11 TCSs (see Section 4.1.3). The hyperparameter
optimization only used the training set to keep the test set unknown to the model before
testing. All feature data were normalized between —1 and 1 before training and testing. For
training, the combined feature input for the model, that is, the peri-ictal feature data of 10
TCSs, were normalized, and for testing the complete feature data from the recordings for a
participant were normalized independent of the feature data of the other participants in the
test set.

The hyperparameter optimization was performed in a LOPO nested cross-validation man-
ner on the training set. The data for 1 of the 8 participants in the training set were kept back
as a validation set, and the model was trained on the seizures from the other 7 participants,
using only 10 min peri-ictal data for each seizure. This reduction of the training data to only a
small period around seizures helps with the large imbalance in the data set when comparing
ictal and non-ictal epochs. Once the model was trained, it was then tested on the complete
data of the validation participant in the respective round, and the process was repeated 7 more
times, cycling through the participants for validation. The mean score of the 8 validation runs
was then saved as the performance of the current parameter combination, and the entire val-
idation process was repeated for the next parameter combination. The parameters that were
tuned in the optimization and their divisions are listed in Table 4.1, with the resulting optimal
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Table 4.1: Parameters optimized in the gradient tree boosting machine hyperparameter opti-
mization and their optimization ranges.

Parameters Value range Description
Learning rate 1, 0.1%, 0.01, 0.001 The step size in the iterative
learning process, also called
shrinkage
Number of trees 25, 50, 100, 250%, 500, 750 The maximum number of
trees to produce in the
model
False positive cost 1, 10, 20, 30, 40, 50* Specific misclassification

cost for false positives when
weighting during the
learning process

Tree depth 1%, 2, 4,8, -1 The maximum number of
splits in the decision tree,
where -1 denotes one less

than the number of samples
in the training set, that is,
the maximum possible value

* The chosen optimal parameter combination.

parameter combination highlighted. In total, 720 parameter combinations were evaluated in
the hyperparameter optimization process.

Furthermore, the GBT model also had some fixed parameters that were the same for all
optimization runs. The boosting method used in the model was adaptive boosting for binary
classification [310], and the misclassification cost for false negatives was always 1. The hy-
perparameter optimization resulted in an optimal set of parameters that were subsequently
used in all the testing steps. The optimal parameter combination was chosen as the combina-
tion that achieved the highest sensitivity and lowest false alarm rate (FAR) during the LOPO
validation run of the parameter combination, prioritizing sensitivity. Model parameters not
specified here were left at their default values.

Evaluation

To process the model output and score its performance when compared with the ground truth,
the same method was used both in the validation during hyperparameter optimization and
later during the testing phase (see Section 4.1.3). Owing to the method of feature extraction
at fixed time intervals of 2 seconds, the output of the GBT model is a prediction vector con-
taining the predicted label every 2 seconds. The input labels, that is, the ground truth, and the
predicted labels were binary, denoting the classification of each 2-second interval to either be-
long to a seizure or not. Comparing the ground truth and the prediction labels for evaluation
can be done sample-wise by comparing each 2-second interval, or event-wise, by combining
consecutive intervals of the positive class to distinct events. In this analysis the latter method
was chosen, which requires postprocessing of the model output.
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First, the prediction output of the model was smoothed with a hysteresis-like filter to avoid
single-sample positives or gaps in consecutive positive predictions. To this end, all gaps be-
tween consecutive positive predictions smaller than 20 seconds in duration were filled out as
positive, thus creating continuous, longer events from short neighboring positive predictions.
Thereafter, all consecutive positive predictions of a certain length were discarded. This value
was chosen to be 4 seconds, as it provides a good balance between discarding short, single-
sample predictions and still keeping possible relevant events. Thus, the prediction output of
the model can be matched to the ground truth per participant by counting overlaps of pre-
dicted positive events with a positive ground truth event as true positives (TPs) and predicted
positive events with no overlaps in the ground truth as false positives (FPs). The number of
false negatives is then the difference between TPs and the number of seizures a participant
recorded. The number of true negatives was not considered for this evaluation, as the sensi-
tivity and FAR are sufficient to evaluate a methodology for seizure detection. Unless otherwise
stated, the reported sensitivity Sens = TPZ% and FAR = 5 (f; I: ffec are calculated across all
relevant participants as a whole, not the mean over single participants.

All calculations for signal processing, feature extraction, and model development and eval-
uation were performed using MATLAB 2020a (MathWorks Inc, Natick, MA, USA).

4.1.3 Results

Overview

For the study presented here, only study participants with focal to bilateral or generalized
TCSs were included. This resulted in a data set of 21 TCSs from 10 participants, 9 from the
Freiburg site with 19 seizures captured, and 1 from the London site with 2 seizures captured.
The mean length of convulsive motor phenomena was 64 (SD 23) seconds. Table 4.2 lists the
clinical and demographic information of the participants. They were 40 % (4/10) female and
on average 32.7 (SD 11.2) years old. The etiology of epilepsy for 2 participants was unknown
at the time of recruitment. A total of 1 participant was diagnosed with generalized epilepsy,
and the other 9 were diagnosed with focal epilepsy. For all captured seizures, wearable device
data for at least 30 min before and after the ictal period were recorded in good quality; that is,
the recorded data showed no major artifacts or intervals with constant 0 amplitude on visual
inspection. A total of 612.6 h of data were recorded for the included participants with seizures.

Cross-validation Training

The training set used for hyperparameter optimization included 10 seizures from 8 partici-
pants and covered 414.7 h of wearable device data. With the best parameter combination, as
described above, the LOPO cross-validation could detect all 10 seizures (sensitivity = 100 %)
with a total of 8 FPs (FAR = 0.46 per 24 h). The FP rate was calculated as the ratio of total
FPs across all participants to the number of hours of recordings multiplied by 24, and not the
mean FAR across participants. In the training set LOPO cross-validation, 75 % (6/8) of FPs
were produced from the data of 1 participant and 2 by another. Thus, the other 6 participants
were free of FPs. All 8 FPs detected by the model during the LOPO cross-validation occurred
when the patient was off camera, for example, in the morning or evening when they were in
the bathroom for their daily washing routine.
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Table 4.2: Participants with recorded tonic-clonic seizures that were included in this study.
Wearable data recorded from these participants were used in the evaluation of the seizure
detection model. The recording duration is the duration that participants were wearing the
device, without accounting for data loss.

ID Gender Age Recording Epilepsy Epilepsy
Duration Origin Type
FR1 Female 35 years 5 days Unknown Focal (TLE)
FR2 Female 26 years 6 days Structural Focal (TLE)
FR3 Male 22 years 4 days Genetic Generalized
(IGE)
FR4 Female 34 years 4 days Unknown Focal (FLE)
FR5 Male 56 years 8 days Structural Focal (TLE)
FR6 Male 38 years 7 days Structural Focal (TLE)
FR7 Male 25 years 4 days Structural  Focal (xTLE)
FR8 Male 16 years 7 days Structural Focal (FLE)
FR9 Male 37 years 12 days Structural ~ Focal (xTLE)
LO1 Female 38 years 6 days Structural Focal (TLE)

TLE: temporal lobe epilepsy; IGE: idiopathic generalized epilepsy; FLE: frontal lobe epilepsy; xXTLE: extratemporal
lobe epilepsy.

Out-of-Sample Testing

The model was also tested using a previously unseen test set from the overall data set. This test
set included 11 seizures from 2 participants, 1 from the London site with 2 seizures recorded,
and the other from the Freiburg site with 9 seizures recorded, for a total of 197.9 h of test data.
The choice of training and test set was deliberate: With the relatively low number of seizures
and their distribution among participants in this data set, the goal was to train on as many
participants as possible while also having approximately the same number of seizures in the
test set. This allocation ensures a model that is not patient specific while keeping the training
and test sets balanced in terms of the number of seizures.

The GBT model with the optimal parameters and trained with all 10 seizures from the
training set could detect 10 of the 11 seizures in this test set (sensitivity = 91 %), without any
FPs. However, this test set was limited in that it was biased towards participants who had
convulsive seizures. Therefore, the test set was expanded to also include data from all 30
patients with epilepsy recruited at the London site that had data recorded with the wearable
device. Although this does not add more seizures to the test set for the model to detect, it
does add a considerable amount of data, improving the assessment with respect to the FP rate.
The expanded test set thus encompasses 1935.9 h of wearable device data from 31 participants,
including the same 11 seizures as before. In this data set, the same model produces 30 FPs (0.37
per 24 h). Further investigation of the FP distribution among the participants showed that 15
false detections resulted from a single participant who used a stepper during monitoring as
physical activity to trigger her seizures. All FPs for that participant were related to this activity.
Removing this participant, performing unnatural repetitive movements, from the expanded
test set lowers the FP rate to 0.19 per 24 h. Of the other participants in this expanded test
set, the data of 2 participants produced 3 FPs, respectively, whereas 9 other participants each
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Table 4.3: Per participant evaluation results, for participants with seizures recorded. The 3
totals given for the test set are (a) the total across the test set participants with seizures recorded
(N = 2), (b) the total when including all patients with epilepsy recruited at the London site
with data recorded (not listed, N = 31), and (c) the total when excluding 1 participant with
an artificially disproportionate number of false positives (N = 30).

ID Sensitivity FP FAR24 PPV Recording Seizure Type
Length
Training Set
FR1 1 (100 %) 0 0 100 % 59.6 h FBTCS
FR2 1 (100 %) 6 1.56 14 % 92h FBTCS
FR3 2 (100 %) 0 0 100 % 35.5h GTCS
FR4 1 (100 %) 2 1.34 33% 35.8h FBTCS
FR5 1 (100 %) 0 0 100 % 36.3h FBTCS
FR6 1 (100 %) 0 0 100 % 88.5h FBTCS
FR7 1 (100 %) 0 0 100 % 40.7h FBTCS
FR8 2 (100 %) 0 0 100 % 26.2h FBTCS
Total 10 (100 %) 8 0.46 56 % 414.7h
Test Set
FR9 9 (100 %) 0 0 100 % 112.2h FBTCS
LO1 1 (50 %) 0 0 100 % 85.7h FBTCS
Total (a) 10 (91 %) 0 0 100 % 197.9h —
Total (b) 10 (91 %) 30 0.37 25 % 1935.9h —
Total (c) 10 (91 %) 15  0.19 40 % 1870.3h —

produced 1 FP, with the remaining 19 participants being free of FPs. Thus, the FAR, when
calculated as the mean across all the included participants’ individual FARs, was 0.45 (SD 1.1)
per 24 h, and 0.29 (SD 0.53) per 24 h when excluding the participant with 15 FP. Table 4.3
provides a detailed overview of the results among the participants with recorded seizures.

Seizure Duration

The duration of detected seizures was significantly correlated with the vVEEG-based seizure
duration, as labeled by clinical experts (Figure 4.2). The true seizure duration here is based on
its clinical manifestation, that is, onset until offset of ictal motor phenomena related to TCSs.
In a Pearson correlation test, the correlation coefficient was r = 0.55, with P = 0.01. In
general, the seizure duration was underestimated by the model by approximately half of the
true duration, with a mean identified duration of 29 (SD 15) seconds versus the mean seizure
duration of 64 (SD 23) seconds. This may be reflective of the less severe movement amplitudes
during the tonic phases of the TCSs.

Feature Importance

Furthermore, the feature importance for the feature set was analyzed as a metric for the con-
tribution of a specific feature to the performance of the model. It was calculated as the mean
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Figure 4.2: Correlation of the true seizure durations as labeled by clinical experts and the ictal
durations detected by the gradient tree boosting machine model based on accelerometry and
electrodermal activity. The dotted line shows the linear regression fit across the data points.
The Pearson correlation coefficient was r = 0.55, with P = 0.01. The identity line shows that
the seizure duration is generally underestimated by the model.

feature importance over all trained GBT models in the LOPO cross-validation (Figure 4.3). The
feature importance was based on the Gini impurity, calculated such that the smallest possible
value was 0 [311]. Overall, all 4 feature groups, as described in the Features section, are repre-
sented in the resulting GBT model to varying degrees of importance. The top 3 features among
the feature set were that the Shannon entropy of the probability that a line in the recurrence
plot had a certain length calculated over a 10 s window of the ACC signal, the magnitude of
the band pass filtered ACC signal in a 10 s window, and the maximum of the SCL in a 5 min
window of the EDA signal, corrected for a baseline.

4.1.4 Discussion
Principal Findings

The results show that the GBT model can robustly detect TCSs from non-EEG wearable device
data. A sensitivity of 100 % (10/10) on the training set during a LOPO cross-validation, a
sensitivity of 91 % (10/11) on the out-of-sample test set, and a FAR of less than 1 per 5 days
in more than 1800 h of data indicates a sufficient robustness of this methodology to consider
it in designing an automated seizure diary. A large percentage of FPs occurred in a small
percentage of participants, with most other participants showing between 0 and 0.5 FPs per
day. Furthermore, in participants of the test set who had TCSs, no FPs were reported by
the model. In addition, all true detections of the model occurred within the ictal period of
the respective seizure, showing that the system has high accuracy. Evaluating a test set that
includes data largely from 1 site (London), while the model was trained exclusively with data
from the other site (Freiburg), shows the generalizability of the model.

Although the data set contains continuous circadian data, most TCSs occurred during
nighttime sleep. In the training set, 50 % (5/10) of seizures occurred while the patient was
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Figure 4.3: Feature importance, calculated as the mean feature importance of all models dur-
ing a leave-one-participant-out cross-validation, with the optimal parameters of the gradi-
ent tree boosting machine as reported in the Seizure Detection section. All the features are
shown as listed in the Features section (1: magnitude of accelerometry, 2: zero crossing rate
of accelerometry, 3: recurrence plot features of accelerometry, and 4: electrodermal activity
features). The feature importance is shown in logarithmic scale to better visualize smaller dif-
ferences.

awake, and in the test set, only 9% (1/11) occurred during wakefulness. Of these 6 awake
seizures, 2 seizures occurred when the patient was outside the bed. All TP detections, both
in the training set LOPO cross-validation and in the test set evaluation, occurred within the
ictal phase of the respective seizure. Conversely, all FP detections occurred when the patient
was awake and active, and most of them occurred during daytime. Patients were generally not
confined to their beds but rather to their hospital rooms. They could freely perform a variety
of activities of daily living, such as strolling across the room, going to the bathroom, brushing
their teeth, eating and drinking, and washing themselves. Movement patterns during these
activities, particularly if repetitive, could resemble those during convulsive seizures and may
be a common source of FP detections. However, false alarms during these activities when the
patient is awake could be ignored easily by way of patient validation and feedback to avoid
inappropriate interventions.
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Figure 4.4: The seizure of participant LO1 that was detected by the model. The raw ACC
signal is shown at the top, and the raw EDA signal as well as the best EDA feature (Section
Features, Feature 4b) at the bottom; all are normalized between —1 and 1, independent of each
other. The ictal tonic-clonic phase is overlaid in red, the true positive detection is overlaid in
green.

Feature Importance

The distribution of feature contribution to the performance of the model shows that all se-
lected features are used by the model to predict a seizure event, except for one, the recurrence
rate in the recurrence plot of the ACC signal. The least amount of importance is assigned to
the magnitude of the low-pass filtered ACC signal. This is an expected outcome, as this feature
represents the gravitational component of the movement, which is minimal during convulsive
seizures. During these seizures, almost all movements are part of the linear component, rep-
resented by the band pass filtered signal, which is also confirmed by this feature being one of
the most important in the model.

Among the EDA-derived features, the highest importance was consistently assigned to the
difference between the highest value in the feature and the baseline windows of the SCL. A
typical EDA signal progression in the peri-ictal period is a steep increase from a low pre-ictal
baseline during the ictal phase, followed by a shallow decrease in the post-ictal phase, spanning
multiple minutes. Thus, the feature based on the difference of the highest value between pre-
ictal, ictal, and post-ictal phases can sufficiently represent this trend, as evidenced by its high
importance. Figure 4.4 shows the EDA signal progression and the respective maximum SCL
feature during a seizure. The feature values are at their highest during the ictal phase, whereas
the raw EDA signal shows the typical progression described above.

False Negatives

There was 1 seizure the model did not detect among the training and testing data sets (Fig-
ure 4.5). This false negative was produced by one of the participants recruited at the London
site, and the seizure occurred during the night when the patient was asleep. The other seizure
recorded for this participant was successfully detected by the model. The raw data before and
after the seizure can shed light on why the seizure was rejected by the model, specifically look-
ing at the ACC response during the seizure, and the EDA trend going from the pre- to post-ictal
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Figure 4.5: The seizure of participant LO1 that was not detected by the model and the single
false negative that was produced during the evaluation. Note the differences in the EDA signal
progression in comparison to Figure 4.4, which shows a typical response. The raw ACC signal
is shown at the top, and the raw EDA signal and the best EDA feature (Section Features, Feature
4b) at the bottom; all are normalized between —1 and 1, independent of each other. The ictal
tonic-clonic phase is overlaid in red.

phase. The motion response in the ictal phase of the rejected seizure was a typical progression
from a short tonic phase at the beginning of the seizure to a longer, very pronounced, and
violent clonic phase, stopping promptly with the seizure offset, followed by a short phase of
post-ictal ACC silence. The raw EDA signal, however, follows a progression directly opposite
to the signals from all other TCSs in the data set. The signal shows a steep decrease from a
high baseline during the ictal phase and remains at a lower level in the post-ictal phase com-
pared with the baseline in the pre-ictal phase. Figures 4.4 and 4.5 show the comparison of data
from the 2 recorded seizures from participant LO1, with the detected seizure being represen-
tative of all other TCSs in the data set, especially those in the training set that created the
model. Both seizures showed similar ACC data and a similar change in the ACC-based feature
values. However, the EDA data and feature values were visibly opposite. This confirms that
the model was trained properly on both the ACC and EDA features and that both modalities
contributed to the model’s classification of seizure occurrence. Thus, the misclassification of
1 event was due to atypical raw data and confirmed that the model included EDA features in
its classification.

A possible explanation for the unusual EDA signal during this seizure could be that the
EDA electrodes lost adequate contact with the skin, and it was not fully re-established after
the seizure. This could be caused by an improperly worn wearable device, or a loss of contact
owing to the wearable device coming into contact with an external obstacle such as being
pressed into the bed, slightly raising the EDA electrodes off the skin.

Related Work

The research that is most closely related to the premise of this study is certainly that of Onorati
et al. [224]. In their work, the Empatica research group developed a seizure detection model
based on wearable data from the same device used in this study, Empatica E4. They used a
support vector machine trained with 25 ACC as well as EDA features that were not further
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specified to detect convulsive seizures and achieve a very good performance, with their best
classifier reaching a sensitivity of 94.5% and a FAR of 0.2 per day on 55 seizures from 22
patients. The work presented here is on par with their results and reinforces their findings.
It is shown that results of this quality can be achieved with a relatively basic methodology,
which is described in greater detail here, making it fully accessible and reproducible. The
methodology may even be transferrable to other diseases with convulsive attacks, such as
paroxysmal dystonia® or psychogenic non-epileptic seizures. Thus, the study described here
could be used as a stepping-stone for further work not only in epilepsy research but also in
other medical fields.

In a further study, Kusmakar et al. [215] used a monomodal support vector data description
model on wearable ACC data to detect 21 generalized TCSs from 12 patients, with a total
recording length of 966 h. The outlier classification model could achieve a sensitivity of 95 %
in a LOPO cross-validation, with a mean FAR of 0.72 per day. However, their model generated
FP detections across almost all of the 12 included patients, showing a general trend toward FP
detections independent of patient selection, whereas the model evaluated here could achieve a
generally lower FP rate on both the training and test sets, also revealing certain patients with
a disproportionate FAR.

Arends et al. [226] used the LivAssured NightWatch wearable device in a large ambulatory
long-term monitoring study, collecting 908 convulsive seizures from 28 patients over more
than 1800 nights. The device collects ACC and PPG signals from the patients’ upper arm,
specifically during the night. Their thresholding algorithm could detect 86 % of the recorded
seizures, with a positive predictive value of 49 %, indicating that roughly half of all predic-
tions were FPs. Although the methodology introduced here produces slightly worse results
with respect to the overall FAR, the studies differ in that the NightWatch study only assessed
nocturnal data with patients at rest, whereas the assessment presented here, based on contin-
uous data comprising wakefulness and sleep, showed the model’s ability to correctly detect
daytime seizures; notably, all the FPs were generated while the respective patient was awake
and active.

In a more recent study, Johansson et al. [214] used wrist-worn ACC sensors to detect 37
TCSs from 11 patients with 666 h of data. They evaluated 3 different types of models on a test
set of 10 seizures and obtained the best result using a RF algorithm, detecting 9 of 10 seizures
with a FAR of 0.24 per day. However, the evaluation of FPs is constrained to patients with
TCSs, introducing a certain bias in patient selection. In this evaluation, a control group of up
to 29 participants without TCSs recorded was added, with the model achieving a similar FAR,
while also only producing FPs on these participants without seizures, whereas the participants
with TCSs had no false alarms.

Limitations

The methodology for TCS detection described here also introduces some limitations, one of
which is the long feature window used for the EDA feature computation. A 5 min long window
enabled the inclusion of tonic changes in the EDA signal spanning over multiple minutes
in the post-ictal phase. However, this automatically introduces an inherent detection delay,
as a real-time system would need to first collect these data before being able to extract the

! A neurological hyperkinetic movement disorder causing sudden pain, tremors, or abnormal movements of
the body, limbs, or face
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EDA features and detect a potential seizure. Thus, this methodology would not be suited
as a real-time warning system. Another limitation is the constraint of the model to detect
only TCSs. As the model training process relies on data from the accelerometer sensor, non-
motor seizures cannot be detected with this set of modalities and features. Future work will be
needed to assess the contribution of the PPG and EDA sensors in detecting non-motor seizures.
Furthermore, the performance of the specific model trained here is likely not sufficient to be
deployed directly as an automatic seizure diary, especially considering its constraint on TCSs,
which can be infrequent in everyday life. Additional work and more training data would be
needed to create a system that is usable in clinical practice, possibly even shifting to a semi-
personalized model that can be reinforced over time by patient feedback.

One of the most prevalent limitations in many studies in this field is the controlled in-
hospital setting in which wearable device data are collected. Although patients in this study
were able to perform some activities of daily living in and around their bed and were able to
walk within their hospital room, the likelihood of false positive generation can be assumed to
be higher in an outpatient setting. False alarms during physical activity could be addressed by
actively involving the patient through validation and feedback, for example, by giving them
a chance to review seizure diary entries. Nevertheless, transferring this methodology to an
ambulatory setting will require extensive modifications and reevaluation with data recorded
in everyday living situations that include a gold standard for seizure labeling. In any case,
a robust classifier that has a likelihood of working in the field must first be validated in an
inpatient setting to progress to an ambulatory study, and the research presented here takes a
clear step in that direction.
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4.2 Potential Use of Tonic-Clonic Seizure Detection

[105] = Bruno, Elisa and Bottcher, Sebastian, et al.
Post-ictal accelerometer silence as a marker of post-ictal immobility
2020, Epilepsia, po1:10.1111/epi.16552

Parts of this publication were removed or edited to fit into the composition of this complete
thesis. No substantial changes altering the results were made.

Own Contributions:
« Contribution to methods (4.2.2)
« Wearable device data analysis (4.2.2)
« Contribution to description of results (4.2.3)

« Contribution to discussion (4.2.4)

4.2.1 Introduction

Movement analysis based on accelerometry (ACC) signals has shown an overall good perfor-
mance for the detection of convulsive seizures (generalized tonic-clonic seizures (GTCSs) and
focal to bilateral tonic-clonic seizures (FBTCSs)) in epilepsy monitoring units (EMUs) [312-
315] and, to a lesser extent, in real-life settings [298]. A potential application of movement sen-
sors may also be the identification of the diametrically opposite feature: the absence of motion.
Immediately following a seizure, this phenomenon represents an interesting clinical manifes-
tation, known as post-ictal immobility (PI). PI has been recognized by clinicians for more than
a century [316], although the pathophysiological' mechanism has remained largely unclear.
Frequently observed after convulsive seizures, PI has been associated with potentially life-
threatening complications and with sudden unexpected death in epilepsy (SUDEP) [317]. In
addition, PI has often been observed in association with post-ictal generalized electroenceph-
alography suppression (PGES) [318-322], an electroencephalography (EEG) pattern recorded
in SUDEP cases [303, 323-329].

The identification of PI through wearables has not yet been adequately explored. Because
most convulsive seizures do not lead to SUDEP and the occurrence of a fatal seizure is un-
predictable, the automatic, continuous, long-term identification of risk factors for SUDEP as-
sociated with each individual seizure assumes great clinical importance. In a population at
high risk of SUDEP, this study aims to assess whether ACC could be used as a reliable digital
marker of PI and of its duration after convulsive seizures. In addition, the association of post-
ictal ACC silence with PGES, and with other physiological and clinical variables associated
with SUDEP, was investigated.

'Functional changes occurring due to a disease
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4.2.2 Methods

Study Participants

Like the other studies included in this thesis, this study was developed in the context of “Re-
mote Assessment of Disease and Relapse — Epilepsy”, a multicenter study designed to assess
the clinical utility of multi-parametric remote measurement technologies in a clinical popu-
lation with epilepsy, in the hospital and real-world environment [291]. The study population
consisted of consecutive patients with epilepsy (PWEs) who were admitted, for diagnostic rea-
sons or presurgical evaluation, to the EMU at either the neurophysiology department at King’s
College Hospital London, or the Epilepsy Center at the University Medical Center Freiburg.
Participants presenting with convulsive seizures (GTCSs or FBTCSs) were included.

Ethics Approval

The trial and study procedures were approved by the London Fulham Research Ethics Com-
mittee (16/L0O/2209; IRAS project ID216316) and in Freiburg by the Ethics Committee at the
University of Freiburg (538/16). All participants provided written informed consent.

Recordings and Data Collection

Measurements: Participants were asked to wear a wrist-worn multimodal device (Empatica
E4, Figure 4.6a; Section 3.2.1; Empatica Inc., Boston, MA, USA) at both sites for the entire du-
ration of their stay in the EMU. Additionally, some participants at the London site were also
asked to wear an upper arm-worn device IMEC armband, Figure 4.6b). Among other sensors,
both the devices have an embedded three-axis accelerometer capturing XYZ raw ACC at a sam-
pling frequency of 32 Hz and an electrodermal activity (EDA) sensor measuring the electrical
conductance of the skin through dry electrodes. Both the devices measure the conductance
between two electrodes on the skin by applying a direct current to the stratum corneum’
beneath the electrodes. The sampling frequency for the EDA measured at the ventral side
of the wrist is 4 Hz (Empatica E4) and at the ventral side of the upper arm is 256 Hz (IMEC
armband). The devices were worn on the nondominant hand. Video-electroencephalography
(VEEG) recordings were performed using a minimum of 21 scalp electrodes.

Clinical and Seizure Characteristics: For each patient, demographic and clinical data
(including age at onset of epilepsy, type of epilepsy, seizure frequency, and so on) were col-
lected. For each seizure recorded, data on state of wakefulness (awake/asleep), ictal focus,
duration of the clonic and of the tonic phases, as well as the entire seizure duration were
recorded. Convulsive seizures were classified into three categories according to Alexandre et
al. [330]. Early intervention by a nurse (during the seizure or within the first 5 s after seizure
termination), early administration of oxygen (with oxygen mask during the seizure or within
the first 5 s after seizure termination), and prone position at seizure end were also annotated.

Seizure, PGES, and PI Annotation: Two neurologists with EEG expertise reviewed the
VEEG recording independently and manually labeled the start (first EEG or clinical manifes-
tation) and the end of the seizures (EEG end) and the presence/absence, onset/offset, and du-
ration of PI and PGES. A random sample of VEEG was reviewed by both the annotators to

!Outermost layer of the epidermis (skin)
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Figure 4.6: (a) Empatica E4 wristband. Source: empatica.com (b) IMEC upper-arm band.
Source: imec-int.com

guarantee consistency of the labeling procedures. PGES was defined as the post-ictal gener-
alized absence of electroencephalographic activity <10 pV in amplitude, allowing for muscle,
movement, breathing, and electrode artifacts [327]. Seizures presenting with a PGES duration
>20s were considered at higher SUDEP risk [327]. PI was defined as the post-ictal absence
of movements (allowing for respiratory movements) on the video recording. The duration
of PI was defined as the time from the onset of PI to the onset of the first post-ictal active
non-respiratory movement [321].

Wearable Devices Data: Raw data from the wrist-worn wearable device (Empatica E4)
were streamed via Bluetooth to an android app during the recordings and collected on a cen-
tralized data server [291], as described in Section 3.2. Raw data from the upper arm device
(IMEC armband) were transferred directly from the device to a laptop via cable at the end of
the recording. Both devices and the VEEG were synchronized with a timeserver at the begin-
ning of each recording. If there was still time drift left on the signal during a seizure, the offset
was manually determined by visual comparison of the expert-labeled video and raw data.

Data Analysis

Automatic Detection of Post-Ictal ACC Silence: The ACC data immediately around the
seizure event were plotted and visually inspected. The information obtained from the plots was
used to create an algorithm for the automatic detection of the post-ictal ACC silence. Given
the seizure offset marked by clinical experts, the post-ictal ACC silence detection algorithm
marked the “start” of the post-ictal ACC silence if the moving standard deviation was < 0.2 for
5s. The algorithm then marks the “end” of the post-ictal ACC silence if the moving standard
deviation was > 0.2 for at least 5s. Thereby, the duration of the post-ictal ACC silence was
calculated. The moving standard deviation was calculated over a 5s window with maximal
overlap.

Electrodermal Activity: The EDA was plotted around the seizure for visual inspection.
To account for the typically slow changes in tonic EDA, an additional hour of data before and
after the seizure events was also included in the plots. The analysis of the EDA signal was
based on Poh et al. [153]. The signal was filtered and smoothed to reduce motion artifacts and
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4.2. POTENTIAL USE OF TONIC-CLONIC SEIZURE DETECTION 83

El MWMMN
s

-2
02:33:20 02:36:40 02:40:00 02:43:20 02:46:40 02:50:00 '02:53:20 14: 23 20 14 25 00 14: 26 40 14 28 20 14 30 00 14 31 40 14 33 20  14:35:00
Time of Day Time of Day

(a) (b)

S
T
— i\:

o
o
T
oo

ACC - moving std

ACC - moving std
o o o
P> o

o o o
MR o

N R W VU O

Figure 4.7: (a) Post-ictal ACC silence detected by the algorithm and PI labeled by clinical
experts, (b) post-ictal agitation without ACC silence. In each plot, the first graph reports the
ACC moving standard deviation, the second the ACC raw signal, and the third (if applicable)
the EDA signal. The seizure period is highlighted in green, the expert-labeled PIis highlighted
in red, and the automatically detected post-ictal ACC silence start and end are indicated by
the black vertical lines. Remaster of Figure 2 in Bruno et al. [105].

to obtain the tonic component of the raw EDA signal. The EDA baseline was computed over
the 60 min pre-ictal segment. The start of the EDA response was defined as the point after
the labeled start of the seizure where the filtered EDA signal first reached a value of baseline
+20. The end of the response was defined as the point after the start of the response where
the filtered EDA signal first dropped below 80 % of the response peak. The EDA duration was
estimated as the time between start and end of the EDA response. Furthermore, the response
amplitude (EDA amplitude) was defined as the difference between the response peak and the
pre-ictal baseline.

Statistical Analysis

Linear regression was used to analyze the linear pairwise relationship between the automat-
ically detected duration of post-ictal ACC silence and other variables, such as duration of PI,
seizure duration, and others. The strength and direction of the linear relationship between the
different pairs of variables were quantified using the Pearson correlation coefficient.
Variables with P < .2 at univariate analysis were entered in a multivariate model. A
two-sided Mann-Whitney-Wilcoxon rank-sum test was used to assess the relationship be-
tween the duration of the post-ictal ACC silence and binary clinical variables, whereas the
Kruskal-Wallis test was used for categorical variables. To account for multiple comparisons,
the resulting P-values were adjusted using the Bonferroni method. Each test was performed
at a significance level of .05. When seizures were captured with both the devices (Empatica
E4 and IMEC armband), the signals collected from the wrist-worn device (Empatica E4) were
included in the analysis. Moreover, a subgroup analysis on the EDA response captured by
the wrist-worn device, producing better signals, was performed. Data were processed using



84 CHAPTER 4. DETECTION OF MAJOR CONVULSIVE SEIZURES

Table 4.4: Linear regression analysis of duration of post-ictal ACC silence and continuous
clinical and seizure characteristics.

Variable Univariate Analysis Multivariate Analysis
r P-Value P-Value

PI Duration 0.92 <0.001 0.000

Age 0.78 <0.001 0.041
Seizure Duration 0.88
Duration of Tonic Phase 0.42
Duration of Clonic Phase 0.38

PGES Duration 0.40 0.033 0.75

EDA Duration 0.46
EDA Amplitude 0.33

r: Pearson coefficient. P-values in bold are statistically significant.

STATA 14.0 (StataCorp LLC, College Station, TX, USA) and MATLAB R2019b (MathWorks Inc,
Natick, MA, USA).

4.2.3 Results

Participants and Seizure Characteristics

Twenty-two convulsive seizures were recorded from 18 study participants between September
2017 and October 2019. The mean age of study participants was 37.1 years (standard deviation
(SD) 12.8). The mean disease duration was 19.8 years (SD 7.4) and the median number of
anti-epileptic drugs (AEDs) taken was 2 (range 1-4). The majority of the participants (66.7 %)
reported > 3 convulsive seizures per year. All were admitted to the EMU for presurgical
evaluation of their pharmacoresistant epilepsy. Eleven patients wore the wrist-worn device,
four the arm band, and three both devices. Thirteen seizures were recorded with the wrist-
worn device, five with the arm band and four with both.

PI and ACC silence

PI occurred in 20 of 22 seizures (90.9 %), whereas 2 seizures were followed by post-ictal ag-
itation and confusion. PGES occurred following 15 seizures (75.0 %) and it was >20s in 11
(55.0 %), which were considered at higher SUDEP risk.

Early nurse intervention was performed in all the seizures recorded and consisted mainly
of assisting the patient into the recovery position or repositioning the head. Oxygen was
administered early in 10 seizures (45.4 %). None of the patients was observed in prone position
at seizure offset due to nurse intervention. In the post-ictal period, the automated estimation
of post-ictal ACC silence identified all the 20 expert-labeled PI, discarding post-ictal agitation,
and performing equally in both the wrist and upper arm-worn devices. Figure 4.7 illustrates
an example of the post-ictal ACC silence detected by the algorithm and its correspondence
with PI labeled by experts, and an example of post-ictal agitation. Figure 4.8 illustrates the
ACC signals captured during the same seizure by the two different devices and the similar
performance of the algorithm on the two different body sites. Occasionally, the post-ictal
ACC silence lasted beyond the PI labeled by experts, as very subtle movements of the hands
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Figure 4.8: Post-ictal ACC silence detected by the algorithm in one seizure recorded simul-
taneously by (a) the wrist-worn device (Empatica E4), and (b) the upper-arm worn device
(IMEQ). (c and d) Peri-ictal EDA response observed in two different seizures from two study
participants. Remaster of Figures 3 + 4 in Bruno et al. [105].

or neck were used by experts to establish the end of clinical PI, but were not captured by the
ACC threshold algorithm.

The linear regression (Table 4.4) showed that the duration of the post-ictal ACC silence
was correlated with the duration of expert-labeled PI (Pearson r = .92; P < .001; Figure 4.9),
with the age of study participants (r = .78; P < .001), and with the duration of PGES (r = .4;
P = .033). After inclusion of the duration of PI and age into a multivariate model, the associ-
ation with the duration of PGES became non-significant. No relations were observed between
the duration of post-ictal ACC silence and seizure duration, duration of the clonic phase, and
duration of the tonic phase. The EDA signal was available for 16 of 20 seizures, whereas in 4
seizures the signal was either not recorded or corrupted. A post-ictal EDA response was ob-
served in 13 of 16 seizures (Figure 4.8c+d). The duration and amplitude of the EDA response
were not related to the duration of the post-ictal ACC silence (Table 4.4) or to the duration of
the PGES (duration of EDA P = .43; amplitude of EDA P = .67). These results were also con-
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Figure 4.9: Correlation (Pearson correlation coefficient r = 0.92; P < .001) between the
duration of the post-ictal ACC silence estimated using the algorithm and the duration of the
expert-labeled PI. The red line represents the linear regression.

firmed when the analysis was restricted to data recorded with the wrist-worn device only. The
relationship between the duration of post-ictal ACC silence and categorical seizure-specific
variables were also analyzed. The post-ictal ACC silence was longer in seizures followed by
PGES (adjusted P = .05), in seizures presenting a higher risk of SUDEP (PGES >20s; ad-
justed P = .037) and in seizures showing an EDA response (adjusted P = .038), the latter
also showed longer PGES durations (adjusted P = .004). There was no association with con-
vulsive seizure type and number of AEDs taken, whereas a borderline significance was found
in seizures originating from the temporal lobe (adjusted P = .059) and seizures arising from
sleep (adjusted P = .24).

4.2.4 Discussion

ACC sensors built into consumer electronics such as smartwatches have been widely used for
the identification of convulsive seizures at rest [134], additionally demonstrating good cor-
relation with seizure motion duration [224]. This study demonstrated a novel application of
wearable ACC. In a population at high risk of SUDEP, represented by patients with refrac-
tory epilepsy, potentially candidates for epilepsy surgery, and with a large majority reporting
more than three or more convulsive seizures per year, wearable ACC was an accurate digi-
tal marker of PI and of its duration after convulsive seizures. Both these functions certainly
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assume a great clinical value, providing information to identify and characterize potentially
life-threatening seizures. In fact, although immobility following a convulsive seizure is a fre-
quent post-ictal event, the occurrence of PI has been regarded as a precipitating factor for
post-ictal cardiorespiratory dysfunction in recorded SUDEP cases [303, 323-329]. In the same
context, the duration of PI has been considered as a factor contributing to the lethality of some
convulsive seizures.

There is an urgent need for appropriate markers to delineate individual risk of SUDEP and
to track the evolution of risk factors that might predispose to SUDEP over time [331]. The
possibility of automatically gathering information on the presence of dangerous post-ictal
states, such as prolonged immobility, is a step forward in this direction.

Alongside its role as a marker of PI, the post-ictal ACC silence was also correlated with
other known SUDEP risk factors. The duration of the post-ictal ACC silence was correlated
linearly with the age of study participants. This finding is of interest as age is known to
affect the occurrence of seizure-related autonomic responses [332-334] and may play a role in
autonomic dysregulation-supported phenomena, such as SUDEP. Notably, the average risk of
SUDEP is age dependent, ranging from 0.2/1000 PY" in children to 1.2/1000 PY in adults [19].
However, the correlation of PI with age has not been explored and additional investigations
and larger samples, including children with epilepsy, are required to confirm this observation.

A long post-ictal ACC silence indicated the presence of seizures followed by PGES >20's
(P = .037), carrying a higher risk of SUDEP [327], and a linear correlation was highlighted be-
tween the duration of post-ictal ACC silence and the duration of PGES (P = .033). However,
the moderate coefficient found (r = .4) suggests that a nonlinear relation may exist between
these variables, and different models should be investigated in larger data sets. Moreover, the
linear correlation disappeared in the multivariate model, probably due to the presence of a
correlation between PGES and PI durations. These findings are consistent with, and repli-
cate, previous studies analyzing the relationship between PI and PGES, where seizures asso-
ciated with PGES had a longer duration of immobility as compared to those not followed by
PGES [318, 319].

No association with seizure duration and duration of the clonic or tonic phase was found.
The lack of association between PI and seizure duration was first reported by Gowers [335]
in 1881 and confirmed in later studies [320, 321]. With some exceptions [322], additional
observations demonstrated no correlation with either the duration of the convulsive phase or
the tonic phase of the seizure [321].

Of interest, prolonged post-ictal ACC silence and PGES were observed in seizures showing
an EDA response. However, there was no clear relation between the amplitude of the EDA and
the duration of the post-ictal ACC silence or the duration of PGES, nor was higher amplitude
of EDA observed in seizures associated with PGES >20s, as reported elsewhere [153]. The
surge of EDA in the peri-ictal period is an index of sympathetic over-activation [150] that
may be relevant in the pathogenesis of SUDEP [43, 153, 336].

As hypothesized in previous literature [331], the findings presented here reinforce the
idea that the combination of multiple biosignals, such as post-ictal ACC silence and EDA,
could increase the possibility of identifying seizures, and likewise PWEs potentially carrying
a higher likelihood of seizure-related mortality. These findings highlight the importance of an
automatic assessment of PI, which may be particularly relevant for nocturnal seizures, which
are often unnoticed.

1Patient-Years
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4.2.5 Limitations

This study is limited in several aspects, which are highlighted in the following. The small
sample of patients and seizures may limit the generalizability of findings, which need to be
interpreted with caution and replicated in larger cohorts and in real-life settings. Nevertheless,
the small cohort included here is certainly of interest given that it is potentially at higher
risk for SUDEP due to its characteristics. Moreover, the automatic detection of PI presented
here depends on the prior marking of the preceding convulsive seizure. Thus, in a real-world
system, this methodology would need to be preceded by an independent automatic seizure
detection. This limitation is further explored in Section 4.3.

PI was defined as the post-ictal absence of movements, allowing for respiratory move-
ments that are not detectable with wearable ACC and cessation of which is relevant for pos-
sible SUDEP events. However, the evidence on how PI contributes to SUDEP is uncertain and
not exhaustive. It is likely that the absence of body movements represents an “early stage”
of total cessation of movements (including respiratory movements), and that the automatic
identification of such an “early sign” (alone or, preferably, in association with tools to detect
hypoxemia) may be clinically significant.

Seizures were recorded with two different devices. Although this may have influenced the
data recorded and in particular the EDA response, which is more easily detected at the wrist as
compared to the arm, the ACC biosensors had similar characteristics and the signals obtained
during periods of movement and immobility were comparable despite the different position
of the device on the upper limb. False detection is a potential major weakness of wearable
technology applied to both seizure and seizure-related phenomena detection. The trade-off
between detection benefits and potential false detection should always be accounted for when
dealing with digital technologies. Scenarios where a device has fallen from the patient during a
seizure due to an incorrectly fastened wristband, or where at the end of the seizure the patient
is lying on the limb to which the device is attached causing abnormal measurement noise,
may occur, although they were not specifically observed in this cohort. Despite being possible,
these events are probably infrequent, making the beneficial effects of PI detection greater than
the nuisance of potential but rare false detections. ACC false detections may be mitigated by
the simultaneous use of video and automated analysis. Video has been used as a sensitive
way to quantify movement [269] and could enable remote detection of PI. However, although
feasible especially in seizures happening from sleep (which are considered at higher risk of
SUDEP), automated video detection may present disadvantages. In a mobile patient, video
can be as uninformative as wearable ACC if the patient leaves the predefined space where the
camera is placed and, at night and during sleep, when patients are covered by blankets.

The duration of post-ictal ACC silence sometimes lasts beyond the PI labeled by experts.
According to the definition of PI used here, experts considered subtle movements as “PI end”.
However, these movements were mainly hand, finger, or neck movements, which are certainly
insufficient for an adequate body repositioning after a seizure. It is then likely that the dura-
tion of post-ictal ACC silence is a better indicator of the duration of dangerous post-ictal states
during which the patient is still unable to move. Nurse intervention was prompt in many of
the events recorded and has likely interfered with the cascade of post-ictal events observed. PI
in SUDEP cases has often been observed in combination with a prone position in the bed [303,
323-329], a variable that could add a layer in the assessment of SUDEP risk. However, none
of the patients included in this study were prone due to nurse intervention, preventing the
assessment of usefulness of the gyroscope in combination with ACC to identify the body po-
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sition post-ictally. Conversely, the passive movements produced during nurse intervention
had no impact on the detection of PI via ACC, as they consisted mainly of assisting the pa-
tient into the recovery position (body rotation) or in repositioning the head, resulting in either
non-detectable movements or short, rapid accelerations (<5 s).

In conclusion, PIis one of the most common seizure-activated phenomena, often associated
with negative outcomes, which this study shows to be easily monitored via new technologies
at different body sites. In combination with other remote measures and paired with an auto-
mated identification of convulsive seizures, the detection of the post-ictal ACC silence could
be regarded as a risk assessment tool in individual seizures, as a way to monitor disease pro-
gression and evolution and, possibly, as a potentially modifiable outcome when assessing the
impact of preventive measures, interventions, and surveillance systems.
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4.3 Summary

This chapter investigated the detection of convulsive tonic-clonic seizures and related clin-
ical manifestations. Convulsive seizures such as generalized tonic-clonic seizures and focal
to bilateral tonic-clonic seizures are what popular culture typically refers to when portray-
ing an epileptic seizure, and they are among the most high-profile and dangerous seizure
types in terms of their semiology. This, on the other hand, also potentially makes them the
most straightforward to detect using biosignals captured by typical wearable sensors. High-
amplitude and high-frequency movements are represented in accelerometry (ACC) signals as
oscillations in all three axes with the selfsame characteristics. Changes of the autonomous ner-
vous system that frequently occur peri-ictally in these seizures are reproduced in the traces
of electrodermal activity (EDA) and blood volume pulse signals, although the latter are rarely
usable as the strong motion of the body during tonic-clonic seizures (TCSs) also induces heavy
artifacting in the raw photoplethysmography sensor signal.

The first part of the chapter presents a convulsive seizure detection pipeline, employing
an ensemble machine learning model (gradient boosted decision trees) trained with features
from ACC and EDA biosignal data. From a data set of 10 participants from two clinical cohorts
with a total of 21 recorded TCSs, the methodology could detect 91 % of the seizures in an out-
of-sample test set. Adding additional data from participants without recorded seizures to the
test set, thus amounting to 78 days of wearable data, the model produced a false alarm rate of
0.19/24 h. The study accordingly shows that supervised machine learning can achieve a high
sensitivity and low false positive rate in detecting convulsive TCSs.

The second part of the chapter highlights a specific clinical manifestation of convulsive
TCSs, post-ictal immobility (PI), a period of unconsciousness occurring after such a seizure
that can be a major risk factor regarding sudden unexpected death in epilepsy (SUDEP). An
automatic detection of this period could facilitate an alarm system, potentially alerting care-
takers that the patient is unconscious after a seizure and needs immediate care. In 20 cases of
PI from 18 study participants the heuristic algorithm based on ACC signals was able to identify
all events, showing significant correlation between the detected and the true length of the PI
period. The continuous detection of risk factors associated with seizures is of great clinical
importance, and the study shows that wearables may be a useful tool for this task.

The two studies, while at first glance are both focused specifically on convulsive TCSs,
are not immediately compatible. The identification of PI is based on prior knowledge of the
occurrence of a convulsive seizure, and so a potential SUDEP warning system would need
to be extended by an automatic seizure detection. The detection methodology presented in
the first part is however not entirely applicable as the detection delay caused by the choice
of features from the multimodal biosignal data makes it impracticable for this purpose. Most
essentially, the long-term feature calculation window of 5min into the future for the EDA
features introduces a delay that is likely to be longer than the seizure itself. The long EDA
feature window duration was chosen to meaningfully represent the long-term response of the
signal after a seizure, with a drop of the signal down to a baseline typically occurring over the
span of multiple minutes. As such, the detector would only recognize the seizure when the PI
phase has already begun, or possibly even after it. A convulsive seizure detector as a pre-stage
for a P warning system would need to feature a detection delay of at most a few seconds to be
useful. While not universally reported, some related studies also include detection latencies
for their methodologies. Onorati et al. [224], for example, report latencies of ~30s for their
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TCS classifiers based on ACC and EDA data, and Milosevic et al. [337] cite a median latency of
10.5s over 22 nocturnal TCSs from 7 patients, based on ACC and electromyography data. For
the detection methodology presented here in Section 4.1, some further feature engineering
work and subsequent model optimization would be necessary to transform it into a system
suited for a SUDEP warning system. In particular, the EDA features would need to be changed,
specifically the long window duration as mentioned above. This would likely involve taking
into account only the quick response to a peak value and not the slow minute-long decline
back to a baseline. That is to say, such a lower-latency detection system seems to be within
the realm of possibilities, but ultimately was not part of the research included in this thesis.
Overall, the research presented here shows that multimodal detection of convulsive TCSs
is not only possible, but useful and necessary to tackle ultra-long-term monitoring of patients
with epilepsy. The studies furthermore demonstrate that even very limited data sets can enable
simple classical supervised machine learning algorithms to robustly detect convulsive seizures
with high sensitivities and low false alarm rates. Yet, the automatic detection of focal onset
seizures is another matter and requires separate analysis, introduced in the next chapter.
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OCAL SEIZURES, meaning those seizures with alocalized onset in only one hemisphere of the
F brain, are the most prevalent type of seizure, and at the same time the most heterogeneous
in terms of seizure semiology. Thereby, they are typically also less convulsive or do not exhibit
movement symptoms at all, and are thus considered harder to detect automatically by the
kind of wearable biosignal data used here. In this thesis, and the studies included in this
chapter, only those focal seizures are involved that encompass motor symptoms, specifically
tonic or clonic movements of the limbs. Other focal seizure types, particularly those without
any movements, require separate analysis and potentially the use of other combinations of
biosignals.

This heterogeneity of focal seizures is highlighted in the first part of this chapter, which
comprises an explorative investigation of different types of focal motor seizures recorded from
three distinct patients with epilepsy. While this study has limited significance in terms of eval-
uating new focal seizure detection methodology, it gives a meaningful and deliberate insight
into potential uncertainties these seizures hold regarding biosignal data. Chronologically it
was the first major analysis work in the context of this thesis, and the data collection studies
were still ongoing at that time.

The second part of the chapter, in turn, features the chronologically last major analysis
work for this thesis, building upon the experiences of the other research conducted in the
meantime. It investigates the feasibility of a detector for focal motor seizures both in an in-
dividualized context and across patients. To that end, the presented methodology modifies
the existing detection pipeline from Section 4.1, adding blood volume pulse as a modality and
selecting features specifically suitable for focal motor seizure detection.
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5.1 Exploratory Analysis of Focal Motor Seizures

[106] = Bottcher, Sebastian, et al.

Using multimodal biosignal data from wearables to detect focal motor seizures in indi-
vidual epilepsy patients

2019, Proceedings of the 6th International Workshop on Sensor-Based Activity Recog-
nition and Interaction, po1:10.1145/3361684.3361687

Parts of this publication were removed or edited to fit into the composition of this complete
thesis. No substantial changes altering the results were made.

Own Contributions:

« All

5.1.1 Introduction

The few wearable devices that thus far have been used in epilepsy research are most com-
monly smartwatch-like devices or fitness trackers that record biosignals such as accelerom-
etry (ACC), electrodermal activity (EDA), blood pulse via photoplethysmography (PPG), and
electromyography (EMG). These biosignals have been shown to give sufficient indication to-
wards epileptic seizures, with research focusing on monomodal and multimodal detection of
generalized tonic-clonic seizures (GTCSs). GTCSs are one type of seizure that involves both
hemispheres of the brain and present themselves in violent bilateral muscle contractions of
the whole body. These are very different from focal seizures (FSs), which start in only one
brain hemisphere and can present themselves in a number of different symptoms that are far
harder to characterize. Other research has explored the detection of FSs with wearable data,
however a majority of these efforts have focused on detecting a specific type of FS only, often
by using a single modality.

This work proposes a multimodal approach to detect FSs, which has thus far been a new
and underexplored avenue in epileptic seizure detection. It offers a first analysis into the chal-
lenges that lie ahead, especially in the analysis of the various subtypes of FSs and the impli-
cations this holds for classification tasks in particular. In the following, the current state of
the art in epileptic seizure detection with wearables is explored, followed by the introduction
of a new data set of biosignal data from wearables worn by three in-hospital patients that
were monitored with video-electroencephalography (VEEG) in a medical epilepsy monitoring
unit, along with wearable sensors (Figure 5.1). This study focuses specifically on showing
the difficulties that may arise when implementing a multimodal seizure detection pipeline for
variable types of seizures, using common biosignals such as ACC, EDA and PPG. The detection
of seizures from three selected patients is evaluated, and the results are analyzed. Concluding,
an outlook on the development of the detection pipeline is given.
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Figure 5.1: (a) A video frame from the VEEG epilepsy monitoring unit at University Medical
Center Freiburg (UKF) during a patient’s focal motor seizure, (b) the time series over a 5 min
segment from the patient’s right wrist. The time series shows from top to bottom: 3-axis
accelerometry in x/y/z, blood volume pulse, and electrodermal activity, with the video frame’s
timestamp marked by the black line.

5.1.2 Related Work

This section on research work in the detection of epileptic seizures is structured along the two
main types of seizures, GTCSs and FSs, as most research to date has explicitly focused on one
or the other. Monitoring these two types of seizures has also shown to require very different
modalities. Refer to Chapter 2 for a more extensive look at related work in the field of wearable
biosignal monitoring and epilepsy.

Due to the severe manifestation in body and especially limb movements, GTCSs are rela-
tively straightforward to detect using standard wearable biosignals like ACC or EMG. More-
over, GTCSs are a significant risk factor in sudden unexpected death in epilepsy, raising inter-
est in the automatic detection of this type of seizures, especially in an ambulatory setting [338].
There are various examples of GTCS detection in literature, both with monomodal and multi-
modal data (see also Chapter 4).

One basic approach is evaluated by Kusmakar et al. [215] who use accelerometry data from
a wrist-worn wearable to detect short-length GTCSs in 12 patients. Their approach with a sup-
port vector method and standard time domain features achieves a sensitivity of 95 % and false
alarm rate (FAR) of 0.7/24 h. Halford et al. [339] on the other hand use an upper arm wearable
that records surface EMG signals on 199 patients with epilepsy. Their thresholding method
detects 76 % of overall GTCSs, with a FAR of 2.5/24 h. However, they also distinguished be-
tween properly and improperly placed devices, reporting that among properly placed devices
100 % of GTCSs were detected with a FAR of 1.4/24 h. They conclude that proper placement
of the device is important. EDA and ACC signals are used by Poh et al. [153] to detect 94 %
of GTCSs in a data set from 80 patients, with a FAR of 0.7/24 h. More recently, Regalia et al.
[293] also used EDA and ACC signals to detect GTCSs, attaining a sensitivity of greater than
92 % with a FAR between 0.2 and 1 per day on varying data sets of inpatient and outpatient
studies.

Also known as partial seizures, FSs are seizures that have their source in one of the brain’s
hemispheres, as opposed to GTCSs which spread over both. FSs are therefore usually not
accompanied by severe motor reactions of the body like in GTCSs, but rather manifest in
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a multitude of different symptoms: These can include autonomous reactions like heart rate
increase (tachycardia), dyscognitive features like impaired awareness or unconsciousness, less
severe motor components, or so-called auras, which are sensory phenomenons such as déja vu
sensations or dizziness. During the course of one FS, multiple of these symptoms may occur
consecutively or simultaneously.

In literature, the detection of FSs with wearables has been attracting more attention in the
recent past. Some research studies have considered single modalities to detect FSs of specific
types. Jeppesen et al. [237] look at heart rate variability from electrocardiography (ECG) for
17 patients, detecting 74 % of seizures with their method. Poh et al. [153] on the other hand
use an EDA sensor to analyze autonomic changes during and especially after FSs and GTCSs,
concluding that the EDA response after GTCSs is much more severe and prolonged than in
FSs. A different approach is taken by Vandecasteele et al. [74], who compare wearable ECG
and PPG devices in the detection performance of temporal lobe epileptic seizures, which are
a type of FS. They report sensitivities of 70 % for ECG and 32 % for PPG detection, with FARs
of 2.1/24h and 1.8/24 h, respectively.

Recently, some studies have also expanded to multimodal detection of FSs. Cogan et al.
[227] propose a multistaged detection system that uses heart rate, arterial oxygenation, ACC,
EDA and temperature data, detecting 100 % of FSs in the sensor readings from nearly all 10
patients their data set consists of. However, they do not specify further what type of FS they
worked with, only referring to the detected seizures as complex partial, an older term for focal
seizures. The work presented here is most comparable with that of Onorati et al. [224], who
use EDA and ACC data from 69 patients to detect GTCSs as well as FSs, comparing three
different classification methods. Their best performing method reaches a sensitivity of 95 %,
with a FAR of 0.2/24 h and an F-score of 0.67 in cross-validation. However, their data set of
55 convulsive seizures only includes six focal seizures.

Among the above research works, there are several studies in literature that present mon-
omodal and multimodal seizure detection on large data sets, however, these are often very
generalized in what seizure types are included. The distinction between GTCSs and FSs is
often made, but subtypes within FSs are rarely investigated or separated in the annotation.
The work presented here illustrates the breadth of FSs by focusing specifically on the multi-
modal detection of three distinct types of focal motor seizures in three individual patients and
therein identifies difficulties that may arise when analyzing a larger data set of focal seizures.
Furthermore, this work explores a way of feature extraction that enables using multimodal
data with multiple different window sizes per modality. In other studies only a single window
size with a fixed overlap per modality is commonly used.

5.1.3 Data Set

The evaluation presented here uses selected data that are taken from a data collection clinical
study. In this study, epilepsy patients that were continuously monitored in epilepsy monitor-
ing units at two study sites were recruited and asked to wear a wearable wristband device,
the Empatica E4 (Section 3.2.1; Empatica Inc., Boston, MA, USA), and a wearable upper-arm
device, the Biovotion Everion. Both sensor units record ACC (32 Hz/50 Hz), EDA (4 Hz/1 Hz),
and PPG (64 Hz/50 Hz) data continuously. The goal of the study was to capture a variable set
of seizures for a population of at least N = 200 patients, while recording at least one seizure
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Table 5.1: The selected participants for this evaluation, and the respective amount of seizures
recorded. Seizure type are the most common types among n, where seizures can have multiple
subtypes. All seizures have the "motor" subtype, indicating motor components during the
seizure.

P n Data Seizure Type Comment
1 6 ACC/EDA FS motor; FS auto.; FS dyscog. Characteristic motor seizures
with tonic/clonic arm movement
2 9 ACC/EDA FS motor; FS auto. Motor seizures with automatisms
(most with arm movements)
3 7 ACC/EDA FS motor; FS auto.; aura Motor seizures with only
automatisms (few with arm
movements)

auto.: autonomic components, like tachycardia; dyscog.: dyscognitive components, like loss of consciousness;

aura: aware seizure, usually with a specific associated feeling.

for M = 96 patients. The study is divided across two clinical sites, the King’s College Hospital
London and the UKF. Chapter 3 further details the study procedures.

The ground truth for seizure labeling is provided by a clinically trained expert, who scans
through the vEEG recordings from the epilepsy monitoring unit and manually marks seizure
onset and offset, as well as timings of various seizure phases, such as tonic movement, clonic
movement, tachycardia, or unconsciousness. Patients are typically recorded for stretches of 5
to 7 days, and tend to suffer from any type of epilepsy. At the time of the writing of this part
of the thesis, the data set included data from 174 patients from both sites, with 276 complete
seizures recorded from 70 patients, respectively.

Selection of three cases

For the preliminary evaluation presented here, only a select set of participants in the study
is considered from a single site, that is, three representative cases that are to be investigated.
For each of the three patients in question, more than five FSs with varying types of motor
components were recorded, and these patients were selected for their different seizure man-
ifestations: One patient exhibited highly characteristic tonic arm movements that are clearly
distinguishable on the raw ACC signal. The second patient had predominantly automatisms
in their arms, which are often random movements of the limb that can be classified as neither
tonic nor clonic. The third patient also had automatisms, however these were not located in
the arms, but rather — more challenging for seizure detection - in the legs and also mouth
region (oroalimentary). Among the three selected patients, a total of 22 seizures had motor
features, and most of them also had autonomic or dyscognitive features, or auras associated
with them. Table 5.1 gives a brief overview of the main characteristics for the three selected
patients. The following evaluation highlights the ACC and EDA data from the Empatica E4
device.

Feature Set

In order to be able to train a supervised model with multimodal data with differing sample
rates, the mixed modality feature set used here has variable window lengths per feature, but at
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Figure 5.2: Graphical representation of the mixed EDA and ACC feature set used in the eval-
uation, with fixed feature points ¢, and 7' = 1s.

fixed time intervals ' = ¢,,, 1 —t,,. Thus, in this approach the window lengths and interval size
are the determining factors of the feature set, contrary to the usual method of defining window
lengths and overlap. Since it is unclear from existing literature what window lengths are
best for specific modalities for epileptic FS detection, this approach facilitates testing several
window lengths at the same time for later analysis of the best combination of features and
window lengths. More specifically, the resulting tables of features will have values at the same
time points for all modalities and all window sizes, allowing the feature data to be concatenated
into one table for model training. Figure 5.2 shows a graphical representation of this mixed
feature set.

The feature set for this evaluation consists of 141 ACC features from the time and frequency
domains (divided into 40 subgroups when grouping together x, y, z, and total features), and
an additional 10 EDA features, some of which are also corrected for a baseline. With window
lengths of 2, 10s and 20 s for the ACC features and 5 min, 10 min and 20 min for the EDA
features, a total of 453 features were calculated for each fixed time point. Note the large dif-
ference in window lengths for EDA vs. ACC; Since the EDA signal is primarily analyzed for
tonic activity features, and the time frame of change in EDA signals is in the order of minutes,
the window lengths for EDA were chosen like this. Furthermore, for this evaluation the time
interval between feature points is fixed at 7' = 1s. To avoid feature intervals with undefined
values, feature extraction is only done on sections of the data where all modalities are present,
that is, where there is a data point in all modalities for a given timestamp.

5.1.4 Evaluation

For evaluation, the described feature set was divided into sets per seizure per participant,
each containing the feature data from the time interval S+ — 55 min; Se,q + 55 min|, where
Sstart aNd Senq refer to the seizure start and end, respectively, as labeled by a clinically trained
expert via the VEEG recordings. One seizure data set thus consists of 55 min before the seizure
start and after the seizure end, as well as the duration of the seizure itself, which for the 22
seizures of the three selected patients had a mean of 1 min 55s. Thus, one seizure accounts
for approximately 112 min of data, amounting to approximately 41 h of data for all seizures
of the three selected patients. The 55 min margin was chosen due to the large EDA window
sizes and characteristically long EDA response time. Typical EDA response times can last up
to an hour after the actual seizure has ended [153].
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Table 5.2: Mean results (after 20 repetitions) of leave-one-seizure-out cross-validation using
a RF model ({ = 50). Shown are precision (p), recall (r), and F1-score (f) for both sets of
experiments and the three patients highlighted in this study (P1, P2, and P3).

First Experiment Second Experiment
ID D1 ™ Ji b2 T2 J2
P1 0.78 0.5 0.56 0.92 0.7 0.77
P2 0.73 0.7 0.71 0.72 0.72 0.71
P3 0.29 0.22 0.19 0.42 0.28 0.28

On these seizure sets per individual patient, binary leave-one-seizure-out cross-validation
was performed, using a random forest (RF) model with ¢ = 50 trees. The evaluation was
done sample-wise, that is, each time point is classified as either belonging to a seizure or not.
The cross-validation for each patient was repeated 20 times to give a confident idea of the RF
model performance. Additionally, a second round of tests was done, where the interval for
the feature data now is [Ssiqrt — DD MIN; Send] + [Send + D MiN; Sepg + 55 min), thus excluding
data from detection for 5 min after a seizure was already recognized. This can be seen as the
simulation of a post-detection pause of data analysis, which prevents false positive detections
resulting from large uncertainty in data following immediately after a seizure.

Before the scoring of the tests, the predicted labels are smoothed by a hysteresis function
with a threshold of 10 s. Effectively, this means all consecutive positive predictions of less than
10s are disregarded, and all consecutive negative predictions of less than 10s within a larger
positive block are still regarded as positive. The results for all tests can be found in Table 5.2
and will be discussed in the following.

5.1.5 Discussion

Since this is a sample-wise cross-validation, the scores from this evaluation give an overview
of the performance of the RF model with respect to the classification of seizure status for each
second in the test data sets; As opposed to event-based classification which would give an
overview of the performance with respect to the classification of overall seizure events. Fur-
thermore, since for this sample-based evaluation the train and test sets are highly unbalanced,
only precision, recall and F1-score are regarded as measures. The imbalance derives from the
choice of seizure data set, that is, data for one seizure includes 55 min of negative data before
and after the seizure that typically has a length of <5 min, with a mean of 1 min 55s for the
selected seizures, or 1.7 % compared to negative data.

The performance for P1 is acceptable in data set 1, without the simulation of a post-
detection pause, and increases considerably in data set 2, where 5 min of data are cut off after
a seizure. This behavior is expected, as there often are detections right after the seizure in
data set 1, as can be seen in Figure 5.3. Especially the precision score is affected by this, as
primarily false positive classifications after a seizure are avoided. For P1 the recall score also
improves substantially with data set 2, showing that the detection of clear and characteristic
motor FSs may benefit the most from this method.

Contrarily, for P3 recall scores improve less than precision. Overall however, the seizures
of P3 are not detected as reliable as those of P1. This is expected considering that those seizures
are not extensively represented in the motion data, due to the seizure manifestation in automa-
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Figure 5.3: Example of the recognition performance on one seizure of P1, from a single cross-
validation run on data set 1. (top) 5 min interval before and after the seizure. (bottom) Full
data set of the same seizure including 55 min of data before and after, showing that the only
positive predictions are in the immediate vicinity of the ground truth. Data series are the ACC
means of each axis over a 2s window. Overlay areas in red depict the ground truth, those in
green mark the predictions. Remaster of Figures 3 + 4 in Béttcher et al. [106].

tisms occurring in the opposite arm that the device was attached to. There is no substantial
change in scores for P2 after post-seizure classification pause, while the overall scores of that
patient are comparable to those of P1. This may indicate that for the type of automatisms this
patient was exhibiting, classification is invariant to post-seizure uncertainty, or — alternatively
- that there is none.

Looking at the predictions from the point of view of time series event recognition, most
predictions are in immediate time proximity to the seizure ground truth, with only few false
positives. Figure 5.3 for instance shows that while there are some false predictions immediately
after a seizure, the rest of the 55 min before and after the seizure is, correctly, free from seizure
predictions. The results in Table 5.3 were attained from examining a single run of the cross-
validation for all patients and counting the event-wise true and false positives. In these results,
a true positive is any ground truth event that overlaps with a predicted event, and a false
positive is any predicted event that does not overlap with a ground truth event. The FARs for
each patient are rough estimates that were obtained by counting the false positives over the
whole seizure data set: FFAR, st = ny,/(112min - ng, ). These results show that even this basic
RF approach can already reach a performance comparable to that of related literature when
regarding only sensitivity, while estimated FARs are still high, but may in reality be lower
when testing on a whole patient recording,.

However, the purpose of this study is not to compare performance to the current state of
the art, but to analyze the challenges in the multimodal classification of epileptic focal seizures,
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Table 5.3: Event-based results for a single run of the cross-validation. FARs are rough esti-
mates, calculated from the number of false positive (FP) over the whole duration of the seizure
data sets combined, for each patient.

ID TP (%) FP estimated FAR
P1 6/6 (100) 2 4.3/24h
P2 7/9 (78) 2 2.9/24h
P3 3/7 (43) 11 20.2/24 h

and specifically those with motor features. These motor features can manifest themselves in
many different ways. As the selection of patients in this study shows, there are motor features
that are not captured by data from a single wearable. Even with multimodal ACC and EDA
data, seizures that manifest themselves, for example, in a limb that the wearable is not directly
attached to may be missed. While an additional modality like features from PPG may help
with this, it is essential that the wearable collecting data is attached to the body part that the
seizures are most predominantly located in, with respect to individual patients.

Post-seizure movement is another factor that makes some FSs difficult to detect accurately.
Especially in a hospital environment patients may move in a way that makes accelerometry
models less accurate, for example, due to nurse intervention. A further modality next to ACC
may help with this, but the large timeframe in which EDA changes happen make it less ideal
for that specific purpose. One way to counteract this is also to stop looking for seizures for
some time after one was already detected, which is shown here to help with detection accu-
racy. Furthermore, multiple detections that are located within a certain time frame should be
counted as one event, to reduce false alarm rates.

Lastly, due to the nature of epileptic seizures and their infrequent occurrence, the available
data are highly imbalanced towards the negative class. The evaluation shown here tries to
alleviate this problem somewhat, by segmenting out the seizures within a certain time interval.
Yet, other measures could be taken to counteract the imbalance. For example, data during sleep
may be cut out by looking for periods of very little activity in accelerometry data. In the end
however, this problem remains somewhat unsolved in seizure detection with wearable data.

5.1.6 Conclusions

This study presents findings that focus on the multimodal detection of FSs from wearable
sensor data. Data from three patients with epilepsy exhibiting different types of FSs were
examined, showing that they manifest very differently in both the sensor signals and classifi-
cation performance measures. This heterogeneity will inherently hinder accurate recognition
of any FS from wearable assessment data, and needs to be taken into account when designing
a learning model for seizure detection.

While the experiments shown here are promising for further work, it is clear that this is
only a first step in building a system for multimodal detection of FSs using biosignal data from
wearables. The results in Table 5.2 show that while this approach may work for individual pa-
tients with characteristic motor seizure manifestation, it may not work for patients exhibiting
other seizure types. Furthermore, comparing the results of the first and second experiments
shows that ignoring a certain amount of time after a seizure detection can substantially im-
prove the detection performance. While the evaluation shown here is based on sample-wise
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scoring, a fully implemented system has to be based on events, that is, consecutive positive
predictions must be consolidated into one seizure event, which would be scored as a hit if it
has some overlap with a ground truth event. An outlook on such a system is given by the re-
sults in Table 5.3, showing the performance of the presented system when scored on an event
basis.

The selection of three specific patients with focal motor seizures illustrates some core prob-
lems that a more advanced detection system needs to deal with. In the future, the cross-patient
seizure detection of such a system needs to be evaluated as well. While individual-based de-
tection is one possible approach, the need for generalized models is apparent, and current
state-of-the-art moves in the direction of individual-invariant models. Furthermore, a sys-
tem’s performance on different types of seizures like autonomic or dyscognitive FSs needs
to be evaluated. Therefore, PPG features need to be considered in addition to the ACC and
EDA features already implemented. Multi-class classification of seizure types and specifically
recognition of phases within focal seizures are reasonable goals that may be achieved by a
detection system that takes into account the high variance in focal seizure manifestations.
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5.2 Detection of Focal Motor Seizures
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5.2.1 Introduction

Epileptic seizures are defined by a period of abnormal neuronal activity in the brain, and are
generally divided into two main groups by their neurological onset [27]. Seizures with an
early bilateral involvement are called generalized seizures, while seizures with just a single
point of onset are denoted as focal onset seizures, but epileptic activity can propagate across
the brain resulting in “focal to bilateral” seizures with characteristic motor manifestations.
Bilateral tonic-clonic seizures have been assessed in numerous studies as to the viability of
wearables for the detection during recent years, and detection has been demonstrated to be
feasible in multiple retrospective studies [104, 226, 227, 280, 315, 340-343]. Conversely, focal
seizures in general are still a relatively unexplored field with respect to wearable non-electro-
encephalography (EEG) detection [74, 106, 110, 219, 235, 344]. Symptoms and manifestations
of these seizures are much more heterogeneous as compared to those of bilateral tonic-clonic
seizures, with some barely or not at all captured by typical wearable biosignal modalities, such
as accelerometry (ACC), electrodermal activity (EDA), or photoplethysmography (PPG).

Focal seizures can be roughly divided into two categories: those with motor and those with-
out motor manifestations. Non-motor symptoms, that is, those without involuntary movement
of the body, may include partial loss of awareness or consciousness, cognitive impairment, or
emotional or sensory symptoms. Motor symptoms, on the other hand, can include tonic or
clonic movements of the limbs or body in general, hyperkinetic movements, or automatisms.
A single epileptic seizure can thereby be composed of multiple types of manifestations, in
parallel or sequentially.

This work highlights difficulties in the detection of focal onset epileptic seizures, specifi-
cally those with focal tonic or clonic motor symptoms but without bilateral propagation, from
biosignal data captured by wearable devices. A data set consisting of multimodal data from a
wrist-worn wearable was recorded from patients with epilepsy during their in-hospital stay
at an epilepsy monitoring unit (EMU). Classical supervised machine learning is applied in or-
der to assess the utility of this kind of data for the detection of seizures, in the context of
an automated seizure diary. As written diaries created by the patients themselves have been
demonstrated to be very inaccurate and often severely undercount seizures even for convul-
sive seizures [54, 102, 304], an automated diary tool implementing an objective seizure identi-
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fication and quantification is needed, for example, as a basis for treatment decisions made by
epileptologists. In the supervised methodology employed here data are first labeled, based on
parallel video-electroencephalography (VEEG) monitoring, as “seizure” or not “seizure”, and
then processed into meaningful features and given to the machine learning model for training,.
Thus, the trained model can then be used to automatically classify new data. Specifically, this
study uses gradient boosted decision trees (GBT) as the seizure detection model. To evaluate
such an approach, and subsequently also determine the application in a real-world system,
two procedures can be applied: intra-subject or inter-subject evaluation. The intra-subject
evaluation focuses on the performance of the methodology when applied to data from a sin-
gle patient, while the inter-subject evaluation assesses the performance over multiple patients
with potentially different types of epilepsy and seizure manifestations. The former requires
multiple seizures recorded per subject and will produce individualized models tailored to a
single patient, while the latter requires seizures recorded from multiple different participants
and will give inter-subject models, to be used over wider populations. This study aims to de-
termine which of these approaches may work best for focal motor seizures going forward,
giving guidance for the design of future studies in the field. Following the study classification
suggested by Beniczky et al. [212] in 2018, the study presented here could be classified as a
phase 1 retrospective proof-of-principle study. The main contribution of this work is the eval-
uation of supervised machine learning methodologies on focal onset epileptic motor seizures
in a data set recorded from a non-EEG wearable device. A comparison between two evaluation
approaches, intra- and inter-subject, provides additional context and facilitates recommenda-
tions towards future studies in the field.

5.2.2 Materials and Methods

Data Set

Data from wearable devices were recorded from a total of 243 patients with epilepsy across
two EMUs in the period between July 2017 and February 2020. Both at the neurophysiological
department of King’s College Hospital London (KCL) (71/243 patients), and at the Univer-
sity Medical Center Freiburg (172/243 patients), patients in the age range of 7 to 80 with a
diagnosis of epilepsy were recruited sequentially as part of their standard clinical epilepsy
care, for example, in the course of standard presurgical evaluation. Patients with predomi-
nantly (suspected) psychogenic non-epileptic seizures or other involuntary movements were
not included in the study. As part of their stay in the EMU study, participants may have had
seizures provoked, for example, by temporary reduction of their anti-epileptic medication or
through other means, such as sleep deprivation or hyperventilation techniques. The VEEG
data were retrospectively reviewed and labeled by clinical experts. Primarily, they marked
seizure type and semiologies, electrographic and clinical onset and offset, and other metadata
including state of vigilance and body position at seizure onset. While participants wore dif-
ferent kinds of wearable devices, and sometimes more than one in parallel, the retrospective
study presented here only includes data from the wrist-worn Empatica E4 (Figure 5.4; Sec-
tion 3.2.1; Empatica Inc., Boston, MA, USA). It is a research-grade device designed specifically
for epilepsy seizure detection, recording 3-axis ACC at a sample rate of 32 Hz, EDA at 4 Hz,
skin temperature at 4 Hz, and PPG at 64 Hz, the latter of which was internally preprocessed
into a blood volume pulse (BVP) signal. The wearable has a European Union Conformité Eu-
ropéenne class Ila certification as a medical device. The data recording mode used in this study
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Figure 5.4: One of the Empatica E4 wrist-worn wearable devices used in this study (left), and
the Android phone application that connects to the wearable via Bluetooth and records the
data stream (right).

was the online Bluetooth streaming mode. Battery life could range between 12 h to 48 h de-
pending on the condition of the battery. Participants were given two devices, such that one
would always be recording while the other was charging. The study and recording procedures
are further described in Bruno et al. [103] (see Section 3.1) and Ranjan et al. [291]. As part of
the study recruitment, all participants gave written informed consent, and the study protocols
and consent forms were approved by the local ethics committees (London Fulham Research
Ethics Committee — 16/L0/2209; Ethics Committee at the University of Freiburg — 538/16).

Feature Set

To facilitate the detection of focal motor seizures in this data set of non-EEG wearable data, a
selection of derived features are calculated from each of the three raw data modalities. These
features are chosen to meaningfully represent the changes in the signal between ictal (seizure)
and inter-ictal (non-seizure) phases. Each feature vector is calculated consecutively from the
raw time series data at a constant interval of two seconds, regardless of the actual length of the
feature window (see Figure 5.5). The choice of features in this study was informed primarily by
previous research in the field. The following details the feature calculations for the biosignal
modalities, ACC, EDA, and BVP.

For the ACC features, a number of parameters calculated from the recurrence plot are
used as features. Recurrence plots are a statistical tool to analyze recurrence in time series
data [345, 346], and have been successfully used in the detection of motor movements from
accelerometer data before [104, 308, 347]. Specifically, the determinism (percentage of points
that form diagonal lines of a minimal length), the Shannon entropy (probability that a line
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Figure 5.5: Overview of how the feature and baseline windows were chosen, for the three
different groups of features by modality. This calculation would result in one feature vector,
for the next the windows would all be shifted by an interval of 7' = 25 to the right. Abscissa
not to scale.

has a certain length), the average diagonal line length, and the recurrence rate (density of
recurrence points) were calculated from the recurrence quantification analysis. All of these
values are derived from overlapping data windows of a length of 10s, centered at each 2s
interval.

The EDA features used here are calculated from the skin conductance level and the skin
conductance response rate (SCRR) [42, 135, 150, 246]. The former is essentially a low-pass
filtered version of the original raw EDA signal and thus represents the slower tonic changes
in the EDA data. It is represented in the feature set by the difference of area under the curve
and maximum between the five minutes before (feature window) and after (baseline) each
two-second interval point. Additionally, the SCRR feature is calculated against the baseline in
the same way, representing the higher-frequency phasic changes of the EDA signal. The SCRR
is calculated as the number of threshold crossings of the first derivative of the EDA signal in
the window.

Finally, the BVP raw data (derived device-internally from the PPG sensor) are processed
to a heart rate (HR) estimation following the procedure described in Glasstetter et al. [348]: A
peak tracking algorithm was applied to find local minima in the raw time series [349], and the
resulting inter-beat-intervals were processed to the HR estimation employing several filters
to produce a smooth and meaningful output. This HR estimation as well as a spectral entropy
score representing BVP signal quality [159, 348] was used as feature values. As the BVP signal
is highly sensitive to motion artifacts [173], using a signal quality index like this as a feature
for classification follows the principle of regarding artifacts as additional information, instead
of discarding them outright. Furthermore, this feature can be observed as a sort of indication
for the quality of the model; a model that is highly dependent on the data quality of a signal
may not be regarded as a particularly stable model. Additionally, the mean and maximum of
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the calculated HR feature over a 60 s window are used as features as well, which are baseline-
corrected by the difference of values between the feature and baseline window.

An overview of the different feature and baseline windows can be found in Figure 5.5. A
comprehensive listing of the individual features is shown below:

1. Four features calculated from the recurrence plot of the ACC signal in a 10 s window:

(a) Determinism, that is, the percentage of points that form diagonal lines of a min-
imal length.

(b) The Shannon entropy of the probability that a line has a certain length.
(c) The average diagonal line length.

(d) Recurrence rate, that is, the density of recurrence points.

2. EDA-based features over a 5 min window, minus the same value in the five minutes
before the feature window:

(a) The area under the curve of the skin conductance level calculated as the mov-
ing mean of the raw EDA signal over a 1 min window.

(b) The maximum value of the skin conductance level calculated as above.

(c) The skin conductance response rate calculated as the number of crossings of a
threshold by the first derivative of the smoothed EDA signal within the window.

3. Heart rate-based features calculated from the BVP signal:

(a) The local maximum of the heart rate estimation in a 60 s window, minus the
baseline value from the prior 60 s window.

(b) The mean of the heart rate estimation in a 60 s window, minus the baseline
value from the prior 60 s window.

(c) The spectral entropy data quality index of the raw BVP signal, sampled at 2s
intervals.

(d) The heart rate estimation calculated from the raw BVP signal, sampled at 2s
intervals.

Evaluation

To assess the possibilities of detecting focal epileptic seizures by wearable biosignal data, two
different approaches were investigated: intra-subject and inter-subject. The distinction is an
important addition to this work, as focal motor seizures have not been investigated to a degree
that allows making the choice outright. While an inter-subject approach, that is, creating
models that can detect seizures across a patient population without individual adjustments,
would certainly be the best possible outcome, the heterogeneity of focal seizures may dictate
an intra-subject approach using individualized models. To examine the effect that this might
have with the given data set, the evaluation was divided into two parts.

Firstly, a subset of participants with at least three focal motor seizures recorded was iso-
lated, and the detection model was evaluated per participant in a parameter-optimized leave-
one-seizure-out (LOSO) cross-validation. As the data set did not provide data with more than
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six seizures recorded for a single participant, or with multiple independent recordings of a
participant, this was performed without a dedicated test set which is truly “out-of-sample”.
Rather, the model was trained with the data of all but one seizure and the respective peri-
ictal data of 10 min before and after each seizure. These data were standardized using the
z-score method before training, and the normalization parameters (centering mean and scal-
ing standard deviation) were stored. The resulting model was then tested on the remaining
participant data, standardized using the previously stored normalization parameters from the
training step. This test data included the complete data set of the participant, including the
left-out seizure, but not any of the data used for training the model. Nevertheless, due to the
high imbalance between inter-ictal versus ictal phases, the proportion of data between the test
and training set was typically far greater than 10:1. This process was repeated such that each
seizure of the participant was left out once.

Secondly, for the inter-subject evaluation, the seizure data from all the participants with
three or more seizures recorded, selected in the first step, were used to validate the per-
formance on data from all the remaining participants with one or two focal motor seizures
recorded. Thereby, the model was first parameter-optimized in a leave-one-participant-out
(LOPO) cross-validation on those training participants. Thus, each of the participants in this
optimization set was omitted from the model training process once and used as a validation
data set. The mean performance scores over the cross-validation runs were then used to deter-
mine the optimal parameter combination. In a second evaluation step, the optimized model,
now trained with all the peri-ictal seizure data from the training subjects, was then applied
to all the data from the test set participants. During the training of this model, the data were
again first standardized using the z-score method, and those normalization parameters were
then applied to the incoming test data. Overall this resulted in a model trained and optimized
on data from one set of participants, which was then tested on data from another separate set
of participants.

Classification Model

The GBT [95, 309] methodology was chosen as the model used to detect ictal states, as it is rel-
atively straightforward in its application and was already validated on the same cohort, albeit
on data from patients with convulsive seizures [104] (Section 4.1). Due to this methodology’s
requirement for parameter tuning to achieve good performance, hyperparameter optimization
was conducted in both the intra- and inter-subject evaluations, as described above.

For the optimization of the intra-subject model, an optimal parameter combination was
found for each of the three included participants by performing a LOSO cross-validation.
Thereby, the model was trained on the data of all but one seizure and the respective peri-
ictal data, and tested on all remaining data including the left-out seizure for that participant,
minus the training data. This was repeated for all seizures, and the performance scores were
averaged. This procedure was then repeated for each combination of parameters. For the
inter-subject evaluation, a similar procedure was implemented for the three selected partici-
pants, but in a LOPO manner. The model with the best parameter combination was then tested
on out-of-sample data from previously unseen participants.

Four different model parameters were optimized: the learning rate, the maximum number
of weak learners, the maximum tree depth per weak learner, and the misclassification cost for
false positives (FPs). Conversely, the misclassification cost for false negatives (FNs) was not
tuned and kept unweighted, and only one type of boosting was used, namely adaptive boosting
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for binary classification (“AdaBoost”) [310]. In total, the number of different parameter com-
binations over which the grid search optimization was performed added up to 600. The best
parameter combination was chosen as the one with the highest sensitivity and lowest number
of FPs, in that order. In the case of a tie, the parameter combination with a higher learning
rate or lower number of trees was chosen as the best one, as it would be computationally more
efficient.

To gauge the influence of the various features on the creation of the model, the feature
importance of each of the optimized models was analyzed. Therefore, the importance scores
for each of the models resulting from the single cross-validation runs was averaged in the
intra-subject LOSO evaluation, resulting in one set of scores per participant included there.
Moreover, for the inter-subject LOPO evaluation, only the importance scores of the optimal
model, trained on all seizures from those intra-subject evaluation participants, were noted. The
feature importance was based on decision tree node impurity, using the Gini diversity index
and calculated such that the smallest possible value was 0 [311, 350]. Thereby, the reported
importance scores for each of the features are the averages over all the trained trees in the
boosting ensemble for the GBT model.

Performance Measurement

The main indicators of performance used in this evaluation are the mean sensitivity, false
alarm rate (FAR) per 24 h (false alarm rate per 24 h (FAR24)) and positive predictive value (PPV).
These scores were calculated from the number of overlaps of seizure events in the ground truth
and predicted labels. The label data, analogous to the feature data, were stored at 2 s intervals,
and seizure events here were defined as consecutive intervals of labels classified as a seizure
of at least 6s and at most 10 min. The output of the classification model was furthermore
smoothed before this scoring computation, by filling out gaps between seizure labels of at
most 30 s, and removing any orphan seizure labels. After this processing of the model output,
it was compared to the ground truth and any overlaps of seizure events were counted as true
positives. Seizure events in the ground truth but not in the detector output were counted as
FNs, and vice versa, seizure events in the output that were not present in the ground truth
were counted as FPs. Note that the comparisons described above are given a 2 min margin
before and after seizure events in the ground truth, wherein overlaps with detected events still
count as true positives. This was performed to account for some of the uncertainty related to
seizure manifestations, as well as the in-hospital setting providing a certain degree of nurse
intervention after a seizure. True negatives were not counted in this evaluation, as they do
not give any more worthwhile information for performance measurement. The false alarm
rate per night (FARn) calculates the FAR during a standard 8 h night between 23:00 and 07:00.
Thereby, the number of false alarms produced by the model occurring during that time period
were counted, and divided by the number of hours that were recorded during these nights,
taking into account any data loss that may have occurred during these hours. The FARn was
therefore calculated as:

hours per night

FARn = number of FPs during night - (5.1)

nightly hours recorded

All data analysis, feature extraction, and performance evaluation was implemented using
MATLAB R2021b (MathWorks, Natick, MA, USA).
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Figure 5.6: Data set flowchart of the participant selection process. KCL: King’s College Hos-
pital London; UKF: University Medical Center Freiburg; E4: Empatica E4 wrist-worn wearable
device.

Data Set Selection

The complete data set of wearable data from 243 patients with epilepsy was filtered to include
only data relevant to the premise of this study. Figure 5.6 visualizes the data set selection
process, and Table 5.4 lists clinical and demographic information of the finally selected par-
ticipants. First, only data from those participants who had at least one focal seizure recorded
that involved tonic or clonic motor manifestations were included. Thereby, these manifesta-
tions could co-occur with other seizure manifestations; however, focal to bilateral tonic-clonic
seizures were excluded. Moreover, the data set was not filtered further by overlap of symptom
location versus device location. Therefore, the data set can, for example, include instances of
motor seizures that manifest primarily on the right-hand side, but where the wearable device
was attached to the left wrist. Excluding these seizure instances would substantially reduce
the number of seizures and included participants for the analysis presented here, especially
for the inter-subject evaluation, to the point of impracticality.

During the study recordings, the Empatica E4 device was used in a Bluetooth streaming
mode [103], which unfortunately led to a considerable loss of data due to regular problems
with connectivity of the wearable device to a base device that stores the data. Thereby, more
than 50 % of the potential data to be recorded, and correspondingly as many potential seizures,
were lost, leading to a substantially reduced number of relevant focal motor seizures recorded
for this study. Furthermore, the data set was filtered for total length of recording per partic-
ipant, where only those recordings with at least 24 h of data were included, and for length
of seizures, where only those seizures with a duration between 10 s and 10 min are included.
Limiting the duration of seizures excludes very short seizures of just a few seconds, such as
myoclonic seizures, and very long seizures, such as status epilepticus. This is performed to
exclude outliers and to have defined limits of duration within which to detect potential seizure
events.
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Table 5.4: Demographic and clinical information for the nine selected participants.

ID Gender Age Total Number of Epilepsy Epilepsy
Recording Seizures Origin Type
Duration Recorded
UKF1 m 55 84.4h 6 Structural TLE
UKEF2 m 9 45.9h 3 Structural xTLE
UKF3 f 27 92.0h 2 Structural TLE
UKF4 f 69 120.8h 1 Structural TLE
UKF5 m 50 127.6h 2 Structural FLE
UKF6 f 34 35.8h 1 Unknown FLE
UKEF7 m 48 105.1h 1 Structural TLE
UKF8 f 46 87.2h 1 Structural TLE
KCL1 m 65 50.2h 3 Structural TLE

TLE: focal temporal lobe epilepsy; FLE: focal frontal lobe epilepsy; xTLE: focal extratemporal lobe epilepsy.

Lastly, the data quality during all remaining seizures was visually checked, and specifically
those with bad EDA signal quality were excluded. A poor EDA signal can either be a flat zero-
line, indicating loss of contact of the electrodes with the skin, or multiple periods of high rates
of amplitude change, indicating a loosely fitting device. The BVP raw signal was specifically
not filtered for signal quality, firstly because it would filter out nearly every remaining seizure
due to its high susceptibility to motion artifacts, and secondly because the feature set for this
evaluation indeed includes a data quality index as a feature itself.

5.2.3 Results

Data Set and Examples

The resulting data set used for this evaluation thus included 20 relevant seizures from a total
of nine study participants. 44 % (4 of 9) of the participants were female, and participants had a
mean age of 45 years (range 9 to 69 years) at study enrollment. Three of these participants had
more than two seizures recorded for a total of twelve seizures (Table 5.5), and the data from
these were thus used for the intra-subject evaluation, as well as the training set for the LOPO
cross-validation in the inter-subject evaluation. The remaining six participants had either one
or two seizures recorded, for a total of eight seizures included in the inter-subject evaluation
test set. The mean recording length per participant in this data set was 83.2 h (range 35.8 h to
127.6 h).

To give a better overview of the three participants with multiple seizures recorded and
used in the intra-subject evaluation, Figure 5.7 presents one example seizure for each of these
participants. Participant UKF1 had six seizures recorded with the wearable device, all of them
focal onset motor seizures with tonic and clonic manifestations, ictal tachycardia, and im-
paired awareness. Furthermore, all of these seizures occurred while the patient was sleeping
in his hospital bed, and all have a characteristic progression. Overall, these seizure symptoms
are the most similar to focal to bilateral or generalized tonic-clonic seizures in the data set,
yet noticeably lack the severity of the larger seizures, both regarding the vEEG and also the
movements captured with the ACC signal.



Table 5.5: Clinical information on seizures recorded for the three participants used in the intra-subject evaluation.

Seizure ID Seizure Duration = Motor Symptoms Autonomic Awareness Vigilance/Body
Symptoms Position
UKF1-1 82s Tonic, clonic iTC Impaired Asleep/lying
UKF1-2 86's Tonic, clonic, iTC, Ul Impaired Asleep/lying
myoclonic,
automatisms (arms,
legs)
UKF1-3 55s Tonic, clonic, iTC Impaired Asleep/lying
myoclonic
UKF1-4 73s Tonic, clonic, iTC Impaired Asleep/lying
myoclonic,
automatisms (legs)
UKF1-5 43 Tonic, clonic iTC Impaired Asleep/lying
UKF1-6 47s Tonic, clonic, iTC Impaired Asleep/lying
myoclonic
UKF2-1 23s Tonic iTC Aware Awake/sitting
UKF2-2 * 39s Tonic iTC, flushing Impaired Awake/lying
UKF2-3 107s Tonic iTC, flushing Impaired Awake/sitting
KCL1-1 128 s Tonic, clonic, iTC Impaired Awake/sitting
automatisms (arms,
face)
KCL1-2 225 Tonic, automatisms iTC Impaired Asleep/lying
(face)
KCL1-3 22s Tonic, automatisms - Impaired Asleep/lying
(face)

* Seizure was not recognized by the model during evaluation. iTC: ictal tachycardia; UI: urinary incontinence.
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Figure 5.7: Selection of examples of true po

sitive detections for each of the three participants

in the intra-subject evaluation. Seizures shown are: (a) UKF1-4; (b) UKF2-3; (c) and KCL1-3
(see Table 5.5). Due to the grace period of 2min around a seizure event, the detection for

KCL1-3 counts as a true positive. Each plot

of a seizure shows the raw ACC signal (top), the

raw EDA signal and feature 2b (middle), and the estimated heart rate and signal quality index
of the BVP signal (bottom). The regions highlighted in red mark the ground truth as labeled by
experts, those highlighted in green mark the seizure intervals as predicted by the respective

model. The seizure onset and offset are ad

ditionally marked by the black vertical bars. All

signals shown are normalized between —1 and 1 only for these plots.
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UKF2, on the other hand, had three focal onset motor seizures recorded with only tonic
manifestations, ictal tachycardia, and miscellaneous awareness during the seizure. Notably
though, all seizures occurred while the patient was awake. Another important distinguishing
factor for this participant is that he was only nine years old at the time of enrollment, and as
such the only pediatric patient in the relevant data sets regarded here. Epilepsy in pediatric
patients generally manifests in different ways than for adults [23].

The sole data set from the KCL site, KCL1, had three seizures recorded that match the
criteria for the seizure type. The motor manifestations for them were more heterogeneous
than for the other two participants. All had tonic components, but there were also some oral
automatisms, and one seizure also had clonic components. Furthermore, one seizure did not
prompt ictal tachycardia, and there was a high variance between the seizure durations, with
one being over 2 min and occurring while awake, and the other two only 22 s, occurring from
sleep.

Aside from the movements during the seizures, Figure 5.7 also gives a good overview of
the typical EDA and BVP responses in the data, which can be observed most clearly in the first
presented seizure UKF1-4. The EDA signal shows a clear response to the seizure, and the cor-
responding feature, the difference in the maximum of the skin conductance level, accordingly
is at its highest during the seizure. The heart rate estimated from the BVP sensor signal also
clearly demonstrates some response after the seizure onset for all three examples; however, at
the same time, the signal quality also drops substantially, and as such the estimated heart rate
should not be regarded as representative for these periods.

Intra-Subject Evaluation

Data from three participants were selected for the intra-subject evaluation. One patient was se-
lected from the London cohort with three seizures recorded (KCL1), and two from the Freiburg
cohort with six (UKF1) and three (UKF2) seizures recorded, respectively. Out of these twelve
seizures, only one seizure, of participant UKF2, could not be identified in the individual opti-
mized LOSO evaluation. All other seizures were consistently detected in the complete partic-
ipant data by the optimized models, when trained on the other seizures of the respective par-
ticipant. In terms of FAR however, the methodology exhibited vastly different performances
over the three participants. The cross-validation runs for participant UKF1 showed the lowest
number of false positives at just three on average, ranging from 1 to 5 depending on which of
the seizures was left out for testing. Overall, this resulted in a low FAR of less than one per 24 h
(0.85/24 h). For the other two cases, the FAR was considerably higher, at almost two per hour
for UKF2 (41.5/24 h) and somewhat less than one per hour for KCL1 (17.7/24 h), on average.
An overview of the per-participant results of this evaluation can be found in Table 5.6 under
“Intra-Subject Evaluation”.

Inter-Subject Evaluation

To assess the performance of seizure detection across multiple patients, the GBT model was
first trained using the peri-ictal seizure data of the 12 seizures from the three participants men-
tioned above. The model was thereby parameter-optimized in a LOPO manner, as explained in
Section 5.2.2. In this cross-validation, the model with the best-performing parameter combina-
tion was able to recognize a total of eight of the twelve seizures (overall sensitivity 67 %, mean
72 %, and range 50 % to 100 %) in the validation set, with a mean FAR of approximately one



Table 5.6: Evaluation results for the intra-subject leave-one-seizure-out evaluation, and the inter-subject leave-one-participant-out eval-
uation, respectively. Means and ranges are always across the single folds of the validations, that is, across the held-back data for the first
part and across the held-back data, and test set participants, in the second part.

Patient ID Sensitivity Mean FP Mean FAR24 Mean PPV Mean FAR Recording Device on
[Range] [Range] [Range] per Night Duration Same Hand
[Range] as Seizure
Intra-Subject Evaluation
UKF1 100 % (6/6) 3 [1-5] 0.85 28.3% 0 84.4h 100 % (6/6)
[0.28-1.42] [16.7-50 %]
UKF2 67 % (2/3) 79 [18-126] 41.52 0.6 % 6.3 [1-11.5] 45.9h 100 % (3/3)
[9.42-65.94] [0-1.1 %]
KCL1 100 % (3/3) 37 [0-58] 17.69 34.5% 1.9 [0-3.0] 50.2h 0% (0/3)
[0-27.72] [1.7-100 %]
Inter-Subject Evaluation
LOPO UKF1 50 % (3/6) 28 7.96 9.7% 3.1 84.4h 100 % (6/6)
LOPO UKF2 100 % (3/3) 124 64.9 2.4% 9.5 45.9h 100 % (3/3)
LOPO KCL1 67 % (2/3) 1 0.48 67 % 0 50.2h 0% (0/3)
LOPO test 75 % (6/8) 55 13.4 2.1% 2.0 568.6 h 38 % (3/8)
(N=6) [16-87] [4.4-22.7] [0-5.9 %] [0.7-3.2]
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per hour, averaged over the three participants (mean 24.4/24 h; range 0.5/24 h to 64.9/24 h).
The resulting model was then applied to the complete data sets of six other participants, in-
cluding a total of eight epileptic focal motor seizures. In this out-of-sample test set, the model
was overall able to detect six of the eight seizures (overall sensitivity 75 %, mean 75 %, and
range 0% to 100 %) with a mean FAR of 13.4/24h (range 4.4/24h to 22.7/24 h). Table 5.6
shows a summary of these across-participant results under “Inter-Subject Evaluation”.

Feature Importance

The feature importance for each of the three optimal models trained on data from the three
per-subject evaluation participants was calculated as outlined in Section 5.2.2. Figure 5.8 shows
these importance scores per participant and feature, and the mean scores of each feature group
by modality. These feature scores are unit-less and can be interpreted qualitatively to deter-
mine whether some specific feature or general modality is contributing more than the others.
Here, the EDA features were more influential than the others in the two participants UKF1
and KCL1. Conversely, the BVP features were unexpectedly more meaningful for the model of
participant UKF2 than the other two modalities. The same kind of feature importance scores
for the inter-subject model trained on all three of these participants for the inter-subject eval-
uation can be found in Figure 5.8d. Here, the EDA features turned out to be more important
than the others.

5.2.4 Discussion
Principal Findings

The main ambition of the evaluation presented here was to qualitatively assess the utility of
multimodal biosignal data from wearables in creating worthwhile and robust seizure detec-
tion systems. Thereby, two principal avenues of potential study design were investigated:
intra-subject and inter-subject schemes. Specifically, this evaluation focuses on focal motor
seizures with tonic or clonic components, as opposed to bilateral tonic-clonic seizures. These
focal seizures have a multitude of possible physical and psychological manifestations that can
occur in sequence or in parallel, be repeated, or not occur at all, in a single seizure. Further-
more, while there may oftentimes be little change in the semiology of seizures for a single
patient with epilepsy, they can be very heterogeneous across populations [27, 255]. These
circumstances are also reflected in these results. Among the three participants with at least
three seizures recorded, the individually optimized model could robustly recover the left-out
seizures in the leave-one-seizure-out cross-validation for two participants.

In one other participant, however, out of three seizures, one could not be restored by the
model when trained on the other two (Table 5.5 and Figure 5.9). These three seizures had
roughly the same semiology with tonic manifestations and ictal tachycardia. In the wearable
data, however, one clear difference can be found between this undetected seizure and the other
two; that is, it showed no discernible EDA response before, during, or after the seizure. Addi-
tionally, this participant UKF2 had an important demographic difference to all other included
participants in this data set, in that they were the only pediatric patient at nine years old.
Age has been linked, for example, to significant changes in seizure semiologies [23]. These
circumstances likely led to this specific seizure falling out of the scope of this methodology.
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Figure 5.8: Feature importance scores per intra-subject evaluation for the seizure detection
models of the three selected participants: (a) UKF1; (b) UKF2; (c) KCL1 (see Table 5.4); (d)
Feature importance scores of the model resulting from training the GBT model on the seizure
data of all three inter-subject training participants. Blue, red, and yellow bars show the impor-
tance scores for the features grouped by biosignal modality ACC, EDA, and BVP, respectively.
Horizontal lines mark the mean scores of the groups. The ordinate is unit-less; the scores
can be interpreted qualitatively. The feature labels correspond to the listing of features in
Section 5.2.2.
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Figure 5.9: Seizure UKF2-2, a false negative. Compare also to Figure 5.7. Data shown from top
to bottom: raw ACC, raw EDA and feature 2b, heart rate and BVP signal quality index. The
red overlay is the seizure ground truth. The seizure onset and offset are additionally marked
by the black vertical bars. All signals shown are normalized between —1 and 1 only for these
plots.

These results suggest that a methodology such as the one presented here, optimized on
individual participants, can robustly detect seizures for some patients with epilepsy, but it
may fail, especially when the seizures have differing semiologies that are not represented in
the training data for the model. Furthermore, when looking at the FAR24 and PPV, the het-
erogeneity of focal seizure detection is especially highlighted. The FAR24 performance of the
seizure detection, ranging from less than one FP per day to almost two FP per hour, is an im-
portant factor when it comes to actually applying the methodology to a real-world setting.
Similarly, this false alarm rate also carries over to the nighttime, with multiple false positives
per night for some participants. Thus, a high sensitivity in detecting seizures is in vain if an
automated seizure diary is filled with dozens of false seizure events per day. Yet, further data
recordings and model optimization may produce robust seizure detection systems for individ-
ual patients.

With respect to the inter-subject evaluation across multiple study participants, the results
for the methodology applied here further demonstrate the heterogeneity of the focal motor
seizures in this data set, and clearly demonstrate the resulting difficulties. Inter-subject mod-
els applied in a leave-one-participant-out manner to data of the three selected participants
from the intra-subject evaluation performed worse than if trained in an individualized man-
ner, either in terms of sensitivity or FAR. Likewise, testing the model on out-of-sample data of
six other participants resulted in a tolerable sensitivity but a high FAR and low PPV. A model
such as this would be ineffective in real-world settings, be it as an automated seizure diary or
an alarm system, and patients’ and caregivers’ needs, in particular, would not be fulfilled [72,
130, 131].

Overall, the results suggest that not only are focal onset motor seizures varied in their clin-
ical manifestations, they are also sensitive to changes in common wearable biosignal modal-
ities, when investigated across patients. However, in some individual patients, seizure semi-
ologies are similar enough across seizures to enable robust seizure detection models for less-
severe focal onset motor seizures, if the models are optimized in a personalized manner.
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Related Work

To compare the results presented here to some of the current and past state-of-the-art seizure
detection studies, a list of twelve related works featuring focal motor seizures in some form in
their set of analyzed seizure types was compiled (Table 5.7). The main source of this list was
the extensive literature review by Beniczky et al. [109], filtered for relevant seizure types and
relevant biosignal modalities that are most closely related to the modalities ACC, EDA, and
PPG. Furthermore, to add some variety, the list includes two recent studies employing wear-
able electromyography- and EEG-based focal seizure detection. All three of the performance
measures included here are compared, namely sensitivity, FAR24, and PPV. However, as most
of these works include focal motor seizures as part of a larger group of seizure types, almost
always dominated by generalized and focal to bilateral tonic-clonic seizures, the list only in-
cludes three studies where this was possible for all three measures [74, 227, 341]. All three of
these studies classify the focal onset seizures in their respective data sets as complex partial
seizures (CPSs), which is an older type of epileptic seizure classification meaning an interval
with ictal impaired awareness without giving information about motor manifestations during
the seizures. Therefore, it is unclear if, with respect to movements during the seizures, the
seizure types investigated in these works are comparable to those in the study presented here.
Moreover, all three studies evaluated their seizure detection in an inter-subject manner across
a population of patients with epilepsy.

Summarizing the relevant results from these three works, Cogan et al. [227] used a com-
bination of two different wearable devices to record the biosignal modalities EDA, electro-
cardiography (ECG), and blood oxygen saturation, and reported an algorithm sensitivity of
50 % with a false alarm rate of 0.28/24 h, in CPS only. Notably, during their analysis they also
looked into personalization of their algorithm, and concluded that a minimum of 6 to 8 seizures
per patient would be required to sufficiently train and optimize their algorithm parameters,
based on a worst-case scenario. Kusmakar et al. [341] employed ACC sensors in a leave-one-
participant-out inter-subject evaluation and reported a sensitivity of 67 % and a FAR24 of 4,
regarding the participants with CPS. They duly concluded that these seizures are much more
similar to inter-ictal data than they are to ictal generalized tonic-clonic seizure data, and as
their data set included only a very small number of CPS, a good performance on this seizure
type was not to be expected. Lastly, Vandecasteele et al. [74] compared two wearable devices
recording ECG and PPG, respectively, and reported an overall sensitivity of 32 % with a FAR24
of 43.2 for the PPG-based wearable device, which was the same as the one used in this study.
They concluded that the PPG-based detection was heavily impeded by motion artifacts even
for these possibly non-generalized seizures.

Comparing these performances, and further results from other related work which did not
report their outcomes per seizure type or per participant (Table 5.7), to this study’s results
(Table 5.6), it becomes clear that a sensitivity of 75 % in an independent test set of focal motor
seizures is in fact among the top performing methodologies regarding this seizure type only.
Furthermore, works that reported lower numbers of false positive rates also consistently had
lower sensitivities, and some studies that reported similar numbers nevertheless still had lower
sensitivities. Overall, a comparison of this study’s results to any of these works should be
taken with caution, as this study specifically analyzes focal motor seizures with multi-modal
non-EEG wearable data.



Table 5.7: Related work compiled from Beniczky et al. [109], and this study as comparison. Only those works are included that involve
seizure types relevant to this study, that is, any of focal motor seizures, SPS, CPS, or other non-generalized seizures.

Study Modalities Seizure Types # Pat. # Seizures Sensitivity FAR24 PPV
w/Seizures
this study ACC, EDA, PPG FStorc 9 20 67-100 %/75 % 0.85-41.5/13.4  0.6-34.5%/2.1%
[226] * ACC, PPG FS hyper/ (28 total) 5/14 73 %/84 % Not reported per seizure type
o convulsive
[280] * ECG FS/SPS/CPS/o (31 total) 8/26/31/5 Not reported per seizure type
[227] ©*8 EDA, ECG, SpO2 CPS 8 23 16.7 %/50 % 0.7/0.28 6.25 %/50 %
[340] ECG SPS/CPS (16 total) 37/38 19%/71 % Not reported per seizure type
[344] ACC t/t-c 15 22 67 %/100 % Not reported per seizure type
[341] ** ACC CPS 3 5 67 % 4.19 22.5
[224] ACC,EDA FS t-c 2 6 50 % Not reported per seizure type
[315] * ACC myo,t/ (41 total) 140 6 %/24 %/2 % Not reported per seizure type
FS hyper/
FS min mot
[343] ACC, ECG FS hyper/ 5/5 18/9 Not reported per seizure type
myo,t-cluster
[74] ECG/PPG CPS 11 47 70 %/32 % 50.6/43.2 2.15%/1.12%
[231] EMG GTCS/t/c/ 20 18/9/3/17 83 %/56 %/ - 83 %/50 %
o-motor 33%/76 % (t+¢)/76 %
[230] EEG, ECG, ACC FS t/ 3 47/9 + 9 84 %/100 % 8/13 +5 -

FS non-motor

* The study also contained other seizure types, most notably generalized seizures, however the presented data only relate to those seizure types specifically mentioned.
* Performance scores only include CPS, calculated by authors from original reported numbers. $ Performance scores represent a non-optimized detection, and a refined

analysis, respectively.

t: tonic; ¢: clonic; hyper: hypermotor seizures; myo: myoclonic seizures; FS min mot: FS with minimal motor component; o: other.
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Modality Importance

Overall, the distributions of feature importance scores, as a proxy for the importance of biosig-
nal modalities, seem to be heterogeneous, and no clear winner could be found among the
three examples. The features calculated from the EDA signal, however, seem to be the most
informative with respect to epileptic seizure phases, within this data set of focal onset motor
seizures. This is concurrent with some prior research on generalized seizures as well [223,
293, 351, 352], and suggests that electrodermal activity could be an important clinical marker
of epileptic seizures beyond highly convulsive episodes, which usually induce heavy sweat-
ing. However, it is not a universally applicable biomarker, as these results also suggest, with at
least one participant and several seizures exhibiting no substantial (post-)ictal EDA response,
as was also concluded in further literature on the topic [42, 43, 105].

In Glasstetter et al. [348], the authors explored the utility of wearable PPG signals for the
detection of focal onset seizures with ictal tachycardia, and concluded that in some patients
the tachycardia thresholds can be found regardless of seizure-related movements. It seems to
be the case that in some seizures the ictal tachycardia presents itself some few seconds before
the electrographic seizure onset, and could therefore be used as indicators for seizures, albeit
not effectively in a monomodal system. The authors, however, also noted that arbitrary non-
seizure-related movements may hinder this detection from PPG signals due to motion artifacts,
and generally pre-ictal tachycardia seems to be an isolated phenomenon not generalizable over
patient cohorts. The results presented here coincide with these conclusions, demonstrating
that BVP features are important only for one of three patients with at least three seizures
recorded.

Limitations

The main limitation of the study and analysis presented here is the limited size of the data
set, with just 20 seizures recorded from nine patients with epilepsy. Unfortunately, publicly
available data sets focusing on classical wrist-worn wearable data which combine movement
and autonomous nervous system biosignals are scarce as it is, and practically nonexistent in
the field of epilepsy research. To be considered a useful supplement to the data collected here,
a public data set would need to provide at least ACC, EDA, and BVP data recorded from a
wrist-worn wearable in a cohort of patients with epilepsy, and at least EEG seizure onset and
offset would need to be labeled by experts. Such a data set does not currently exist publicly.
The relatively small size of the data set used here is also the main reason the methodology used
“classical” supervised machine learning with a set of specifically tailored features as opposed
to some deep learning methodology. Deep learning may, however, be an avenue to pursue in
a later study, with a more extensive data set.

As the seizure types regarded here were carefully chosen, a large percentage of the overall
recorded seizures were not eligible for inclusion. Furthermore, during their usually week-long
stay at the epilepsy monitoring units, patients rarely had more than a few seizures in the first
place, as seizure provocation was often conducted only for a limited time until enough seizures
had been observed to serve some clinical purpose. This lead to a generally low number of study
participants with more than two seizures recorded, a necessary minimum requirement for any
kind of analysis of personalized, intra-subject evaluations. Future research may include more
seizures and seizure types from the already recorded data set, but new studies need to be
conceptualized to aim for higher numbers of seizures recorded per participant, not just over
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the whole cohort, in order to push focal seizure detection research to produce better, more
realistically applicable results [130].

Another limitation of this study, as well as many other related works, was the confine-
ment of participants to a hospital room throughout the data recording procedures. The data
collected and analyzed here cannot be regarded as representative of real-world situations,
and new ambulatory studies with a prospective goal of recording focal onset seizures with
wearables from patients in their daily living environment are needed. However, even with
generalized tonic-clonic seizures as a target, these phase 3 and 4 studies are still rare, and
potential methodologies and pitfalls need first be explored in these in-hospital studies before
worthwhile out-of-hospital studies can be designed.

5.2.5 Conclusions

Seizure detection for focal onset seizures without generalization by means of wearable non-
EEG devices is a so far little-researched problem. This study demonstrated that for those
seizures in this category with tonic or clonic movements, that is, those closest in semiology
to generalized tonic-clonic seizures, robustly detecting seizures from wearable data may be
possible for individual patients with epilepsy, depending on their specific seizure manifesta-
tion. Overall, electrodermal activity signals seem to provide the most informative features
for seizure detection, suggesting it to be an essential part of any future seizure detection re-
search. Detection across patients with purely inter-subject models without personalization
was, however, not possible to a worthwhile degree, at least with the methodology and data
set presented here. Both a low sensitivity that misses a quarter or more of the seizures and
high false alarm rates in the order of one per hour make current results of these inter-subject
models ineffective for clinical applications. This study’s results thus demonstrated that indi-
vidualized models are needed to robustly detect focal onset seizures, and future research in
this domain should include at least some degree of personalization in the modeling process.



124 CHAPTER 5. DETECTION OF FOCAL ONSET SEIZURES

5.3 Summary

This chapter explored and evaluated the automatic detection of focal motor seizures by way
of multimodal biosignal data from wearables. Focal seizures (FSs) are the most predominant
seizure type in the general population and can have a multitude of different symptoms, rang-
ing from movement of the limbs over tachycardia to sensory feelings. However, FSs are also
typically less convulsive than their generalized-onset siblings, with some seizure types not
including movement semiology at all. Thus, they are considered to be less unambiguously de-
tectable with signals from wearable sensors like accelerometry (ACC), electrodermal activity
(EDA), or blood volume pulse (BVP). Still, some types of FSs exhibit characteristic patterns
both in movement and response of the autonomous nervous system, so a robust detection is
not necessarily impossible.

In an exploratory investigation of focal motor seizures, the first part of this chapter high-
lighted their extreme heterogeneity in terms of semiology relevant to seizure detection with
data from wearables. Focal motor seizures can manifest in characteristic tonic or clonic move-
ments of the limbs as much as in random automatisms of the mouth or in exceedingly brief
jerks of the whole body, oftentimes indistinguishable in the ACC signal from other non-
epileptic movements. The study illustrates a core problem of seizure detection, the high vari-
ance in focal seizure manifestations, by evaluating a detection model on FSs from three differ-
ent patients. While it performs acceptable on seizures with characteristic movement patterns
of the limbs, it fails on other movements and those not manifesting in the limbs. This ex-
ploratory study represents a first glimpse into the conclusion of the subsequent part of the
chapter, and parts of the eventual conclusion of this thesis.

That conclusion results from the final data analysis study in the context of this thesis,
namely, that robustly detecting focal onset motor seizures with tonic or clonic movements
from wearable data may be possible for individuals, depending on specific seizure manifes-
tations. Based on the experiences of the previous studies, this study includes 20 focal motor
seizures from 9 patients and evaluates both a patient-individual and a patient-agnostic ap-
proach. The detection methodology was similar to the one used in the convulsive seizure
detection in Section 4.1, but with a new set of ACC, EDA, and BVP features. It achieved
sensitivities of 67 % to 100 % and false alarm rates of down to 0.85/24 h for individualized
detection models in three patients. Across patients, it reaches comparable sensitivity, how-
ever, false alarm rates are much higher, to the point of being impracticable for useful seizure
detection systems.

Viewing both parts of this chapter in the context of automatic seizure alerts, it becomes
clear that this problem is still to be solved, as multiple false alerts per day up to and beyond
one per hour are unrealistic to be accepted by users. Furthermore, other related research
reports similar performances across different combinations of focal seizure types, detection
strategies, and biosignal modalities. Viewing this research in the context of automated seizure
diaries, however, may be more interesting for the time being. For that purpose exceptional
performance may not be the deciding factor, since the discovery of qualitative changes in
seizure frequencies can already be an important outcome for clinicians to be able to help their
patients. And as long as the detection model can reliably detect even just a portion of the
occurring seizures, a robust qualitative assessment may be within reach.
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EARABLE DEVICES are a relatively new and promising tool to enable the remote, unob-

trusive, and automated detection of epileptic seizures with multimodal non-electroen-
cephalography (EEG) biosignal data. Affecting over 70 million people worldwide, with up to
100 new cases per 100,000 people per year [14], epilepsy is one of the most prevalent chronic
neurological disorders. The severity of epileptic seizures can vary tremendously, ranging from
major convulsive seizures accompanied by unconsciousness and a heightened risk of sudden
unexpected death in epilepsy (SUDEP), to minor second-long jerks or a short sensory aura. Yet,
the current gold standard of diagnosing, monitoring, and treating epilepsy are short visits to an
epilepsy monitoring unit (EMU) at a hospital and undergoing video-electroencephalography
recordings, with doctors provoking seizures by various different means in the hopes of cap-
turing enough information to advise treatment. At home, between visits to the EMU, patients
sometimes keep handwritten diaries of their seizures, noting down the approximate time and
symptoms. However, due to the nature of epileptic seizures often involving an impairment of
awareness or loss of consciousness, these manual diaries typically severely underestimate the
amount and severity of seizures. This thesis investigated the utility of wearable devices for
the ultra-long-term monitoring of patients with epilepsy, potentially improving their quality
of life by enabling an automated way of keeping seizure diaries, and thus facilitating new and
better treatments and lessening the burden of uncontrollable seizure events.

Wearable devices like smartwatches or activity trackers will often record a variety of
biosignals that are relevant to the health and safety of their users. Among the potential modal-
ities recorded are movement by accelerometry (ACC), changes in the autonomic nervous sys-
tem by electrodermal activity (EDA), and the heart rate by photoplethysmography measure-
ments. It is conceivable that epileptic seizures, especially major convulsive seizures and those
with other motor manifestations of the limbs, can be detected automatically via changes in
these signals. Indeed, there has been more and more research into this capability in the past
ten years, making great strides towards autonomous, ambulatory, and abiding seizure detec-
tion with wearable devices. Nevertheless, this is still a relatively young field of study, and the
amount of research that has gone into designing and evaluating different methodologies of
wearable seizure detection is still in need of augmentation. This thesis compiled and framed
several contributions of the author concerning the detection of epileptic motor seizures with
multimodal non-EEG data from wearables.
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Overall, the research topics presented in this thesis can be summarized to several key
contributions, expressed along the investigations of Chapters 3 - 5:

Data Collection With Wearables: Asafoundation for the subsequent data analysis studies,
an extensive data set of biosignal data from wearables needed to be collected in a cohort
of patients with epilepsy. An open data set of such data containing recorded epileptic
seizures did not exist, so a total of 243 participants at two European epilepsy centers
were recruited during their routine stay in an EMU. More than 300 seizures of various
types were recorded with a wrist-worn research-grade wearable device (Empatica E4),
including expert-labelled seizure onset and offset as well as other relevant metadata.
Contributions include the dissemination of study design and procedure experiences, the
implementation and setup of a local data collection architecture by way of an open-
source mobile health platform’, and the resolution of several data issues like timestamp
synchronization.

Detection of Convulsive Seizures: A novel methodology employing features from ACC
and EDA biosignals with an ensemble supervised machine learning model was devel-
oped for the automated detection of convulsive tonic-clonic seizures (TCSs). The tech-
nique could correctly classify 91 % of the seizure events in an out-of-sample test set of 11
seizures from 2 participants in different cohorts. Further, a false alarm rate of 0.19/24 h
in 78 days of data places the methodology at the same or better level than other TCS
detection methodologies employing multimodal non-EEG wearables. In a different anal-
ysis, a heuristic ACC-based detector of cessation of movement after convulsive seizures
was developed. It was able to correctly classify 100 % of the 22 post-ictal events in 18
study participants, including two cases that showed post-ictal agitation, the opposite of
the post-ictal immobility that is typically experienced after a TCS. Both works could be
combined into a warning system for increased risk of SUDEP, but further optimization
concerning the seizure detection latency is necessary. Still, by themselves the contri-
butions show that monitoring convulsive epileptic seizures with multimodal wearable
devices is feasible with high robustness.

Detection of Focal Seizures: While the detection of convulsive seizures leaned on the dis-
tinctive and extreme impact those seizures have on the biosignals recorded with wear-
ables, the detection of focal seizures (FSs), even of those with movement manifestations,
is more ambiguous. Two contributions explore the variety of motor manifestations in
FSs and the impact of this circumstance on the feasibility of detection with wearable
device data. FSs can be characteristic in individual patients, but are typically not com-
parable across patients, reflected in the result of patient-specific detection models per-
forming overall better than those evaluated within entire cohorts. Related work on this
topic is limited in number, and often needs to be dissected for results on specific FS
types, as they are considered in combination with convulsive seizures more often than
not. Yet, the contributions presented here show that there is substantial need for the
automated detection of FSs from wearables, and current research shows ample promise
that this is within reach.
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In summary, this thesis presents research regarding the detection of epileptic seizures with
multimodal non-EEG data from wearables. Specifically, those seizures with manifestations in-
cluding movements of the limbs were investigated, and detection systems based on supervised
ensemble machine learning using physiological biosignal data were found to be feasible.

The remaining sections of this final chapter will compile some additional lessons learned
from the experiences made during the work on this thesis, and give an outlook on several
aspects and issues to be tackled in the field of seizure detection with wearable devices.

6.1 Practical Lessons Learned

During the course of working on this thesis several worthwhile experiences were made with
regard to epilepsy and wearable research. This section aims to impart some valuable lessons
learned from those experiences that have not been specifically discussed elsewhere in the text.
They may guide the design of new clinical studies and further research, as also discussed in
Section 6.2. This meta-analysis does not communicate systematical, scientific research that
has been published, but reflects the views and opinions of the author of this thesis.

6.1.1 Diversity of Epileptic Seizures

The extreme heterogeneity of epileptic seizures, especially those of focal onset without gener-
alization, has been discussed in this thesis on various occasions. One aspect that has not been
discussed further, however, is the clinical classification of epileptic seizures that is presented in
Fisher et al. [27]. While this newest practical classification of seizures has made great strides
in removing ambiguity in the naming of seizure types in a clinical context, there is still a lack
of compatibility with respect to the classification from non-electroencephalography wearable
data. Of course, that was not the purpose of this terminology (re-)assessment, but it brings
up the issue of whether a supplementary taxonomy of seizures by their physiological semiol-
ogy closer to what wearables may capture may be necessary. As it stands, the classification
used universally by published studies both in general epilepsy research and in research con-
cerning wearable systems is predominantly focused on the electrographical onset of a seizure
and the peri-ictal awareness of the patient, and only secondarily on the motor manifestations.
However, there is currently no evidence that suggests a direct relationship between the psy-
chological state of consciousness of a patient and physiological data recorded from wearables
like accelerometry, electrodermal activity, or blood volume pulse. Conversely, introducing a
ubiquitous and commonly applied (sub-)classification based primarily on movement and re-
sponses of the autonomic nervous system may facilitate a more effective communication of
wearable-based seizure detection methodologies and evaluations. The classification by Fisher
et al. [27] already takes a step in this direction, but it is not yet universally implemented by
current related work in this regard.

6.1.2 Selection of Meaningful Features

Again resulting from the high diversity of epileptic seizures, the performance of epileptic
seizure detection by wearables seems to be highly dependent on the recorded biosignal data
modalities and the choice of features computed from them. In the work included here, visual
inspection of signal traces during seizures (see Figure 4.1), experience from related work, and
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some common sense were all very helpful in selecting the feature sets used in the analyses.
Furthermore, some research was conducted to investigate the value of certain biosignals and
features in a deliberate manner. Glasstetter et al. [348], for example, assessed the utility of
photoplethysmography (PPG) signals from wearables to detect ictal tachycardia, comparing it
to the gold standard of electrocardiography-based heart rate estimation. They conclude that
PPG-based estimation is feasible for seizures where tachycardia onsets before motor mani-
festations, but may be limited for other seizures due to motion artifacts impairing the signal.
This was successively observed in the evaluation of focal motor seizure detection presented
in this thesis as well (see Section 5.2). There is certainly room for improvement regarding the
assessment of biosignal features, and more similar analyses are required beyond the current
research. For example, studies applying metaheuristic feature selection and dimensionality re-
duction algorithms to wearable biosignal data recorded from epilepsy patients could facilitate
better performances of seizure detection. Moreover, non-feature-based approaches like deep
learning could be a viable path forward, but these typically require vastly more quantities of
data than would be recorded in in-hospital settings.

6.1.3 Wearable Device Design

The current landscape of wearable devices for seizure detection is limited at best. By far the
most prominent in related research is the Empatica E4 device, which was also used in the
studies included in this thesis. Other devices exist and are in use [122], like the Byteflies
Sensor Dots [353] or the Nightwatch bracelet [226], but they are often still in development,
not certified as a medical device in the European Union, or limited to a few specific studies or
contexts. Coincidentally, the Empatica E4 is also at the end of its lifetime and being phased
out [354], to be replaced by a new wrist-worn wearable device from the same manufacturer
(“Empatica EmbracePlus”), which however at the time of writing has not been featured in any
peer-reviewed publications.

During the data recording studies included in this thesis, the Empatica E4 exhibited sev-
eral issues related to device design that interfered with recordings. Primarily, the device had
several problems with the continuous streaming of data via Bluetooth connection. While the
maximum range of the wireless connection was just enough to include the whole hospital
room, such that the patient was able to move roam around the room, there were frequent and
unprompted disconnects even if the wearable was well within range of the companion device.
Better, more robust wireless hardware is likely needed to mitigate these disconnects. Alterna-
tively, the device could implement a data buffer that temporarily captures biosignals internally
whenever it loses the connection, transferring the data only if it is reestablished. Moreover,
the battery life of the device was an issue, especially since the batteries tended to degrade over
time, with each new participant. However, this is a general problem in wearable devices and
not specific to this one, and new technologies and approaches are forthcoming. Lastly, the
wristband of the device was not flexible enough, both in its material and possible wrist sizes.
Materials that are more adaptive the individual’s anatomy, like fabrics or more pliant plastics,
would facilitate better, cleaner biosignal recordings with sensors less prone to a loss of skin
contact.

Generally speaking, wearable devices in this domain need to balance a trade-off between
being general-purpose consumer-grade devices, and being specialized research-grade devices.
The former are often designed with comfort and usability in mind, a necessity for ultra-long-
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term recordings that are essential in epilepsy diagnosis and research, but they rarely give ac-
cess to raw biosignal data. The latter give access to raw data, are flexible in terms of firmware
and sensor parameters, and typically facilitate better overall data quality, but are impractical
at best in the at-home context due to battery limitations, connection issues, and design con-
cessions. All that is to say, that wearable device design, from the ground up, should keep both
the patients and the researchers in mind, and not be exclusive to one group or mindset. Fur-
thermore, open data sets of biosignal data from wearables during epileptic seizures are still
a rarity, but necessary for the continued improvement of seizure detection systems. Device
manufacturers could look to build and share such data sets as a result of their device valida-
tions, were they not focused solely on the design of proprietary, closed algorithms. In fact,
entirely open-source ambulatory data collection and analysis with wearables was shown to be
feasible, and could provide the foundation of future adaptive intervention systems [355].

6.2 Outlook

The data analysis studies included in this thesis each list some limitations that the respective
evaluations were subject to. Naturally there was also some overlap between those studies’
limitations. Some prominent aspects that were listed included the generally low numbers
of study participants and seizures included in the analyses, the “lab” conditions of the data
collection, that is, in-hospital recordings, or data quality considerations. This section discusses
some of these aspects in the context of potential further research work.

6.2.1 Ambulatory Data Collection

All data recorded for the studies in this thesis were recorded from patients visiting an epilepsy
monitoring unit (EMU) at a hospital, where they are usually constrained to a room with elec-
troencephalography (EEG) electrodes attached to their scalp. Thus, they are heavily restricted
in terms of the movements they can or will do, impacting the nature of the biosignal data
recorded. For example, patients will rarely do physical exercise while at the EMU, even though
they would regularly do so in their daily lives. Accordingly, seizure detection methodologies
must be validated in real-world data at some point. Ground truth information, however, is dif-
ficult to record in ultra-long-term ambulatory studies. Current options include at-home video
systems, which are often only viable during the night at the patient’s bed and thus are prob-
lematic with respect to their privacy. Furthermore, there are wearable EEG systems like caps
or single-channel behind-the-ear EEG, which are cumbersome, uncomfortable, stigmatizing,
and inaccurate, and implantable EEG sensor systems which are invasive and have a high cost.
Some few phase 4 ambulatory validation studies are ongoing [109, 223], but more studies with
different devices, better ground truth, and larger patient cohorts need to be conducted.

6.2.2 Assessment of Data Quality

Seizures are typically short, often as short as a few seconds, and so seizure monitoring re-
quires a high temporal resolution of the biosignal data as compared to many other clinical
applications [342]. Furthermore, data accuracy and reliability depend on the quality of the
recorded signals [173]. However, clinical epilepsy studies with wearables frequently under-
report quantitative measures of the quality of the recorded raw data. In particular, tools and
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standard metrics determining the data and signal quality of wearable signals are currently
missing. Yet, knowledge of artifacts and tools to assess their impact are crucial for subsequent
analysis and outcome reliability, and there is a need for extensive, automatic, standardized
data quality checks. Some recent studies have investigated wearable data quality in the con-
text of epilepsy [159, 174], but more research is required. Comprehensive stand-alone studies
are necessary to properly validate signal quality metrics, but this is easier said than done. Most
of the biosignals recorded with the wrist-worn wearable used in this thesis, for example, do
not have an immediately obvious direct gold standard that could be used as a ground truth.
For electrodermal activity (EDA), dry electrodes are already the best existing methodology to
record skin conductance changes, and there is no accepted best practice for other parameters
like the position of the electrodes on the body or the type of electrode and mechanical contact.
Additionally, the blood volume pulse data could be validated only indirectly by estimating a
heart rate (HR) and comparing it to an electrocardiography-based HR.

6.2.3 Detection of Non-Motor Seizures

In this thesis only seizures with some type of movement manifestation were considered. How-
ever, many focal seizures do not include epileptic movements, but are limited to symptoms of
the autonomic nervous system, impairment of awareness, or sensory auras. Automatic detec-
tion of those events is likely to be more problematic. For one, the accelerometry biosignal will
be meaningless and possibly even counterproductive, considering that random non-epileptic
movements of the patient can still occur during those times. Furthermore, judging from the re-
sults of the focal motor seizure detection, individualized analysis is likely to be the only worth-
while pathway, at least with current wearable biosignal modalities. Nevertheless, the data set
recorded for the studies presented here included some individual patients who had non-motor
seizures with characteristic semiology like, for example, one with ictal goose bumps on the
arms, which might be eligible for robust detection by EDA signals. Future studies or spe-
cific case reports on these examples may benefit the general understanding of some epileptic
seizure types and advance non-motor seizure detection with wearables.

6.2.4 Other Machine Learning Approaches

In the seizure detection analysis contributed here, only supervised machine learning based
on expert-labeled ground truth data was employed. This does not mean, however, that other
approaches like unsupervised or reinforcement learning may not be equally, or even more so,
relevant and effective. Many epileptic seizures are extreme events compared to the everyday
life of patients, and so they can in a way be seen as outliers. Some research has already in-
vestigated this approach based on EEG signals [356-358], but it remains an open issue and
studies based on wearable data are yet to be published.

Deep learning is another approach to machine learning that was not specifically included in
this thesis. Artificial neural networks can adhere to any of the three main learning paradigms,
supervised, reinforcement, or unsupervised. Supervised neural networks are typically trained
with vast amounts of raw (non-feature) data, and thus would be most appropriate for ultra-
long-term data sets from ambulatory settings. Data sets like this with non-EEG data from
wearables are currently not available, but could be recorded with new devices suitable for
daily at-home use, such as smartwatches.
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Furthermore, methodologies that take feedback from patients into account, similar to how
reinforcement or semi-supervised learning algorithms work, have thus far not been proposed
or investigated thoroughly. Such a system would directly involve patients in the continuing
improvement of a seizure detection model. For example, the model would be initially trained
in a supervised manner on in-hospital data of a patient, and in the ambulatory setting a mobile
application could notify the patient of a detected seizure. The patient would then give feedback
if the detection was true or false, or if a seizure was missed and when it occurred. Based on
those observations the model would then perpetually re-train itself on new data. Of course,
the validation of such a system would still require ambulatory ground truth recordings, but
current research shows that this is within reach.

In conclusion, patient-involved detection methodologies that individualize over time have
the potential to eventually become the best option for ultra-long-term seizure detection. Fu-
ture improvements of biosignal sensors, batteries, and the design of wearable devices will sub-
stantially advance the possibilities of a generic, ambulatory seizure detection system. Such a
system could leverage ultra-long-term data and personal seizure logs as well as expert-labeled
seizure episodes from in-hospital recordings to provide an automated seizure diary and alarm.
And ultimately, this could even develop into a universal personal assistant that is tailored
towards a specific patient’s wants and needs.
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